




Dartmouth come Pontecchio? 

Mentre vi scrivo, a Dartmouth, nel New Hampshire, si sta svolgendo la conferenza AI@50 per comme-
morare quel progetto di ricerca estivo sull’Intelligenza Artificiale tenutosi nell’estate del ’56 al quale
parteciparono molti dei padri fondatori della nostra disciplina. 

I festeggiamenti legati a questo anniversario possono apparire un po’ strambi, degni dei noncom-
pleanni del cappellaio matto uscito dalla penna di Lewis Carroll. Cosa si celebra? Il ricordo di una scuo-
la estiva? Se così fosse, l’evento apparirebbe poco più che una rimpatriata di attempati compagni di
scuola. Il conio della parola “Intelligenza Artificiale”? A questo punto nel 2012 dovremmo festeggiare il
cinquantenario dell’informatique, bizzarro termine introdotto dal francese Philippe Dreyfus. La demo del
Logic Theorist,  uno dei primi programmi di IA sviluppato da Simon e Newell? Ma la scrittura di un pro-
gramma non ha lo stesso effetto mediatico della prima trasmissione radio nella villa dei Marconi a Pon-
tecchio. 

I più accorti potrebbero replicare che si tratta di celebrare la nascita di un ambizioso progetto di
ricerca mirante a riprodurre su macchine l’intelligenza umana. Ma anche questa risposta porrebbe una
seria ipoteca sull’iniziativa di questi giorni: a distanza di mezzo secolo, non c’è programma in grado di
superare dignitosamente il test di Turing, che pure è un test “debole”, limitato al solo confronto fra i com-
portamenti manifestati dai due protagonisti in gioco (uomo e calcolatore). Figuriamoci se un program-
ma sarà giammai in grado di superare i test “forti”, quelli che aiutano a spiegare il funzionamento della
mente umana. 

Al di là delle motivazioni commemorative, resta tuttavia l’esigenza di fermarsi a fare il punto della
situazione, per capire qual è il cammino intrapreso e rilanciare nuove sfide (magari più concrete). I pro-
gressi ci sono certamente stati. In questi cinquanta anni abbiamo appreso che ci sono problemi com-
plessi, “intrattabili”, che non è facile battere un umano a scacchi (figuriamoci a Go), che non c’è pran-
zo gratis (“no free lunch theorem”) e che l’approccio cognitivo all’IA è certamente più impegnativo di
uno meramente ingegneristico. Ci siamo dotati di molti strumenti, primo tra tutti, del Web, una inesauri-
bile sorgente di conoscenza che potrebbe alimentare molti sistemi intelligenti, sempre che si sia in grado
di estrarre una qualche informazione dai miliardi di documenti scritti in centinaia di diverse lingue, deci-
ne di alfabeti e spesso senza alcuna strutturazione.

L’IA ha attraversato diverse stagioni, incluso quella “invernale”, caratterizzata da un declino di inte-
resse e investimenti. Ma anche la grande delusione rispetto a delle aspettative spesso troppo alte non è
stata vana. “Colui che decide di progettare un buon cervello deve prima sapere come farne uno cattivo”
avvertiva Ross Ashby, un cibernetico doc. Di sicuro i ricercatori di IA sono ora più consapevoli dei limi-
ti teorici e pratici alle loro ricerche, e questo dovrebbe farci ben sperare sulle prospettive future. 

Un piccolo contributo a questo momento di riflessione è dato anche da questo numero speciale della
rivista, che fotografa la ricerca internazionale e italiana nella disciplina dell’IA, e traccia le direzioni di
ricerca per un ampio spettro di settori. Il numero è stato curato da Luigia Carlucci Aiello, a cui va il
nostro sentito ringraziamento per la tenacia con cui è riuscita a ottenere contributi di sicuro pregio da

parte di alcuni dei nostri migliori esperti. 

Concludo con un piccolo slancio di orgoglio nazionale:
lo scorso 9 luglio la nostra comunità ha festeggiato, oltre
alla quarta coppa dei mondiali di calcio, anche la nomina a
ECAAI fellow di Floriana Esposito e Marco Gori. Un pre-
stigioso riconoscimento ai loro meriti individuali ma anche
una indubbia testimonianza della maturità scientifica rag-
giunta in Italia. Ma, per carità, non ditelo a Blatter, …
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In the Summer of 1956 a conference took place at the Dart-
mouth College, where the name “Artificial Intelligence”
was first introduced, and the research areas of “AI” were
shaped. So, Artificial Intelligence turns fifty this year!

The initiatives to celebrate the golden anniversary of Ar-
tificial Intelligence are very many, all around the world,
and also AI�IA decided to join. We are celebrating this
anniversary by organizing meetings and events, the most
prominent one being the meeting to be held at Riva del
Garda at the end of August, co-located with the ECAI06
Conference. We decided also to contribute to the celebra-
tions with the present special issue of our journal “Intelli-
genza Artificiale.”

We propose that a 2 month, 10 man study of arti-
Þcial intelligence be carried out during the sum-
mer of 1956 at Dartmouth College in Hanover,
New Hampshire. The study is to proceed on the
basis of the conjecture that every aspect of learn-
ing or any other feature of intelligence can in
principle be so precisely described that a ma-
chine can be made to simulate it. An attempt
will be made to Þnd how to make machines use
language, form abstractions and concepts, solve
kinds of problems now reserved for humans, and
improve themselves.

This is the incipit of the document where McCarthy, Min-
sky, Rochester, and Shannon proposed to run the Dart-
mouth Conference. We may say that, after 50 years, the
big themes of Artificial Intelligence research are all there,
almost identical to those envisaged by the founding fathers.

Even though “human level intelligence” has not yet been
reached in any artifact so far, there has been substantial
progress that resulted in significant advances in theory and
important applications deployed in the most varied envi-
ronments.

It has been observed that, whenever Artificial Intelli-
gence reaches a new outstanding achievement, this is no
longer considered one of its results, but it is transformed,

by some sort of magic, into a product of informatics, or
other disciplines. In the meanwhile, many people keep be-
lieving that Artificial Intelligence has only produced and
still produces “expert systems” realized with a rule based
architecture. This has been no more than a software tech-
nology used (and abused) in the seventies and early eight-
ies.

The goal of this special issue is to present the reader
with a wide spectrum of driving themes and researches that
nowadays characterize Artificial Intelligence. We present
a snapshot of the research at the international level, with
a particular emphasis on Italian research. Of course, we
cannot aim at completeness, but certainly we have a good
collection of themes and a rich set of references to further
reading.

The special issue has been organized in 14 scientific
contributions aimed at providing an introduction to the Ar-
tificial Intelligence subareas where research has been and
is particularly active. We have two more contributions: a
retrospective one, that brings our attention back to 1956
and to the cultural milieu where Dartmouth was held, and
a contribution on the situation of teaching Artificial Intel-
ligence related courses in Italian universities.

The contributions are organized as follows. First we
present some articles on the logicistic approach to Artifi-
cial Intelligence, considering both knowledge representa-
tion issues and various forms and methods of automated
reasoning: [1] Logics for Artificial Intelligence, [2] Auto-
mated Reasoning [3] Ontologies and Description Logics,
[4] Constraint Programming, [5] Planning & Scheduling,
and [6] Automated Diagnosis.

Then we move to the evergreen area of human computer
interaction, with a classical topic and a new and promising
one: [7] Natural Language Processing and [8] Artificial
Intelligence and Entertainment

Machine Learning is a traditional core area of Artificial
Intelligence. Classical and new methods are presented in
the two articles: [9] Machine Learning and Data Mining,
and [10] Kernel Machines, Neural Networks, and Graphi-
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cal Models
The contributions then embrace new paradigms for Arti-

ficial Intelligence; first the emerging multi agent and multi
robots are presented in [11] Multiagent Systems and [12]
Artificial Intelligence and Robotics; then evolutionary pro-
gramming and means to approach complexity conclude the
exposition: Genetic and Evolutionary Computation and
[14] Complex Systems.

To guide the reader through the special issue, we here
report a short abstract for each article, in the words of the
respective authors.

1 – Logics for Artificial Intelligence
Logic has been proposed since the early days of Artificial
Intelligence as a framework for knowledge representation
and reasoning. The article introduces the logicistic ap-
proach to Artificial Intelligence by explaining how to build
and query a knowledge base of logical formulas represent-
ing a domain in the world.

The problems arising when modeling a dynamic and
changing world are outlined, as well as those connected
with the representation of modalities such as knowledge
and belief, time, and so on. Various forms of reasoning are
introduced, and finally, the problem of non-monotonicity
and belief update and revision are highlighted.

2 – Automated Reasoning
Automated reasoning and knowledge representation are in-
tertwined, as reasoning engines need to take into account
representation formalisms, and vice versa. This article
surveys both. It covers classical and non-classical log-
ics, illustrating relevant trade-offs between expressiveness
and decidability. It summarizes basic principles and re-
sults in theorem proving, model building, decision proce-
dures, model checking, logic programming, with applica-
tions ranging from verification and reasoning about action
to multi-agent systems and web-based reasoning.

3 – Ontologies and Description Logics
Logic based knowledge representation has developed,
starting from the late 80s, in two different and comple-
mentary directions that cross-fertilize each other. On the
one hand, research on ontologies has focused on model-
ing in logical terms the inherent structure of a domain.
This required an intrinsic interdisciplinary approach com-
bining computer science with philosophy and natural lan-
guage issues. On the other hand mechanisms have been
studied, mainly within the area of Description Logics, to
draw inferences over such models in an automated way.
To achieve effectiveness in practically relevant cases re-
quired to pay attention to the fundamental tradeoff between
expressive power, influenced by ontological requirements,
and computational complexity, determined both by the in-
trinsic properties of the modeling constructs and by the
computational properties of reasoning algorithms. This ar-

ticle analyzes the contribution of Italian and European re-
searchers in the above mentioned two directions.

4 – Constraint Programming
Constraint programming is a powerful paradigm for solv-
ing combinatorial search problems that draws on a wide
range of techniques from Artificial Intelligence, operations
research, software engineering, algorithms and graph the-
ory. The basic idea in constraint programming is that the
user states the constraints of a real-life problem, and a gen-
eral purpose constraint solver is used to solve them. Con-
straint programming has proven useful in important appli-
cations from industry, business, manufacturing, and sci-
ence. Examples of application areas where constraint pro-
gramming is now one of the most used technologies are
vehicle routing, scheduling, and configuration. However,
constraint programming has also been successfully applied
to other areas, such as biology, system design, timetabling,
resource allocation, etc.

This paper briefly covers the main aspects of constraint
programming, including modelling constraint propagation,
global constraints, search, hybrid CP-OR algorithms, soft
constraints, and applications.

5 – Planning & Scheduling
This contribution aims at creating an entry point to the cur-
rent research area of Planning and Scheduling in Artificial
Intelligence. It introduces the basic planning problem as
the problem of synthesizing courses of actions to achieve
desired states of the world, and the scheduling problem as
the problem of deciding when to allocate actions over time
in order to have enough resources available for executing a
plan. Then the paper offers a quick overview of state of the
art, describing the most important recent achievements, the
areas of current research, and the perspective for the imme-
diate future.

6 – Automated Diagnosis
Diagnosis is a very important research area in Artificial In-
telligence; an area where various methodologies have been
combined and integrated, and where research met applica-
tions several times. This paper briefly sketches the evolu-
tion of research on diagnosis focusing on the model-based
approach which is the most relevant for research and ap-
plication since the late 80s. The state of the art, the open
issues, the research trends are analyzed and the contribu-
tions from Italian researchers are singled out.

7 – Natural Language Processing
The paper presents an overview of the research activity in
the field of NLP. It introduces the topic by presenting the
main subfields that have been investigated, i.e. phonetics,
phonology, morphology, syntax, semantics, and pragmat-
ics. The second section describes the major results that
have been achieved from a computational point of view.
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The paper presents some techniques that enable an auto-
matic system to extract from the input (in written or spoken
form) the relevant information about the words, the syntac-
tic structure, the meaning of sentences. Some connections
with world knowledge and ontologies are enlightened. The
third section introduces methodologies and techniques that
are currently in use to solve application problems involving
linguistic knowledge. It also shows that the current tech-
nology is able to provide the basis for the implementation
of tools of high technological value. A concluding section
closes the paper by mentioning still open problems.

8 – Artificial Intelligence and Entertainment
Computers are now seen as companions, not only as means
for enhancing production. The revolution that started with
the advent of the personal computer is leading to another
phase. New opportunities are offered to the end user on one
hand by ubiquitous computing, with its relation between
personal computing and the physical environment, and on
the other hand by the web-based integration of all kind of
information and processes. This paper gives a picture of
the interplay between Artificial Intelligence and entertain-
ment, reporting research in games, entertaining communi-
cation, and issues in education.

9 – Machine Learning and Data Mining
Learning has been defined as a set of mechanisms through
which an agent improves its behaviour over time and, as
such, it is considered a fundamental feature of intelligence.
Although computational studies of learning in Artificial In-
telligence date back to the 60s, the field started to acquire
an autonomous profile only at the end of 70s. Ten years
later, studies on Machine Learning also gave birth to a new
branch, widely known as Data Mining.

This contribution is meant to trace the origins, to de-
scribe the evolution, and to guess the future of Machine
Learning and Data Mining, both from the methodological
and from the application point of view. The world land-
scape is outlined and the Italian contribution positioned in-
side it. Then the paper offers a quick overview of both
trends and possible future developments, as well as of links
with other AI fields and other disciplines. A section on ap-
plication achievements and application potential concludes
the paper.

10 – Kernel Machines, Neural Networks, and Graphi-
cal Models
Further aspects of machine learning are discussed in this
article, where the focus is specifically about statistical and
probabilistic approaches. The paper briefly reviews the
statistical learning setting and some of the state-of-the-art
methods including kernel machines, neural networks, and
probabilistic graphical modes. It also presents methods for
learning in structured domains and reviews some classical

application fields of machine learning, such as bioinfor-
matics and natural language processing.

11 – Multiagent Systems
Research on agents and multiagent systems (MAS) has
seen a huge expansion in the last years. Many research
areas have converged to MAS, and a large number of re-
search fields (from human to social sciences, from biology
to economy and law) have contributed to the development
of the MAS field. While MAS technologies are develop-
ing and spreading worldwide, many complex application
scenarios resort to MAS for innovative approaches and so-
lutions.

This paper first tries to devise the current state of the art
of MAS research, and to sketch the multifaceted relations
between MAS and other research fields. Then, the main
application areas for MAS are outlined, and finally some
visions on the perspectives of MAS research and technolo-
gies are provided. Throughout the paper, while trying to
keep a non-biased eye on world-wide research, some em-
phasis is put to the many relevant results and contributions
from Italian researchers in the MAS area.

12 – Artificial Intelligence and Robotics
This article addresses the research carried out in the middle
ground between Artificial Intelligence and Robotics. De-
spite being in between two community makes research suc-
cess most difficult, the connection between these two fields
has played and continues playing a major role. The paper
addresses the major scientific issues in the field, namely
action, action theory, architectures and perception. Then it
looks at the connections and relationships with other top-
ics addressed in this collection, and with other disciplines.
Afterwords, the paper presents some application scenarios
that have been developed by Italian researchers.

13 - Genetic and Evolutionary Computation
The paper starts by providing a gentle introduction to the
field of genetic and evolutionary computation (GEC), par-
ticularly focusing on genetic algorithms, for which repre-
sentations, selection strategies and genetic operators are
described, but also touching upon other areas. It then
moves on to briefly analyse the state of the art in GEC,
in terms of its popularity, its international situation and
the position of Italian research and researchers within the
field. The authors then discuss open problems and research
directions in GEC and present their own interpretation of
where and how genetic and evolutionary computation fits
in the broader landscape of artificial intelligence research.
The applications of GEC are then considered, with partic-
ular emphasis on the recent human-competitive results ob-
tained by evolutionary techniques. The paper concludes by
making a prediction of the future impact of this technology
in the short term.
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14 - Complex Systems
This article deals with the interactions between Artificial
Intelligence and Complex Systems Sciences (CSS). The
notion of complex systems is discussed, and the main
properties of such systems are highlighted. In Italy there
is an important scientific community active in CSS: a
quick overview of European and Italian initiatives is pre-
sented. Some of the main research areas and open ques-
tions of CSS are examined, limiting to those which are
closer to the interests of the Artificial Intelligence com-
munity: Agent-based models of social and economic pro-
cesses, artificial life, emergence of new levels and interac-
tion between levels, top-down vs. bottom-up design, co-
evolution and evolvability, complex networks, genetic net-
works, synchronization, and finally visualization of com-
plex data sets. Important applications of CSS developed
in Italy are also mentioned, including: prediction and con-
trol of lava flows and landslides,scale-up from the labora-
tory to the field of interventions of bioremediation of con-
taminated soil, prediction of properties of rubber tyres and
design optimization,modeling of percolation in coffee ma-
chines and optimization of the mixture, modeling of cell
cultures, and modeling traffic or crowd dynamics.

AI’s Half Century: On the Thresholds of Dartmouth
“Artificial Intelligence” turns fifty in 2006. How did it be-
gin? Several differently motivated analyses have been pro-
posed as to its origins. In this paper a brief look at those
that might be considered steps towards Dartmouth is at-
tempted, with the aim of showing how a number of re-
search topics and controversies that marked the short his-
tory of Artificial Intelligence were touched on, or fairly
well stated, during the year immediately preceding Dart-
mouth.

Teaching Artificial Intelligence in Italian universities
This paper presents the results of a survey about teaching
Artificial Intelligence in Italian universities. The survey
has been done by sending a questionnaire by email to the
mailing list of AI�IA, and storing responses in a database.
The results show that teaching Artificial Intelligence is
very active, involving dozens of universities, teachers, and
courses. More than three thousand students attend a course
on and about Artificial Intelligence every year.
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1 Introduction

Logical languages were developed for humans, with
the main objective of stating what is a correct ar-
gument. Artificial Intelligence (AI) provided a new
motivation and application domain for logicians.

The main demand of AI to logics is to provide a for-
mal language, a semantics, and a set of proof proce-
dures that allow us to represent the various aspects of
knowledge, and to reason about it. AI artifacts, such
as robots, agents, “intelligent” programs, etc. act in a
(sometimes virtual) world, and take decisions on the
basis of what they “know” about this world. Here the
need arises to be able to represent and use knowledge.
Hence, speaking of Logics for AI largely means speak-
ing of “Knowledge Representation and Reasoning.”

Speaking of Logics for AI, one cannot avoid recalling
the seminal work of John McCarthy. In particular, in
the paper “Generality in Artificial Intelligence” [22],
he explains the need of using logic to represent knowl-
edge in a computer as a way to write general programs,
i.e., programs which are able to work and adapt in a
large number of situations.

. . . The 1958 idea for increasing generality [of
programs] was to use logic to express facts in
a way independent of the way the facts might
subsequently be used. It seemed then and still
seems that humans communicate mainly in
declarative sentences rather than in program-
ming languages for good objective reasons
that will apply whether the communicator is
a human, a creature from Alpha Centauri or
a computer program. Moreover, the advan-
tages of declarative information also apply
to internal representation. The advantage of
declarative information is one of generality.
The fact that when two objects collide they
make a noise may be used in particular situa-
tions to make a noise, to avoid making noise,

Ask

Tell Knowledge
Base

Answer

Figure 1: The structure of a logic-based system

to explain a noise or to explain the absence
of noise. [22]

So, the focus moved from “describing human knowl-
edge (truth) on paper” to “realizing useful knowledge
in a computer.”

Why a logic language? It is declarative, it has a for-
mal semantics, it is endowed with a reasoning appara-
tus, it is high level (i.e., independent of machine im-
plementations), and it is understandable by humans.
The structure of a logic-based system for represent-
ing and reasoning about knowledge is summarized in
the picture in Figure 1 where, using the now stan-
dard nomenclature introduced by Hector Levesque in
[20], “Tell” incorporates the new knowledge encoded
in a statement, and “Ask” allows us to query what is
known. Indeed, we expect that the “Answer” gener-
ated as response to an “Ask” follows from the state
of the knowledge base as resulting from all the “Tell”
actions.

Considering the figure, our knowledge base consists of
a finite collection of formulas in a logical language.
The main task of the knowledge base is to answer
queries which are submitted to it, and to be able to
incorporate new knowledge.

The following three sections are respectively de-
voted to the three aspects depicted in the figure, i.e.,
how knowledge can be represented in logic, how it is
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possible to answer queries, and how it is possible to in-
corporate new knowledge, possibly contradicting the
existing one. Of course, it is not possible to accu-
rately describe more than 50 years of research in logic
and in logic in AI in a few pages. Our goal is thus
to provide an introduction to the key issues arising
when constructing a logic-based system, pointing to
other articles of this collection and to the literature
for details and applications.

For a somehow different treatment of the subject
see [28], or the more classical books [19, 8, 18].

2 Logic-based Knowledge Bases

Logic has been invented with the main intent to for-
malize knowledge and correct reasoning, and has been
widely used for this task, even if sometimes in an
implicit way. For instance, standard relational data
bases are based on logic [25], and many other com-
plex structures such as frames [24] can be considered
as syntactic variants of parts of first order logic [17].

It does not come with surprise that logic played a
major role for formalizing knowledge in AI since the
beginning. Indeed, researches in AI first adopted the
existing logics developed by mathematicians, logicians
and philosophers, such as classical (propositional and
first order) logic, and modal logic to represent and
reason about knowledge. However, the need to repre-
sent and efficiently reason about the many aspects of
the world caused the birth of new logics. For instance,
Horn clause logics, which gave rise to Prolog and Logic
Programming (see the article on Automated Reason-
ing in this collection), or description logics (see the
article on Ontologies and Description Logics in this
collection), which are at the basis of current systems
for representing ontologies and taxonomic knowledge.
Similarly, the need to formalize actions and their ef-
fects on the state of the world stimulated the develop-
ment of two main families of logics, action languages
[10, 11] and the Situation Calculus [23, 27]. Action
logics can also be seen as spatial and temporal logics
(see, e.g., [1] and [9]), i.e., as logics formalizing the
two dimensions -space and time- in which every entity
(be it artificial or not) lives and moves. In addition,
in order to take into account the fact that sometimes
sentences in the real world are not sharply true or
false, many valued logics [15] have been introduced,
and also fuzzy logics (see the seminal paper [30] and
the more recent [16]), which allow sentences to assume
a truth value that goes from 0 (false) to 1 (true) in a
continuum.

As the above few examples make clear, a wide range
of logics have been developed. Grouping them on the
basis of the specific aspect of the knowledge they are
meant to represent would end up in a quite long list.
Further, it would not provide a taxonomy of the exist-

ing logics, since many of them have been developed to
formalize more than one aspect, e.g., both space and
time.

It makes more sense to classify existing logics ac-
cording to the features of the language being used.
This is the guideline for the rest of the section.

Classical logics Classical logics comprehend propo-
sitional, first order, second order and - more generally
- higher order logics. Going up in the hierarchy the ex-
pressive power increases. Propositional languages are
the simplest ones; they are based on a set of atomic
statements, which are meant to represent propositions,
namely facts that can be true/false in a given world.

Atomic sentences can be composed via truth func-
tional connectives, such as conjunction, disjunction,
negation, implication etc, to form complex statements.

The main limitation in the expressiveness of the
propositional language is its lack of generality. For
example, in order to express a general fact such as -
for instance - “every block is on the table,” one has to
state this property for each single block in the world.

Predicate logics overcome the limitations of propo-
sitional languages by allowing a better granularity in
the construction of atomic statements. Namely, the
language is extended in order to include terms, where
a term denotes an object in the world, and relational
symbols of arity n (n ≥ 0), representing a relation
between n objects. Within predicate languages it is
possible to construct an atomic statement by applying
a relational symbol of arity n to a n-tuple of terms,
and a propositional atomic statement corresponds to
a relational symbol of arity 0. Further, in the first
order case, the language allows for variables ranging
over objects. Existential (resp. universal) quantifica-
tion over the variable x is denoted with ∃x (resp. ∀x)
and allows us to represent statement like “there ex-
ists an object x such that. . . ” and “for each object x
. . . .” In second order languages, variables can range
over sets of tuples of objects (i.e., relations) and this
indeed gives more expressive power. Among the sec-
ond order logics, a special role is played by Quantified
Boolean Logic (QBL). Technically speaking, QBL is
a second order logic, but all the predicates and vari-
ables ranging over relations have arity 0: essentially, it
is propositional logic enhanced with quantifiers having
variables ranging over the truth values true and false.
Classical QBL is not more expressive than classical
propositional logic, but it is exponentially more suc-
cinct [3].

Modal logics The use of classical logic to represent
knowledge is based on the underlying hypothesis that
there is one unique world (or state of affairs) in which
propositions can take some truth value. On the other
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hand, it is often the case that our knowledge is about
other “possible worlds.”

More formally, in classical logic the truth value of
a complex formula depends on the truth of its com-
ponents in the actual (unique) world. For instance,
the truth value of A → B is a function of the truth
value of A and that of B. There are cases, however,
in which it is necessary to express knowledge on a for-
mula without explicitly referring to its truth values
in the actual/current world. For instance, the truth
of the formula expressed by the natural language sen-
tence

‘If John inserts 1 cent in the slot machine
then it’s possible that John wins 10000$’

(1)

in the current situation is completely independent
of the truth of the formulas expressed by the sub-
sentences (1.1) ‘John inserts 1 cents in the slot ma-
chine’ and (1.2) ‘John wins 10000$’. Conversely, the
truth of (1) depends on the truth of (1.1) and (1.2) in
all the possible situations which are reachable from a
situation in which John inserts 1 cent in the slot ma-
chine. Thus, a sentence like (1) cannot be expressed
following the principles outlined for classical logic. In-
stead, it is possible to introduce additional symbols,
called modalities, which, applied to a proposition φ,
express the fact that the truth value of the resulting
proposition depends (also) on the values of φ in a set
of worlds considered reachable from the current one.
Typical examples of modalities which have been in-
troduced in philosophy, mathematics and AI are those
representing knowledge, belief, desire, and intention,
to cite just a few. Indeed AI fostered the development
of a very large number of modal languages, each dif-
fering from the other for the properties of the modal-
ities used. In Table 1 we summarize the most impor-
tant modal logics, showing an example of the formulas
with the corresponding intuitive meaning. The rela-
tive facility with which these modalities can be intro-
duced and semantically defined makes modal logics
suited for the formalization of many knowledge rep-
resentation tasks, such as knowledge and time (see,
e.g., [7, 6, 14]). The semantics of a modal logic is usu-
ally given in terms of a Kripke structure, defined as
a triple 〈W,R, S〉 where W is a set (called the set of
worlds), R ⊆ W ×W defines the accessibility relation
among worlds (intuitively, 〈w1, w2〉 ∈ R means that
the truth of modal sentences in w1 depends on what
is true in w2), and S specifies which atomic proposi-
tion is true in each world w ∈ W .

Meta logics An alternative approach to solve the
problem of expressing properties of formulas which
are not functionally definable from their truth value,

Alethic modalities
�φ φ is necessarily true
♦φ φ is possibly true (equivalent to ¬�¬φ,

i.e., φ is not necessarily false)

Epistemic modalities
Kaφ Agent a knows that φ is true
Baφ Agent a believes that φ is true

Linear Temporal modalities
Xφ φ will be true at the next state

of the world
Gφ φ will be always true
Fφ φ will be eventually true

(equivalent to ¬G¬φ,
i.e., φ will not be always false)

φUψ φ is true until ψ eventually becomes true

Dynamic modalities
[α] φ after executing the program α,

φ must be true
〈α〉φ after executing the program α,

φ may be true
[α + β] φ after the execution of either α or β,

φ is must be true
[α;β] φ after the execution of α followed by β,

φ is must be true
[α∗] φ after n executions of α, φ must be true
[ψ?] φ after testing if ψ is true, φ must be true

BDI-agents modalities
Baφ agent a believes that φ is true
Daφ a desires (has the goal) to achieve φ
Iaφ a has the current intention to achieve

the goal φ

Deontic modalities
OBφ it is obligatory that φ
PEφ it is permissible that φ (equivalent to

¬OB¬φ, i.e., it is not obligatory that not φ)
IMφ it is impermissible that φ (equivalent to

OB¬φ, i.e., it is obligatory that not φ)
GRφ it is gratuitous that φ (equivalent to

¬OBφ, i.e., it is not obligatory that φ)
OPφ it is optional that φ (equivalent to

¬OBφ ∧ ¬OB¬φ, i.e., neither
φ nor ¬φ are obligatory)

Spatial/topological modalities
�φ φ is true in all the neighboring points
♦φ φ is true in at least one neighboring

point, (equivalent to ¬�¬φ, i.e., φ is not
false in all the neighboring points)

Table 1: Modalities and their intuitive meaning
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is obtained by allowing the language to speak about
the sentences themselves. This idea was extensively
used by logicians like Tarski, Gödel, etc., with the
main objective of providing a formal definition of when
a statement is true. Their original idea was to ex-
tend a first order language with terms which are in-
tended to denote formulas. For instance, the constant

Maria is married to Giuseppe� is intended to denote
the atomic statement Maria is married to Giuseppe, of
which it is a reification. Reification is similar to the
use of quotation in speech reports in natural language;
it allows us to speak about the reified formula, and the
resulting language is a standard predicative one.

Arguably, the most famous language with reifica-
tion is the Situation Calculus (first introduced by John
McCarthy in the sixties [21, 23], and then further de-
veloped after the rejuvenating work by Ray Reiter in
the early nineties [26, 27]). Intuitively speaking, a sit-
uation corresponds to a snapshot of the world at some
instant and can be represented via a term of sort situ-
ation. Thus, the language of the Situation Calculus is
a predicate language which allows us to express prop-
erties of the states of the world.

In the Situation Calculus, reified statements are
used to describe the states of the world and the ef-
fects of actions in a given state. However, the use
of reification is not limited to this. From a logical
point of view, reification allows one language to speak
about another language. A language which is capable
to describe another language is called meta language
or meta (level) language, while the described language
is called object language. Analogously, it is common
to speak about meta knowledge and object knowledge
in order to distinguish between facts expressed in the
meta and object languages, respectively. Possibly, one
of the first and most prominent proposals allowing for
both meta and object level languages (separated from
one another) is by Richard Weyhrauch [29], and was
implemented in LISP in the FOL system. Since then
there have been many uses of meta and object lan-
guages, see, e.g., [4], and [5] for a recent survey of the
use of metalogic in knowledge representation.

Contextual logics All the previous approaches,
with the exception of the works dealing with a meta-
level theory distinct from an object-level theory, as-
sume that the world is formalized in a unique logical
system, i.e., in a unique logic. Contextual logics do
not have this assumption. Any given world, problem,
etc. is formalized via a set of theories, each with its
own language, and meant to capture an aspect/piece
of the whole scenario. The different theories (called
contexts) communicate via a proper set of rules allow-
ing us to derive one fact in one context on the basis
of what has been derived in other contexts.

The study of a formal notion of context has a long

history in various areas of AI. Again, the first refer-
ence can be traced back to Richard Weyhrauch and
his work on mechanizing logical theories in FOL [29].
However, it became a widely discussed issue only in
the late 1980s, when John McCarthy proposed the
formalization of context as a crucial step toward the
solution of the problem of generality [22], by claim-
ing that no formal theory of common sense can get by
without some formalization of context, as the repre-
sentation of any piece of knowledge seems to crucially
depend on the context in which it is asserted.

Along the same lines, though with a different em-
phasis, Fausto Giunchiglia [12] proposed the use of
contexts in order to solve the problem of locality,
namely the problem of modeling reasoning which uses
only a subset of what is known about the world. The
idea is that, while solving a problem, people do not use
all their knowledge, but construct a “context” and use
it as if it contained all relevant facts about the prob-
lem at hand. See [12, 13] for more details.

McCarthy and Giunchiglia provide different formal-
izations of contextual logics, while sharing the intu-
ition that reasoning happens in contexts, and it is
possible to switch from a context to another one, for
example when a context is not adequate to solve a
problem.

3 Querying a Knowledge Base

So far we described the most common logics used in
AI, highlighting their expressive power. This influ-
ences the type of knowledge that can be expressed,
hence represented, in a knowledge base. Referring
again to Figure 1, we want also our knowledge base to
be able to answer the queries submitted to it.

A knowledge base is a specification of a set of in-
terpretations, where an interpretation I is a mathe-
matical construction in which every formula φ in (the
language of) the knowledge base can be evaluated to
true or false. As a simple example, in classical propo-
sitional logic, an interpretation is a function mapping
each atom to true or false, and evaluating a proposi-
tion φ corresponds to computing the truth value of φ
according to the standard truth tables of the proposi-
tional connectives. In other logics, such as predicate
and modal logics, interpretations are “richer” mathe-
matical structures, hence evaluating the truth value of
formulas is more difficult. Independently of the logic,
an interpretation I is a model of a formula φ if the
value of φ in I is true. The notion of model extends
from a formula to a finite set of formulas, namely a
knowledge base Γ. Let us call MΓ the set of all models
of Γ.

The notion at the basis of many reasoning tasks is
that of logical consequence, which formalizes correct
reasoning with a knowledge base: a formula φ is a
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logical consequence of a set of formulas Γ (written as
Γ |= φ) if every model in MΓ is a model of φ. As a
special case we get the notion of validity when Γ is
empty (written as |= φ).

Note that, it is standard to assume that a model
of a set of formulas is a model of each formula in the
set. This inevitably leads to monotonic logics: If we
have two sets Γ and Γ′ of formulas, if Γ ⊆ Γ′ then
MΓ′ ⊆ MΓ and thus the set of logical consequences of
Γ is a subset of the set of logical consequences of Γ′. In
other words, adding a new piece of knowledge to the
base cannot reduce the number of its consequences. In
AI, it has been recognized that the logic behind many
reasoning tasks is intrinsically nonmonotonic, as the
logical consequences of a knowledge base can become
false when new knowledge is acquired.

The formalization of nonmonotonic logics and rea-
soning has a long tradition in AI, starting from the
famous Volume 13 of the “Artificial Intelligence Jour-
nal,” published in 1980, and very well described (to-
gether with other approaches to nonmonotonic rea-
soning) in [8].

No matter whether the logic is monotonic or not,
the question is how to effectively determine the facts
which are true in each model of the knowledge base.
The first observation is that we can expect this task
to be more or less difficult according to the expres-
siveness of the logic. In general, the more expressive
the logic, the more difficult it is to reason in it. For
instance, checking whether a formula φ is a logical
consequence of a finite set Γ of formulas is: (•) de-
cidable and co-NP complete in classical propositional
logic, (•) decidable and PSPACE complete for clas-
sical quantified boolean logic, (•) decidable but with
varying complexity depending on the set of operators
used for most propositional modal logics, (•) not de-
cidable in classical first order logic. For a more in
depth discussion of the various methods for checking
whether Γ |= φ in various logics, we refer to the ar-
ticle on Automated reasoning in this collection. Here
we briefly outline the methods based on deductive sys-
tems, and those based on specialized procedures.

Deductive systems The problem of defining the
notion of logical consequence is one of the first prob-
lems that one has to tackle in proposing a new logic.
As seen above, the standard way to define the notion
of logical consequence is to define the notions of inter-
pretation of the language and model of formulas.

The notion of logical consequences of a given set
of formulas is a “semantic” one; alternatively we may
proceed “syntactically” and introduce a notion of de-
duction or derivation. To this end, we provide a fi-
nite and possibly empty set of (schemas of) formulas,
called axioms, and a finite set of inference rules, which
allow us to infer/compute formulas, starting from the

axioms. Axioms and inference rules define a deductive
system.

For instance, the deductive system for the classi-
cal propositional logic proposed by Hilbert, consists
of three axiom schemas,

A → (B → A)
((A → (B → C)) → ((A → B) → (A → C))
(¬B → ¬A) → ((¬B → A) → B)

and one inference rule

A, A → B

B
Modus Ponens

Similarly, an axiomatization for the simple modal log-
ics of knowledge called K consists of the above axioms
and rules, extended with the axiom schema

�(A → B) → (�A → �B)

and the inference rule

A

�A
Necessitation

Axioms and inference rules are supposed to compute
consequences in the logic independently of the specific
content of the knowledge base. Given a knowledge
base consisting of a set Γ of formulas, a formula φ is a
consequence of Γ if there exists a deduction of φ from
Γ, i.e., a sequence of formulas ending with φ such that
each formula in the sequence is a formula in Γ, or is
an axiom, or else is obtained by previous formulas in
the sequence via the application of an inference rule.

In order for a deductive system to be of some inter-
est in inferring logical consequences, it is of paramount
importance that it is correct and complete, i.e., that
it only derives formulas that are logical consequences
of the initial set, and that all the logical consequences
have a derivation using the deductive system, respec-
tively.

Note that the above definition of derivation is again
monotonic: adding a new fact to Γ enlarges the set
of admissible deductions and thus the set of conse-
quences.

Automated decision procedures The fact that
the complexity of checking whether Γ |= φ is already
relatively high in classical propositional logic, fostered
the development of specialized procedures. The arti-
cle on Automated Reasoning in this collection is dedi-
cated to the state of the art in this area; here we only
provide a sketchy description.

Most proof procedures for automated reasoning re-
duce the problem of logical consequence to a satisfia-
bility test of a finite set of formulas Γ, denoted with
SAT(Γ). SAT(Γ) checks whether there is a model in
which all the formulas in Γ are true.

CONTRIBUTI SCIENTIFICI

11Anno III,  N° 1/2, Marzo-Giugno 2006



These procedures can be used also to check if a for-
mula φ is a logical consequence of a finite set of basic
facts Γ. Indeed SAT(Γ ∪ {¬φ}) returns false if and
only if Γ |= φ

Several procedures for un-satisfiability testing are
available for various monotonic and nonmonotonic
logics; the interested reader is referred to the article
on Automated Reasoning.

4 Updating and Revising
a Knowledge Base

An information system characterizes a view of the
world with which it interacts; its input can take two
forms; a query or an impetus for change. Physically,
the information held by an information system might
be a diagram, a graph, a spreadsheet, a database, a
rulebase, or a more sophisticated formal entity. More
often than not, information is uncertain and subject to
change; this is the case even for simple database sys-
tems. Consequently, an information system requires
a mechanism for modifying its view as more informa-
tion about the world is acquired. The area of belief
revision focus on modeling the behavior of an infor-
mation system as it receives new information. In the
literature, the operation of “updating” is usually dis-
tinguished from that of “revising” a knowledge base,
though both operations are about inserting new infor-
mation into it and both assume that the result should
preserve as much information as possible.

Intuitively speaking, updating a knowledge base
amounts to changing the information in order to ac-
count for some information about a new state of af-
fairs. Revising a knowledge base amounts to changing
the information in order to account for more informa-
tion about the same state of affairs.

What makes belief revision non-trivial is that sev-
eral ways for performing this operation are possible.
For example, if the current knowledge includes the
three facts A, B and A ∧ B → C, the introduction
of the new information ¬C, requires a revision of the
knowledge base that can be done preserving consis-
tency only by removing at least one of the three facts.
In this case, there are at least three different ways for
performing the revision, each corresponding to remov-
ing one of the three initial facts.

In the literature, the properties which should be sat-
isfied by the operation of revision of a knowledge base
at the light of new information have been extensively
studied and discussed, starting from the seminal work
of Alchourrón, Gärdenfors, and Makinson [2] which
defined the postulates that should be satisfied by any
operation of revision of a knowledge base.

5 Relation with other research areas

Research in logic interacts with almost any other re-
search area in AI, and each of them provides an appli-
cation domain for logic. Here we just list some, from
the most prominent evergreen ones to the most fash-
ionable at present: Planning, Machine Learning, Diag-
nosis, Natural Language Processing, Description Log-
ics, Multiagent Systems, Question Answering, Expert
Systems, Text Understanding, Knowledge Extraction,
Semantic Integration, Knowledge Management. Some
of these areas have a dedicated article in this collection
and the interested reader is referred to them.

Research in logics for AI had also impact in areas
of Computer Science that traditionally are not consid-
ered as part of AI, among them: Formal verification
and specification of systems, Database and informa-
tion integration, Distributed knowledge management,
Semantic Web and Web Services.

Summing up, logic is for AI, and for Computer Sci-
ence, what calculus is for control theory: it is thus not
a surprise that it plays such an important role.
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1 Introduction

A central problem in automated reasoning is to determine
whether a conjecture ϕ, that represents a property to be
veriÞed, is a logical consequence of a set S of assump-
tions, which express properties of the object of study (e.g.,
a system, a circuit, a program, a data type, a communica-
tion protocol, a mathematical structure).

A conjoint problem is that of knowledge representation,
or Þnding suitable formalisms for S and ϕ to represent as-
pects of the real world, such as action, space, time, men-
tal events and commonsense reasoning. While classical
logic has been the principal formalism in automated rea-
soning, and many proof techniques have been studied and
implemented, non-classical logics, such as modal, tempo-
ral, description or nonmonotonic logics, have been widely
investigated to represent knowledge.

2 Automated reasoning in classical logic

Given the above central problem, one can try to answer af-
Þrmatively, by Þnding a proof of ϕ from S. This problem
and the methods to approach it are called theorem prov-
ing. Theorem proving comprises both deductive theorem
proving, which is concerned precisely with the entailment
problem as stated above (in symbols: S |= ϕ), and induc-
tive theorem proving, where the problem is to determine
whether S entails all ground instances of ϕ (in symbols:
S |= ϕσ, for all ground substitutions σ).

In (fully) automated theorem proving, the machine alone
is expected to Þnd a proof. In interactive theorem proving,
a proof is born out of the interaction between human and
machine. Since it is too difÞcult to Þnd a proof ignoring
the conjecture, the vast majority of theorem-proving meth-
ods work refutationally, that is, they prove that ϕ follows
logically from S, by showing that S ∪ {¬ϕ} generates a
contradiction, or is inconsistent.

Otherwise, given assumptions S and conjecture ϕ, one
can try to answer negatively, disproving ϕ, by Þnding a

counter-example, or counter-model, that is, a model of
S ∪ {¬ϕ}. This branch of automated reasoning is called
automated model building.

In classical Þrst-order logic, deductive theorem proving
is semi-decidable, while inductive theorem proving and
model building are not even semi-decidable. It is signif-
icant that while books in theorem proving date from the
early seventies [22, 48, 16, 27, 77, 44, 70], the Þrst book
on model building appeared only recently [21]. Most ap-
proaches to automated model building belong to one of the
following three classes, or combine their principles:

1. Enumeration methods generate interpretations and
test whether they are models of the given set of for-
mul¾;

2. Saturation methods extract models from the Þnite set
of formul¾ generated by a failed refutation attempt;
and

3. Simultaneous methods search simultaneously for a
refutation or a model of the given set of formul¾.

In higher-order logics, that allow universal and existen-
tial statements, not only on individuals, but also on func-
tions and predicates, even deductive theorem proving is no
longer semi-decidable. Clearly, fully automated theorem
proving focuses on deductive theorem proving, while in-
duction, model generation and reasoning in higher-order
logics resort to a larger extent to interactive theorem prov-
ing. Since the most important feature of higher-order logic
for computer science are higher-order functions, that are
a staple of functional programming languages, an inter-
mediate solution is to develop a Þrst-order system, with
a functional programming language, used simultaneously
as programming language and as logical language [20, 43].

2.1 Fully automated theorem proving

Semi-decidability means that no algorithm is guaranteed to
halt, and return a proof, whenever S∪{¬ϕ} is inconsistent,
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or a model, whenever S∪{¬ϕ} is consistent. The best one
can have is a semi-decision procedure, that is guaranteed
to halt and return a proof, if S ∪ {¬ϕ} is inconsistent. If
it halts without a proof, we can conclude that S ∪ {¬ϕ}
is consistent, and try to extract a model from its output.
However, if S ∪ {¬ϕ} is consistent, the procedure is not
guaranteed to halt.

Intuitively, proofs of inconsistency of a given problem
S ∪ {¬ϕ} are Þnite, if they exist, but there is an inÞnite
search space of logical consequences where to look for a
contradiction. A machine can explore only a Þnite part
of this inÞnite space, and the challenge is to Þnd a proof
using as little resources as possible. A fundamental insight
was the recognition that the ability to detect and discard
redundant formul¾ is as crucial as the ability to generate
consequences of given formul¾. In addition to standard
expansion inference rules of the form

A1 . . . An

B1 . . . Bm
(1)

which add inferred formul¾ B1, . . . , Bm to the set of
known theorems, that already includes the premises
A1, . . . , An, contemporary inference systems feature con-
traction rules, that delete or simplify already-inferred the-
orems. The Òdouble-ruled inference ruleÓ form

A1 . . . An

B1 . . . Bm
(2)

means that the formul¾ (Ai) above the rule are replaced by
those below (Bj). It is a deletion rule if the consequences
are a proper subset of the premises; otherwise, it is a sim-
pliÞcation rule.

An expansion rule is sound if what is generated is
logical consequence of the premises ({A1 . . . An} |=
{B1 . . . Bm}). Classical examples are resolution and
paramodulation. A contraction rule is sound if what is
removed is logical consequence of what is left or added
({B1 . . . Bm} |= {A1 . . . An}). Classical examples are
subsumption and equational simpliÞcation from Knuth-
Bendix completion. An inference system is sound if all its
rules are, and it is refutationally complete, if it allows us to
derive a contradiction, whenever the initial set of formul¾
is inconsistent. The challenge is dealing with contraction
without endangering completeness [36, 7, 8, 18]: a key
ingredient is to order the data (terms, literals, clauses, for-
mul¾, proofs) according to well-founded orderings. Infer-
ence systems of this nature were applied successfully also
to inductive theorem proving as in inductionless induction
or proof by the lack of inconsistency [37, 40, 18].

2.2 Decision procedures and SAT solvers

Decidable instances of reasoning problems do exist. For
these problems, the search space is Þnite and decision pro-
cedures are known. Decidability may stem from imposing
restrictions on

1. the logic,

2. the form of admissible formulae for S or ϕ, or

3. the theory presented by the assumptions in S.

An example of Case 1 is the guarded fragment of Þrst-
order logic, which propositional modal logic can be re-
duced to. The most prominent instance is propositional
logic, whose decidable satisÞability problem is known as
SAT. Many problems in computer science can be encoded
in propositional logic, reduced to SAT and submitted to
SAT solvers. As automated reasoning is concerned primar-
ily with complete SAT solvers, the dominating paradigm
is the DPLL procedure [25, 24, 79], implemented, among
others, in [78, 52].

As an example of Case 2, the Bernays-Sch‹onÞnkel class
admits only sentences in the form

∃x1, . . . xn.∀y1, . . . ym.P [x1, . . . xn, y1, . . . ym]

where P is quantiÞer-free. Decidable classes based on syn-
tactic restrictions are surveyed in [21].

Case 3 includes Presburger arithmetic or theories of data
structures, such as lists or arrays. For the latter, the typical
approach is to build a Òlittle engine of proofÓ for each the-
ory [66], by building the theoryÕs axioms into a congruence
closure algorithm to handle ground equalities [67, 54, 9].
Little engines are combined to handle combinations of the-
ories [53, 68, 31]. However, also generic theorem-proving
methods proved competitive on these problems [5].

Decidable does not mean pratical, and the decidable rea-
soning problems are typically NP-complete. Since auto-
mated reasoning problems range from decidable, but NP-
complete, to semi-decidable, or not even semi-decidable,
automated reasoning relies pretty much universally on the
artiÞcial intelligence paradigm of search.

2.3 Automated reasoning as a search problem

Automated reasoning methods are strategies, composed
of an inference system and a search plan. The inference
system is a non-deterministic set of inference rules, that
deÞnes a search space containing all possible inferences.
Describing formally the search space of a reasoning prob-
lem is not obvious, and can be approached through differ-
ent formalisms that capture different levels of abstraction
[62, 19]. The search plan guides the search and determines
the unique derivation

S0  S1  . . . Si  Si+1  . . .

that the strategy computes from a given input S0 = S ∪
{¬ϕ}. It is the addition of the search plan that turns a non-
deterministic inference system into a deterministic proof
procedure.

The search plan decides, at each step, which inference
rule to apply to which data. If it selects an expansion rule,
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the set of formul¾ is expanded:

S

S′ S ⊂ S′

If it selects a contraction rule, the set of formul¾ is con-
tracted:

S

S′ S �⊆ S′ S′ ≺mul S

where ≺mul is the multiset extension of a well-founded
ordering on clauses. Strategies that employ well-founded
orderings to restrict expansion and deÞne contraction are
called ordering-based. Ordering-based strategies with a
contraction-Þrst search plan, that gives higher priority to
contraction inferences, are termed contraction-based.

These strategies work primarily by forward reasoning,
because they do not distinguish between clauses coming
from S and clauses coming from ¬ϕ. Semantic strategies,
strategies with set of support and target-oriented strategies
were devised to limit this effect.

At the other extreme of the spectrum, subgoal-reduction
strategies work by reducing goals to subgoals. This class
includes methods based on model elimination, linear reso-
lution, matings and connections, all eventually understood
in the context of clausal normalform tableaux.

The picture is completed by instance-based strategies,
that date back to GilmoreÕs multiplication method. These
strategies generate ground instances of the clauses in the
set to be refuted, and detect inconsistencies at the propo-
sitional level by using a SAT solver. A survey of strate-
gies, according to this classiÞcation, with the relevant ref-
erences, was given in [17].

Interactive reasoning systems with higher-order features
also employ search, but only indirectly, or at the meta-
level, because the search is made of both automated and
human-driven steps [23, 33, 60, 4, 13, 15]. An interactive
session generates a proof plan, that is, a sequence of ac-
tions to reach a proof. Actions may be chosen by the user
or the search plan of the interactive prover. In turn, an ac-
tion can be the application of an inference rule of the inter-
active prover, the introduction of a lemma by the user, the
invocation of an automated Þrst-order prover [12] or a de-
cision procedure [59], to dispatch a Þrst-order conjecture
or a decidable subproblem, respectively.

2.4 Applications

Its intrinsic difÞculty notwithstanding, automated reason-
ing is important in several ways. Its direct applications,
such as hardware/software veriÞcation and program gen-
eration, are of the highest relevance to computing and so-
ciety. Theorem provers [73, 50, 42, 46, 74, 55, 63, 64, 71]
were applied successfully to the veriÞcation of crypto-
graphic protocols, message-passing systems and software
speciÞcations [72, 65]. Furthermore, automated reason-
ing contributes techniques to other Þelds of artiÞcial in-
telligence, such as planning, learning and natural lan-

guage understanding, symbolic computation, such as con-
straint problem solving and computer algebra, compu-
tational logic, such as declarative programming and de-
ductive databases, and mathematics, as witnessed by the
existence of databases of computer-checked mathematics
[51]. Theorem provers are capable of proving non-trivial
mathematical theorems in theories such as Boolean alge-
bras, rings, groups, quasigroups and many-valued logic
[3, 2, 41, 49, 75]. Last, the study of mechanical forms
of logical reasoning is part of the fundamental quest about
what computing machines can do.

3 Automated reasoning in non-classical logic

Many aspects of AI problems can be modeled with logi-
cal formalisms, and in particular, with so called nonclassi-
cal logics, such as modal or temporal logics. Automated
deduction techniques have been developed for those log-
ics, for instance by proposing tableau proof methods [34].
Another approach is to translate formulas of nonclassical
logic into formulas of classical logic, so as to give users of
nonclassical logics access to the sophisticated state-of-the-
art tools that are available in the area of Þrst-order theorem
proving [57].

An important research problem in AI is the logical for-
malization of commonsense reasoning. The observation
that traditional logics, even nonclassical ones, are not suit-
able to express revisable inferences, led to the deÞnition of
nonmonotonic logics. Various approaches have been used
to do nonmonotonic reasoning, based on Þxpoint tech-
niques or semantic preference. [58] contains a survey of
tableau based proof methods for nonmonotonic logics.

As we cannot give here the details of all techniques for
automated reasoning in those logics, we will describe only
some speciÞc approaches that have been used with success.

3.1 Extensions of Logic Programming

Logic programming was proposed with the goal of com-
bining the use of logic as a representation language with
efÞcient deduction techniques, based on a backward infer-
ence process (goal-directed) which allows to consider a set
of formulas as a program. Prolog is the most widely used
logic programming language. While originally logic pro-
gramming was conceived as a subset of classical logic, it
was soon extended with some nonclassical features, in par-
ticular negation as failure. To prove a negated goal not p,
Prolog tries to prove p; if p cannot be proved, then the
goal not p succeeds, and vice versa. This simple feature
of Prolog has been widely used to achieve nonmonotonic
behavior. In fact, by adding new formulas, a goal p which
previously was not derivable might become true, and, as a
consequence, not p might become false.

The semantics of negation as failure has been deeply
studied, and the relations with nonmonotonic logics have
been pointed out. The most widely accepted semantics is

CONTRIBUTI SCIENTIFICI

16 Anno III,  N° 1/2, Marzo-Giugno 2006



the answer set semantics [30]. According to this seman-
tics, a logic program may have several alternative models,
called answer sets, each corresponding to a possible view
of the world.

Logic programming has been made more expressive by
extending it with the so called classical negation, that is
monotonic negation of classical logic, and disjunction in
the head of the rules. Recently, a new approach to logic
programming, called answer set programming (ASP), has
emerged. Syntactically ASP programs look like Prolog
programs, but the computational mechanisms used in ASP
are different: they are based on the ideas that have led to
the creation of fast satisÞability solvers for propositional
logic. ASP has emerged from interaction between two
lines of research, the semantics of negation in logic pro-
gramming and application of satisÞability solvers to search
problems. Several efÞcient answer set solvers have been
developed, among which we can mention Smodels [69]
and DLV [45], the latter providing an extension for dealing
with preferences.

Often, automated reasoning paradigms in AI mimic hu-
man reasoning, providing a formalisation of the human ba-
sic inferences. Abductive reasoning is one such paradigm,
and it can be seen as a formalisation of abductive reason-
ing and hypotheses making. Hypotheses make up for lack
of information, and they can be put forward to support the
explanation of some observation.

Abductive logic programming is an extension of logic
programming in which the knowledge base may contain
special atoms that can be assumed to be true, even if they
are not deÞned, or cannot be proven. These atoms are
called abducibles. Starting from a goal G, an abductive
derivation tries to verify G, by using deductive inference
steps as in logic programming, but also by possibly assum-
ing that some abducibles are true. In order to have this
process converging to a meaningful explanation, an abduc-
tive theory normally comes together with a set of integrity
constraints IC, and, in this case, hypotheses are required
to be consistent with IC [39, 28, 38].

It is worth mentioning that the goal directed approach
of logic programming has been used also to formulate the
proof theory of many non-classical logics. For instance
[29] presents a uniform Prolog-like formulation for many
intuitionistic and modal logics.

3.2 Model checking

Model checking is an automatic technique for formally
verifying Þnite state concurrent systems, which has been
successfully applied in computer science to verify proper-
ties of distributed software systems. The process of model
checking consists of the following steps. First the software
system to be veriÞed must be translated into a suitable for-
malism, where the actions of the systems are represented
in terms of states and transitions, thus obtaining the model.
Then the properties to be veriÞed will be speciÞed as a

formula ϕ in some logical formalism. Usually properties
have to do with the evolution of the behavior of the sys-
tem over time, and are expressed by means of temporal
logic. The last step consists in the veriÞcation that ϕ holds
in the model. The veriÞcation techniques depend on the
kind of temporal logic which is used, i.e. branching-time
or linear-time.

Many model checking tools have been developed,
among which we can mention NuSMV [56] and SPIN [35].

Although model checking has been mainly used for ver-
iÞcation of distributed systems, there have been proposals
to use this technique also for the veriÞcation of AI sys-
tems, such as multi-agent systems. These proposals deal
with the problem of expressing properties regarding not
only temporal evolution, as usual in model checking, but
also mental attitudes of agents, such as knowledge, beliefs,
desires, intentions (BDI). This requires to combine tempo-
ral logic with modal (epistemic) logics which have been
used to model mental attitudes.

The goal of [11] is to extend model checking to make it
applicable to multi-agent systems, where agents have BDI
attitudes. This is achieved by using a new logic which is
the composition of two logics, one formalizing temporal
evolution and the other formalizing BDI attitudes. The
model checking algorithm keeps the two aspects separated:
when considering the temporal evolution of an agent, BDI
atoms are considered as atomic proposition.

A different framework for verifying temporal and epis-
temic properties of multi-agent systems by means of model
checking techniques is presented by Penczek and Lomus-
cio [61]. Here multi-agent systems are formulated in the
logic language CTLK, which adds to the temporal logic
CTL an epistemic operator to model knowledge, using in-
terpreted systems as underlying semantics.

3.3 Applications

3.3.1 Reasoning about actions

The most famous approach to reasoning about actions is
situation calculus, proposed by John McCarthy. Situations
are logical terms which describe the state of the world
whenever an action is executed. A situation deÞnes the
truth value of a set of ßuents, predicates that vary from
one situation to the next. Actions are described by spec-
ifying their preconditions and effects by means of Þrst-
order logic formulas. For instance, the formula p(s) →
q(result(a, s)) means that, if p holds in situation s, then q
will hold after executing action a.

An alternative logical representation of actions is by
means of modal logic, where each modality represents an
action [26]. For instance, the formula �(p → [a]q) has
the same meaning as the previous one (�ϕ means that ϕ
is true in each state). Since the semantics of modal logic
is based on the so called possible worlds, it is rather nat-
ural to adopt it for reasoning about actions, by associating
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possible worlds with states, and transitions between worlds
with actions.

An important problem which arises in reasoning about
actions is the so called frame problem, i.e. the problem
of specifying in an efÞcient way what are the ßuents that
do not change from one situation to the next one when an
action is executed. Usually this problem is formulated in
a nonmonotonic way, by saying that we assume that each
ßuent persists if it is consistent to assume it. The frame
problem has been formally represented by means of non-
monotonic formalisms, or in classical logic by means of a
ÒcompletionÓ construction due to Reiter.

Among other formalisms we can mention the event cal-
culus, an extension of logic programming with explicit
time points, and ßuent calculus.

Formal techniques for reasoning about actions have been
mainly applied in the area of planning, where the term cog-
nitive robotics was coined. In this context, the robot pro-
gramming language GOLOG [47] has been deÞned, based
on the situation calculus. GOLOG allows to write pro-
grams by means of statements of imperative programming
languages (similar to those provided by dynamic logic).
GOLOG programs are nondeterministic, and plans can be
obtained by searching for suitable program executions sat-
isfying a given goal. The language has been extended to
deal with concurrency and sensing.

A different approach, based on modal logic, is presented
in [10] where programs consist of sets of Prolog-like rules
and can be executed by means of a goal-directed proof pro-
cedure.

3.3.2 Multi-agent systems

Many of the techniques described in this article have been
applied to reasoning in multi- agent systems. We have al-
ready mentioned extensions to model checking to deal with
agentsÕ mental attitudes.

The issue of developing semantics for agent communi-
cation languages has been examined by many authors, in
particular by considering the problem of giving a veriÞable
semantics, i.e. a semantics grounded on the computational
models. Given a formal semantics, it is possible to deÞne
what it means for an agent to be respecting the semantics of
the communicative action when sending a message. Veri-
Þcation techniques, such as model checking can be used
to check it. For instance, in [76] agents are written in
MABLE, an imperative programming language, and have
a mental state. MABLE systems may be augmented by the
addition of formal claims about the system, expressed us-
ing a quantiÞed, linear time temporal BDI logic. Properties
of MABLE programs can be veriÞed by means of the SPIN
model checker, by translating BDI formulas into the form
used by SPIN.

The problem of verifying agentsÕ compliance with a pro-
tocol at runtime is addressed in [1]. Protocols are speciÞed
in a logic-based formalism based on Social Integrity Con-
straints, which constrain the agentsÕ observable behavior.

The paper present a system that, during the evolution of a
society of agents, veriÞes the compliance of the agentsÕ be-
havior to the protocol, by checking fulÞllment or violation
of expectations.

Another approach for the speciÞcation and veriÞcation
of interaction protocols is proposed in [32] using a combi-
nation of dynamic and temporal logic. Protocols are ex-
pressed as regular expressions, (communicative) actions
are speciÞed by means of action and precondition laws,
and temporal properties can be expressed by means of the
until operator. Several kinds of veriÞcation problems can
be addressed in that framework, including the veriÞcation
of protocol properties and the veriÞcation that and agent is
compliant with a protocol.

3.3.3 Automated reasoning on the web

Automated reasoning is becoming an essential issue in
many web systems and applications, especially in emerg-
ing Semantic Web applications. The aim of the Semantic
Web initiative is to advance the state of the web through
the use of semantics. Various formalisms have already
emerged, like RDF or OWL, an ontology language stem-
ming from description logics. So far, reasoning on the
Semantic Web is mostly reasoning about knowledge ex-
pressed in a particular ontology.

The next step will be the logic of proof layers, and
logic programming based rule systems appear to lie in the
mainstream of such activities. Combinations of logic pro-
gramming and description logics have been studied, and
nonmonotonic extensions have been proposed, in particu-
lar regarding the use of Answer Set Programming. These
research issues are investigated in REWERSE, ÒReason-
ing on the Web with Rules and SemanticsÓ, a research
Network of Excellence of the 6th Framework Programme
(http://rewerse.net/).

Web services are rapidly emerging as the key paradigm
for the interaction and coordination of distributed business
processes. The ability to automatic reason about web ser-
vices, for instance to verify some properties or to compose
them, is an essential step toward the real usage of web
services. Web services have many analogies with agents,
and thus many of the techniques previously mentioned are
also being used to reason about web services. In partic-
ular, regarding web service composition, we can mention
[14] and the ASTRO project [6] which has developed tech-
niques and tools for web service composition, in partic-
ular by making use of sophisticated planning techniques,
which can deal with nondeterminism, partial observability
and extended goals.
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1 Ontologies and Description Logics: So
Close, So Far

Ontologies and Description Logics (DLs). Why putting
them in a single article for this special issue devoted to AI
research in Italy? Well, a good reason is that both research
areas originated from a single, classic mainstream in AI:
logic-based knowledge representation (KR). Indeed, start-
ing from the late 80s, Italian researchers brought a radical
contribution to the formal understanding of so-called struc-
tured representation languages developed in the previous
decade, whose most known example was KL-ONE. Their
research took however two different directions.

On one hand, after Levesque and Brachman’s logical-
ization of KL-ONE and their discovery of the fundamental
tradeoff between expressivity and tractability [8], a whole
Italian school emerged under the direction of Maurizio
Lenzerini, focusing mainly on the need to develop KR lan-
guages with predictable computational behavior and sound
and complete inference algorithms.

On the other hand, Nicola Guarino started analyzing
the implicit and often ambiguous ontological assumptions
made by structured logical formalisms, such as those be-
hind the notions of role and attribute, arguing against the
ontological neutrality of representation systems and sug-
gesting formal ontological distinctions to be taken into ac-
count.

In the meanwhile, in the early 90s, a new hot topic cap-
tured the attention of AI researchers: knowledge sharing
among heterogeneous, distributed sources (very similar to
the issue emerging –roughly at the same time– in the DB
community: data integration). It became clear soon that, in
order to attack these problems, two complementary aspects
needed to be addressed: content and reasoning. Ontolog-
ical analysis and DLs emerged soon as the proper tech-
niques to deal with these aspects, and became later very
popular for their key role in the future Semantic Web. Ital-
ian researchers contributed in a peculiar way to both.

2 The Italian Way to Ontologies

In the philosophical sense, an ontology is a system of cat-
egories accounting for a certain vision of the world. As
such, this system does not depend on a particular language.
On the other hand, in its most prevalent use in AI, an on-
tology refers to an engineering artifact, consisting of a spe-
cific vocabulary containing the terms used to describe a
certain domain, plus a set of explicit assumptions regard-
ing the intended meaning of vocabulary words. This set
of assumptions has usually the form of a logical theory,
where terms correspond to unary or binary predicates, re-
spectively called concepts and relations. In the simplest
case, an ontology describes a set of concepts related by tax-
onomic relationships; in more sophisticated cases, suitable
axioms are added to express other relationships between
concepts and to constrain their intended interpretation. Re-
ferring to the classic KR literature, an ontology plays the
role of a TBox, complementary to the ABox, where the for-
mer contains knowledge about Terms, and the latter about
Assertions [3, Ch. 2].

The specific contribution of Italian AI researchers to
the establishment of modern research on ontologies piv-
ots around two main claims; the need to focus squarely on
content (as independent of reasoning issues), and the in-
trinsic interdisciplinary nature of ontological analysis.

Indeed, oddly enough, and apart very few notable ex-
ceptions, classic AI research paid little attention to content
issues: emphasis was much more on modeling the nature
of reasoning and expertise rather than on modeling the in-
herent structure of a domain.

In KR, such tendency was especially evident within the
so-called logicist approach: in their well-known textbook
on AI, Genesereth and Nilsson explicitly stated the “essen-
tial ontological promiscuity of AI”, and devoted just a cou-
ple of pages to the issue of conceptual modeling, admitting
however it was still a serious open problem.

On the other hand, in the area of knowledge acquisition,
the interest was concentrated on modeling the agent’s be-
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havior (i.e., the problem-solving expertise) rather than its
own environment (the problem domain), since the latter
was seen as strongly dependent on the particular task at
hand.

In this context, Guarino’s contribution was to defend the
need of a principled way to model the inherent structure
of a domain (independently, as much as possible, on the
particular task at hand), as the only possibility to attack the
knowledge sharing problem at its roots. It was immedi-
ately clear that the key for establishing such a “principled
way” was a radically interdisciplinary approach: besides
the basic tools of logic and computer science, an open-
minded aptitude towards the subtle distinctions of philos-
ophy and the intricate issues of natural language and com-
monsense was absolutely necessary.

Such an interdisciplinary attitude was basically lacking
at that time (early 90s). Indeed, the three major propos-
als addressing in a general way the problems of real world
modelling, namely [23, 24, 15], were suffering from a
relatively narrow perspective (with the notable exception
of [30]). More or less, they were concentrating on the
immediate needs of the AI practice, refusing to take (ex-
plicitly) into account the achievements coming from, for
example, analytic philosophy or formal language seman-
tics. For instance, Pat Hayes was (and still is) rather skep-
tic about the potential relevance of philosophical results,
and Doug Lenat, although insisting on the need to bite the
bullet addressing core ontological issues, adopted in prac-
tice a brute-force approach, with no systematic, principled
methodology.

In contrast to this ad hoc approach, Italian researchers
becoming attracted by the ontology field were aiming at
a more systematic, principled methodology. Such generic
desire (typical of the European school) was dramatically
boosted thanks to an extremely fortunate circumstance: the
presence in Italy of a few brilliant philosophers who, al-
though with different motivations and background, were
developing a renovated interest in the old issues of meta-
physics, and got in touch with AI researchers, showing
concrete motivations towards serious interdisciplinary co-
operation. The list includes philosophers of language such
as Pierdaniele Giaretta and Diego Marconi, as well as rep-
resentatives of the continental tradition like Liliana Alber-
tazzi and Roberto Poli, and, mostly relevant, logic-oriented
“ontologists” such as Roberto Casati and Achille Varzi,
who brilliantly contributed to introducing philosophical
ontology to the large public [13, 32, 12].

One of the earlier results of this cross-fertilization
was the first International Workshop on Formal Ontology
in Conceptual Modeling and Knowledge Representation,
jointly organized by Nicola Guarino and Roberto Poli in
Padova in 1993. For the first time, researches with back-
grounds as diverse as philosophy, cognitive science, lin-
guistics, AI, databases, object-oriented programming, met
together with the purpose to develop a comprehensive,
principled approach to ontological analysis.

The radical novelty of this interdisciplinary approach
had a deep impact on the international community. A num-
ber of influential papers were published, which gradually
helped understanding the role of principled, rigorous on-
tologies for information systems. Times were ripe for the
first international conference on Formal Ontology in In-
formation Systems (FOIS’98), co-located with KR’98 in
Trento, followed by the second one in the U.S. in 2001 and
a third one back in Italy, in Torino, in 2004. The next one
will be again in the U.S. in November 2006.

Another major sign of the international role played by
the Italian community in ontology research is the recent
publication of a new journal, Applied Ontology, published
by IOS Press and jointly edited by Nicola Guarino (ISTC-
CNR) and Mark Musen (Stanford). This is the first journal
exclusively addressing ontological analysis and conceptual
modeling under an interdisciplinary view, focusing on in-
formation content in its broadest sense. Various Italian re-
searchers from different disciplines appear in the Editorial
Board.

2.1 The Current Days: An Active Interdisci-
plinary Community

In the recent years, the popularity of ontologies has liter-
ally exploded, mostly due to the widespread excitement
on the Semantic Web. While increasing in popularity, the
very notion of ontology acquired a broader, often vague
or debatable interpretation, despite the original attempts
to establish rigorous distinctions [21]. Many people con-
sider now ontologies, conceptual schemes, web directo-
ries, contexts, knowledge bases, lexical resources, tax-
onomies as more or less synonymous terms, and the re-
search on core content modeling issues is strictly inter-
twined with complementary aspects such as content extrac-
tion based on statistical methods (ontology learning and
ontology population), as well as ontology matching and
alignment. Moreover, a substantial amount of research is
directed towards the development of ontology languages
and reasoning algorithms, cooperative modeling tools, and
presentation techniques. In Italy, application ontologies
are being built in multiple areas, including biomedicine,
public health, law, banking, insurances, museums, digital
libraries, architecture, manufacturing, public administra-
tion, software services, geography, food and agriculture.

As a result of this explosion of activities, sketching an
accurate picture of current research in Italy in the broad
area now called ontological engineering is not feasible in
a few paragraphs. In the following, we will focus on the
core issues concerning content modeling, briefly reporting
the state of the art and paying special attention to showing
the mutual synergies of different disciplines.

2.2 Foundational Issues

At the foundational level, the issues at hand concern first of
all the very status of ontology as a philosophical discipline:
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what is it about? What are its theoretical tools? Which are
the main positions about a basic system of categories and
relations? How can we compare them? An excellent in-
troduction to these questions is the recent book by Achille
Varzi [32], which, among other things, shows the impor-
tant contribution of Italian philosophers to the contempo-
rary debate.

In the AI perspective, the counterpart of such founda-
tional work is the development of a library of axiomatic
theories (so-called foundational ontologies), systemati-
cally related to each other in a way that makes the ra-
tionales and alternatives underlying different ontological
choices as explicit as possible. This was the perspec-
tive of the European project WonderWeb, which, besides
contributing to the wide adoption of the OWL language,
resulted in the development of the DOLCE ontology by
ISTC-CNR1, adopted as a reference upper ontology in
many projects around the world.

2.3 Ontology Development Methodology

How to build an ontology? How to choose a useful system
of basic concepts and relations? How to link it to an appli-
cations vocabulary? How to elicit hidden ontological as-
sumptions? Unfortunately, there is no systematic answer to
these questions yet. The ontology community is simply not
mature enough to “distill” a real, usable methodology out
of the current, impetuous research work. Of course, var-
ious approaches are emerging, mainly bound to European
projects such as WonderWeb, KnowledgeWeb, Interop or
NeOn, but besides extending classic software engineering
methodologies to deal with ontologies, still little practi-
cal help is offered to the ontology analyst from the con-
tent modeling point of view, although some preliminary
methodology proposals based on solid theoretical princi-
ples have achieved considerable impact2, and approaches
based on re-using ontology design patterns [19] allow to
simplify the problem of building an initial ontology for
specific purposes. It would be worthwhile mentioning, in
this context, that the methodological problems of ontology
development go much beyond the Semantic Web perspec-
tive, as they have a deep impact on the general practice of
information systems conceptual modeling [22].

2.4 Ontology Comparison and Evaluation

Ontology comparison and evaluation is certainly one of the
hottest areas in ontology research today. Due to the grow-
ing number of available ontologies (often developed in a
hastily and ad hoc way), suitable techniques need to be
developed in order to make possible to evaluate such on-
tologies with respect to the user’s needs, possibly merging
and adapting existing resources, or establishing mappings
between different ontologies (see the Ontology Alignment

1http://www.loa-cnr.it/DOLCE.html
2http://www.loa-cnr.it/Ontologies.html

Evaluation Initiative3). Moreover, from a more theoretical
point of view, there is the growing need to establish gen-
eral roadmaps of basic ontological choices, exploring their
differences and their similarities, and ultimately providing
ways to make explicit the design rationale of a certain on-
tology (one of the goals of the NeOn project).

2.5 Ontology and Language

As far as content modeling is concerned, there are two
broad areas where ontology and linguistics are strictly re-
lated to each other: lexical resources and formal language
semantics. From the ontological point of view, the most so-
phisticated lexical resource (yet rather limited in coverage)
developed in Europe is perhaps the SIMPLE lexicon re-
sulting from a European project led by ILC-CNR. Various
groups in Italy have worked on semantic lexical resources
more or less linked to WordNet, but unfortunately there is
no general freely accessible de facto standard for the Ital-
ian language yet. Research is ongoing at ISTC-CNR, in
cooperation with the WordNets developers, in order to re-
visit and improve WordNets semantic structure in light of
well-founded ontological principles, and interest is emerg-
ing in merging WordNet and FrameNet with upper-level
ontologies such as DOLCE or GUM4.

Concerning formal language semantics, many issues
have also an ontological impact, or can benefit from on-
tological analysis. This is certainly the case of the clas-
sic themes of philosophy of language and linguistics, such
as the nature of universals and predication, the status of
propositions and states of affairs, the analysis of men-
tal attitudes, the formal treatment of tense and time, plu-
ral quantification, masses, kinds, metonymy, reference,
and anaphora. Finally, from the side of applied Natural
Language Processing, the recent book by Niremburg and
Raskin [26] is a clear example of the increasing synergy
between ontology and linguistics.

2.6 Further Research Prospects

In conclusion, we would like to mention two new promis-
ing research topics emerged in Italy in the latest years,
which complete this brief sketch of core ontological re-
search in Italy.

The first topic concerns the relationships between ontol-
ogy, cognition, and perception. On the one hand, this in-
volves issues such as the ontological status of mental states
and emotions, or the ontological assumptions behind vi-
sual recognition; on the other hand, there is the whole field
of constructivist ontology, which postulates the existence
of a rich realm of constructed entities in addition to those
belonging to the ground level of so-called “reality”.

Among constructed entities, the second emergent topic
focuses on those belonging to what Searle called the social

3http://oaei.ontologymatching.org/
4http://www.fb10.uni-bremen.de/ontology/
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reality [29], insofar they are socially constructed. The on-
tology of social reality is indeed an active area of research
in Italy, addressing various issues ranging from the ontol-
ogy of roles and organizations [25] to that of documents
and laws [7].

3 Description Logics

As mentioned, DLs [3] stem from the effort started in the
mid 80s to provide a formal basis, grounded in logic, to
formalisms for the structured representation of knowledge
that were popular at that time, notably Semantic Networks
and Frames [9]. The fundamental work by Brachman and
Levesque [8], initiated this effort, by showing on the one
hand that the full power of first-order logic is not required
to capture the most common representation elements, and
on the other hand that the computational complexity of in-
ference is highly sensitive to the expressive power of the
KR language. Research in DLs up to our days can be seen
as the systematic and exhaustive exploration of the corre-
sponding tradeoff between expressiveness and efficiency
of the various inference tasks associated to KR.

DLs are based on the idea that the knowledge in the do-
main to represent should be structured by grouping the
objects of interest with common properties into classes
(called concepts), and explicitly representing those proper-
ties through (typically binary) relationships among classes
(called roles). Concepts and roles are constructed by mak-
ing use of various constructs, and it is precisely the set of
allowed constructs that characterizes a DL language. The
domain of interest is then represented by means of a DL
knowledge base (KB), where a separation is made between
general intensional knowledge about concepts and roles,
stored in a so-called TBox (for “Terminological Box”), and
specific knowledge about individual objects in the modeled
domain, stored in an ABox (for “Assertional Box”).

Several reasoning tasks can be carried out on a DL KB,
where the basic form of reasoning involves computing the
subsumption relation between two concept expressions,
i.e., verifying whether one expression always denotes a
subset of the objects denoted by another expression. More
in general, one is interested in understanding how the var-
ious elements of a KB interact with each other in an often
complex way, possibly leading to inconsistencies that need
to be detected, or implying new knowledge that should be
made explicit.

The above observations emphasize that a DL system is
characterized by three aspects: (i) the set of constructs
constituting the language for building concepts and roles;
(ii) the kind of assertions that may appear in the KB;
(iii) the inference mechanisms provided for reasoning on
the KBs expressible in the system. The expressive power
and deductive capabilities of a DL system depend on the
various choices and assumptions with regard to the above
aspects. In the following, we analyze the various options
while reviewing the state of the art in DLs research.

3.1 Development of Research in DLs

As for the inference mechanisms, research has mostly con-
centrated on inference according to standard set-theoretic
semantics, and on devising algorithms that are both sound
and complete with respect to the semantics. The aim has
been on the one hand to understand the intrinsic compu-
tational properties of the various variants of DLs, and on
the other hand to provide possibly computationally opti-
mal inference algorithms for the various cases, and then
implement and optimize them.

The tractability frontier. The first aspect mentioned
above, i.e., the language for concepts and roles, has been
the subject of an intensive research work started in the late
80s. Indeed, the initial results on the computational proper-
ties of DLs have been devised in a simplified setting where
both the TBox and the ABox are empty [28, 16]. The aim
was to gain a clear understanding of the properties of the
language constructs and their interaction, with the goal of
singling out their impact on the complexity of reasoning.
Gaining this insight by understanding the combinations of
language constructs that are difÞcult to deal with, and de-
vising general methods to cope with them, is essential for
the design of inference procedures. It is important to un-
derstand that in this context, the notion of “difficult” has to
be understood in a precise technical sense, and the declared
aim of research in this area has been to study and under-
stand the frontier between tractability (i.e., solvable by a
polynomial time algorithm) and intractability of reasoning
over concept expressions. Fundamental contributions in
that direction came from the research group in Rome led
by Maurizio Lenzerini [16]. Not only such results were
important from a theoretical point of view, but also the de-
velopment and refinement of the techniques and technical
tools that were used to prove them, namely tableaux-based
algorithms, turned out to be fundamental and are still at the
basis of the modern state of the art DL reasoning systems.

The decidability frontier. From the point of view of KR,
where knowledge about a domain needs to be encoded,
maintained, and reasoned upon, the assumption of dealing
with concept expressions only, without considering a KB
to which the concepts refer, is clearly unrealistic. Early
successful DL KR systems, such as Classic, relied on a
KB, but did not renounce to tractability by imposing syn-
tactic restrictions on the use of concepts in definitions, es-
sentially to ensure acyclicity (i.e., lack of mutual recur-
sion). Under such an assumption, the concept definitions
in a KB can be folded away, and hence reasoning over a
KB can be reduced to reasoning over concept expressions.

However, the assumption of acyclicity is strongly limit-
ing the ability to represent real-world knowledge. These
limitations became quite clear also in light of the tight
connection between DLs and formalisms for the structured
representation of information used in other contexts, such
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as databases and software engineering [11]. In the pres-
ence of cyclic KBs, reasoning becomes provably exponen-
tial (i.e, EXPTIME-complete) already when the concept
language contains rather simple constructs. As a conse-
quence of such a result, we notice a shift of research in
DLs from the exploration of the tractability border to an
exploration of the decidability border. The aim has been
to investigate how much the expressive power of language
and knowledge base constructs could be further increased
while maintaining decidability of reasoning, possibly with
the same computational complexity of inference. A fruitful
line of research in this direction was initiated by the sem-
inal work of Schild [27], who showed a tight correspon-
dence between DLs and variants of modal logics and logics
of programs. In several works, with essential contributions
by Calvanese, De Giacomo, and Lenzerini, the correspon-
dence was then exploited and further extended, allowing
for the migration of results and techniques between the
two areas, notably tight complexity bounds based on the
use of finite automata on infinite trees [3, Ch. 5]. Cross-
fertilization resulted also from work on modal-logic the-
orem proving, e.g., SAT-based decision procedures [20].
These positive results provided also the justification for the
development of inference procedures based on the use of
tableaux techniques [4], which, though not computation-
ally optimal, are amenable to easier implementations, and
are at the basis of the current state-of-the-art DL reason-
ers [3, Ch. 8].

Back to tractability. Current reasoners for expressive
DLs, though based on worst-case exponential algorithms,
perform surprisingly well in practice. However, such rea-
soners have not specifically been tailored to deal with large
amounts of data, and they show their limits in those set-
tings where data are very large and dominate the inten-
tional level of the KB, e.g., the Semantic Web. In this con-
text, users are provided with a conceptual view (in terms
of an ontology, schema, or TBox) over data, and expect
to pose complex queries over them. Unfortunately, many
DLs with efficient reasoning algorithms lack the modeling
power required for capturing conceptual models and ba-
sic ontology languages. On the other hand, whenever the
complexity of reasoning is exponential in the size of the
instances, there is little hope for effective instance man-
agement. Indeed, the only technology that is currently
available to deal with complex queries over large amounts
of data is the one provided by relational data manage-
ment systems (RDBMS). To leverage on this technology,
research groups in Rome and Bolzano have recently de-
vised DLs that are specifically tailored to capture concep-
tual modeling constructs, while allowing for delegating
data storage and query answering to a RDBMS [10].

Driven by applications in the medical domain and the
life sciences, an alternative approach to achieve tractability
of inference in the presence of arbitrary, possibly cyclic
KBs has been proposed by European researchers.

Non-standard semantics and reasoning services.
Above, we have concentrated on the mainstream line of
research in DLs. However, various non-standard semantics
and reasoning services have been investigated in parallel,
with substantial contributions by Italian and European
research groups. Here, we mention only briefly Italian re-
search that is still lively. A fuzzy extension of DLs, which
allows for better modeling vague, as opposed to crisp
properties is studied in [31]. The addition of epistemic
knowledge allows one to model and query the knowledge
that the representation system has about a domain, in
addition to the domain itself [17]. A non-monotonic
variant based on minimal-knowledge allows for a formal
characterization of a wide variety of non-monotonic
features found in practical knowledge-based applications,
such as defaults and integrity constraints [18]. The non-
standard inference services of abduction and contraction,
finding applications in matchmaking scenarios, have been
recently investigated in [14].

3.2 Italian DL Research Now and in the Future

Research in DLs is quite active at the moment, and the Ital-
ian community is playing a prominent role in this picture.
Continuing its tradition, it is mostly laying the foundations
by developing theoretical work on which to subsequently
base and build implementations. The main research direc-
tions that are currently being investigated, are however dic-
tated by practical real world requirements.

Scalability and modularization. Scalability of all tech-
niques and algorithms is in general a major issue, which
needs to be addressed if DLs should have a concrete impact
on applications and systems. On the one hand, scalabil-
ity means to study techniques and tools for handling many,
possibly large interacting TBoxes. On the other hand, scal-
ability is related to the ability to handle and reason upon
large ABoxes, physically stored in databases, but consid-
ered under the open-world semantics of DLs. Tightly cou-
pled with scalability is modularization, aiming at subdi-
viding a complex DL KB into more manageable and well-
interfaced parts. Such issues are currently being analyzed
within the European Project TONES (Thinking ONtolo-
giES) involving the major European groups working on
DLs and coordinated by the Free University of Bolzano.

Updates and evolution of a KB. An aspect that has been
largely neglected till now, with a few notable recent ex-
ceptions, is that of updates on a DL ABox. The aim is
understanding how to represent and further manipulate the
updated KB.

Dealing with inconsistencies. How to deal with incon-
sistencies has been a prominent KR topic since its early
days. However, it was put aside in favor of formalisms
such as DLs, based on a clean first-order semantics, and the
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issue of if and how to handle inconsistencies was largely
left upon the user. Since the foundational work has been
carried out to a large degree, we are now in the position to
take up the issue of inconsistencies again, and study and
develop general-purpose rather than ad-hoc solutions.

Implementation efforts. Orthogonal to the previous
points, the issue of implementing, running, testing, and de-
ploying inference engines is of primary importance. The
experience gained till now with the implementation of rea-
soners for very expressive DLs is quite significant, since it
showed on the one hand that although for several combina-
tions of constructs the worst-case computational complex-
ity is the same, in practice there is a huge difference in per-
formance. It has also shown the difficulty of the challenge
to come up with implemented systems that effectively sat-
isfy user’s requirements in terms of expressiveness, usabil-
ity, response times, and that the development of such sys-
tems requires huge efforts in terms of resources, and needs
to be based on solid software engineering methodologies.
In Italy, a significant implementation effort is being car-
ried out at the University of Rome “La Sapienza” for the
QUONTO system, Such a system is based on techniques
for query rewriting according to a TBox, and leverages on
relational database technology for ABox storage and query
answering. At the University of Bolzano, an analogous im-
plementation effort is being carried out for the iCOM tool,
which provides a graphical front-end based on UML class
diagrams interacting with a DL reasoner. At the Univer-
sity of Bari, Specialized reasoners for the restricted rea-
soning tasks associated to profile matching have also been
implemented and deployed in currently used products for
matching offers and request for renting apartments.

3.3 Relation with Other Research Areas and Ap-
plications

DLs have a tight connection to several research areas both
within and outside of AI. As mentioned, DLs can be con-
sidered as syntactic restrictions of first-order logic (possi-
bly with fixpoints), and also as syntactic variants of modal
and program logics. We have already highlighted above
the fruitful interaction between modal and program logics
and DLs. We would like to point out here that also the
first-order view of DLs has inspired the use of general pur-
pose first-order theorem provers, such as Vampire or Spass,
for reasoning in DLs, by a careful tuning of the theorem-
prover strategies so as to ensure termination of inference.

Natural language processing. Since their introduction,
DLs bore a strong similarity to formalisms used in work on
natural language, and they originally had natural language
processing (NLP) as a major field for application. The use
of DLs in NLP is mainly concerned with the representation
of semantic knowledge that can be used to convey mean-
ings of sentences. Extensive work has been devoted to se-

mantic interpretation, i.e., the problem of disambiguating
syntactic readings of sentences, based on semantic knowl-
edge, and also to support natural language generation. As
mentioned, it was also tightly connected to the construc-
tion of ontologies for NLP. Several large DL-based NLP
projects have been undertaken, up to industrially-deployed
applications, and we refer to [3, Ch. 15] for a detailed de-
scription of these.

Data management. DLs have also a rather strong con-
nection to different aspects of data management. On the
one hand, formalisms for the structured representation
of information used both in databases (e.g., the Entity-
Relationship model and, recently, XML DTDs) and in soft-
ware engineering (e.g., UML class diagrams) admit a log-
ical reconstruction in terms of DLs. Italian researchers
started to explore such a connection in the early 90s [6, 11],
and continued to give several contributions that provided
cross-fertilization among the different areas [1, 2, 5].

Furthermore, DLs provide powerful mechanisms to ex-
press various forms of constraints on data sources, and
such constraints can be used at query answering time to
overcome possible incompleteness in the data [10]. This is
particularly meaningful in the context of information inte-
gration, where data sources are inherently incomplete, and
complex dependencies between data need to be expressed.
Such dependencies, combined with the reasoning capabil-
ities of DLs, are then used to determine the sources rel-
evant to answer given queries. The use of DLs in data
integration settings has been extensively explored by Ital-
ian researchers [3, Ch. 16], and has been the key factor in
the European Project DWQ. In the European Project Se-
wasie, DLs were used also to support the user in query for-
mulation, by proposing to users only ways of completing
queries that were consistent with the conceptual schema
expressed as a DL KB.

The Semantic Web, and standards of the W3C. Fi-
nally, we discuss the application of DLs to the Semantic
Web, a recent, but significant development, tightly related
to ontologies. Indeed, the language OWL, recently pro-
posed by the World Wide Web Consortium (W3C)5 as the
standard language for the Semantic Web, is in its OWL-DL
version a variant of a very expressive DL for which Euro-
pean researchers have developed recently tableaux based
reasoning procedures. A new variant of the OWL-DL lan-
guage is currently under proposal, that includes additional
constructs for which decidability has been established, but
also proposes tractable sub-languages in line with recent
results, e.g., those in [10]. A further significant contribu-
tion by Italian researchers has been in the specification of
the semantics for SPARQL, the Semantic Web query lan-
guage currently under standardization at the W3C 6.

5http://www.w3.org/
6http://www.w3.org/TR/rdf-sparql-query/
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1 What is constraint programming?

Constraint programming [9, 1, 28] is a powerful paradigm
for solving combinatorial search problems. Constraint
programming is a multi-disciplinary research area, which
combines techniques from artiÞcial intelligence, opera-
tions research, databases, graph theory, and logic program-
ming. The basic idea in constraint programming is that the
user should state his problem by means of constraints, and
a general purpose constraint solver should solve such con-
straints. A constraint solver can also be seen as a procedure
that transforms a constraint problem into an equivalent
(simpler) one. Constraints are relations, which specify the
allowed ways of combining the values of some variables.
A constraint satisfaction problem (CSP), being just a set of
constraints, states which relations should hold among the
given decision variables. For example, in scheduling ex-
ams at the university, the decision variables might be the
times and locations of different exams, and the constraints
might be on the capacity of each examination room (e.g.
we cannot schedule more students to sit exams in a given
room at any one time than the roomÕs capacity) and on the
exams scheduled at the same time (e.g. we cannot sched-
ule two exams at the same time if they share students in
common).

Given a constraint problem, a constraint solver Þnds an
assignment of values to its variables that satisÞes all the
constraints. Sometimes Þnding any solution is not enough,
but one should Þnd optimal solutions according to one or
more optimization criterion (e.g. minimizing the number
of days over which exams need to be scheduled), or Þnd
all solutions, or replace (some or all) constraints with pref-
erences, or also consider a distributed setting where con-
straints are distributed among several agents. Therefore
the original constraint-based techniques, developed since
the early 70Õs, have been extended and adapted to deal with
such needs.

Constraint solvers Þnd solutions by searching the so-
lution space systematically, such as with backtracking or

branch and bound algorithms, or use forms of local search
which may be incomplete, i.e., it may not Þnd the opti-
mal solution or a feasible one even if it exists. Systematic
methods usually use a mix of search and inference, where
inference consists of the so-called constraint propagation,
which propagating the information contained in one con-
straint to the neighboring constraints. Such kind of infer-
ence is useful since it can reduce parts of the search space.

Global constraints are often used to help modelling and
solving a problem. In fact, global constraints model com-
plex constraints that occur often in real life. Moreover, they
come equipped with special propagation procedures which
are very efÞcient to achieve a certain degree of inference
over them.

Constraint problems on Þnite domains are in general
NP-complete. However, there are several subclasses of
constraint problems which can be solved polynomially.
Ways of characterizing such classes involve the connec-
tivity structure among the variables and the constraints, or
the language to deÞne the constraints. For example, con-
straint problems where the connectivity graph has the form
of a tree are polynomial to solve.

When trying to model a real-world problem via a set
of constraints, one may realize that the problem is over-
constrained. Thus, no solution would be found if all con-
straints are considered. Actually, some constraints are
not mandatory, but should rather be modelled as prefer-
ences. Soft constraints provide a formalism to do this, as
well as techniques to Þnd an optimal solution according
to the speciÞed preferences. Many of the constraint solv-
ing methods like search and constraint propagation can be
adapted to be used with soft constraints.

Constraint programming has proven useful in important
applications from industry, business, manufacturing, and
science. Important extensions have been done encapsu-
lating Operations Research techniques in CP solvers for
solving real life applications. Example of application ar-
eas where constraint programming is now one of the most
successful technologies are scheduling, resource alloca-
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tion, timetabling, and conÞguration. However, constraint
programming has also been successfully applied to other
areas, such as timetabling, biology, and system design.

Parts of this paper are based on [37].

2 Modelling a constraint problem

Modelling a real-world problem as a CSP is not an
easy task, since many problems are ill-speciÞed and/or
over-constrained; this requires a long interaction with
whomever speciÞes the problem. It is also a very crucial
task, since the chosen model can greatly inßuence the efÞ-
ciency of the constraint solver.

Choosing a model means deciding the variables, their
domains, and the constraints that apply to these variables.

Given a problem, there are many logically equivalent
models for it. In fact, one can choose to use variables
to model different items, and, consequently, to have dif-
ferent constraints. For example, when modelling a nurse
scheduling problem in a hospital, we may assign time slots
to nurses, or nurses to time slots. In many cases, such mod-
els should not be used as alternatives, but rather as different
(redundant) components of a single model. Consistency
among such components should then be maintained; this
is usually done via so-called channelling constraints [6].
As redundant models can help, also redundant constraints
can be helpful. Redundant constraints do not add anything
to the problem semantics, but they are often used to help
prune the search space.

Global constraints are an essential ingredient of any
good model. Global constraints are complex constraints,
usually involving several variables, providing a concise
formulation of common subproblems. In fact, they rep-
resent patterns which often occur in real-life problems.
Therefore, they help generating a compact model for a
problem. Moreover, each global constraint is equipped
with a speciÞc (propagation) algorithm, which exploits the
semantics of the constraint to prune the domains of its vari-
ables as much as possible, and thus to make the search
for a solution faster. Therefore, global constraints are also
useful to solve a problem more efÞciently. The canoni-
cal example of a global constraint is the all-different con-
straint [34]. An all-different constraint over a set of vari-
ables states that the variables must be pairwise different.
The all-different constraint is widely used in practice and is
built-in in most, if not all, commercial and research-based
constraint programming systems. Hundreds of global con-
straints have been proposed [2].

Symmetries occur naturally in many problems. Con-
sider for example a university timetabling problem where
several classrooms are identical [7]. Solving a problem
whose model has a lot of symmetries may be very inefÞ-
cient, since we may waste much time visiting parts lead-
ing to symmetric solutions, or (even worse) to symmet-
ric non-solutions. Possible remedies involve adding con-
straints which eliminate symmetric solutions or modifying

the search procedure to avoid visiting symmetric states.
Classical constraints have variables ranging over Þnite

domains. However, real-world problems may need differ-
ent domains, such as reals and sets. Constraint program-
ming has therefore been extended to deal with many other
domains, to provide faithful models of real-world prob-
lems.

3 Constraint propagation

Once we have chosen a model for the problem at hand,
we must solve it via a constraint solver. Solvers usually
solve a constraint problem via searching the set of solu-
tions. However, no matter which search technique is used,
one of the key ingredient of a constraint solver is constraint
propagation. Constraint propagation is a form of inference
that modiÞes the problem without changing its semantics
(that is, the problem solutions). This inference eliminates
some local inconsistencies. A local inconsistency is an in-
stantiation of some of the variables that satisÞes the con-
straints among such variables but cannot be extended to
one or more additional variables, and thus it cannot be part
of any solution.

There are several kinds of constraint propagation, re-
lated to as many notions of local consistency. However,
arc consistency (AC) [27] is the most used local consis-
tency notion in practice. A constraint problem is arc con-
sistent if all its constraint are arc consistent. A constraint
c on two variables, say x and y, is AC if for all values in
the domain of x there is at least a value in the domain of y
that satisÞes C. If the constraint is not AC, it can be made
AC by repeatedly removing unsupported values from the
domains of its variables.

When the constraints are not binary, a generalized form
of arc-consistency, called Generalized Arc-Consistency
(GAC), is used. GAC ensures that, for each constraint, all
elements in the domain of every variables of the constraint
participate in some solution of the constraint.

Many algorithms for enforcing AC or GAC have been
proposed. They all achieve the same result but use dif-
ferent data structures or support keeping techniques, thus
having different space and time complexities. An optimal
algorithm for an arbitrary constraint has O(rdr) worst case
time complexity, where r is the arity of the constraints and
d is the size of the domains of the variables [30].

Higher levels of local consistency can be considered.
For example, path-consistency [31] is concerned with all
the triangles made of three variables and the constraints
among them. However, the higher the level of consistency,
the more expensive it is to enforce such a level of consis-
tency. So one must in general reach a tradeoff between
the cost of the constraint propagation, and the amount of
pruning achieved.

Global constraints have their own ad hoc propagation
algorithm, which enforces a certain level of consistency
among their variables. Such ad hoc algorithms are usu-
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ally much more efÞcient than general-purpose propagation
techniques such as GAC. For example, the all-different
constraint can be made GAC with its ad hoc algorithm in
O(r2d) time in the worst case, using a maximum matching
algorithm on a bipartite graph.

4 Search

Usually a CSP is solved by searching its solution space.
A search algorithm for solving a CSP can be either com-
plete or incomplete. Complete, or systematic, algorithms,
such as backtracking search, guarantee that a solution will
be found if one exists. Moreover, if the search is for an
optimal solution, then they always Þnd one of the optimal
ones. On the other hand, incomplete, or non-systematic, al-
gorithms, such as local search, may fail to Þnd a solution,
or an optimal one. However, such algorithms are often ef-
fective at Þnding a solution if one exists, and can be used
to Þnd an approximation to an optimal solution.

A search tree is just a tree where the root is the given
problem, to be solved, and where each internal node is
obtained by the addition of a branching constraint to the
father node (for instance by an instantiation of one of the
variables).

Backtracking search usually performs a depth-Þrst
traversal of the search tree. At each node, an un-
instantiated variable is selected, and one of its values is
assigned to it. The constraints of the problem are used to
check whether the new instantiation is possible. If the se-
lected variable cannot be instantiated, backtracking occurs.

Since constraint problems are NP-complete, backtrack-
ing search has an exponential worst case time complex-
ity. However, the efÞciency efÞciency of backtrack-
ing search can be improved by using heuristics for vari-
able and value selection, intelligent techniques for non-
chronological backtracking, or also by including some
form of constraint propagation at each node of the search
tree.

In fact, as noticed above, constraint propagation can
eliminate inconsistencies, thus reducing variable domains.
This can reduce the branching factor of the search tree and,
if all values are eliminated from a variable domain, it can
allow a backtracking phase to initiate earlier.

When we have to Þnd an optimal solution, branch and
bound search can be used. Depth First Branch and bound
performs, as backtracking search, a depth-Þrst traversal of
the search tree. Recently, also Best-Þrst branch and bound
has been integrated into CP solvers. At each node it keeps
an over-estimation of the quality of the complete assign-
ments below the current node, which is compared to the
quality of the best solution found so far. When the over-
estimation is worse than the current best, the subtree can
be pruned because it contains nothing better than what we
already have. The efÞciency of this algorithm depends
largely on its pruning capacity, that relies on the quality
of its over-estimation. Thus many efforts have been made

to improve it.
Tree search is not the only possibility. Local search is

fundamentally different than backtracking search: search
is performed by passing from one complete instantiation
to another one. Each complete instantiation is evaluated
by a cost function, which measures how far we are from
a solution, or from an optimal solution. For satisfaction
problems, a standard cost function is the number of con-
straints that are not satisÞed. For optimization problems,
the cost function is a measure of the solution quality.

Choices of the starting instantiation, of the neighbor-
hood, of where to move in the neighborhood, and of when
to stop are crucial for the quality of a local search algo-
rithm. For this purpose multi-starts, simulated annealing,
and tabu search have been proposed.

CP systems such as COMET [42] support local search
through facilities to propagate the consequences of change.
COMET has the same modelling power of Constraint Pro-
gramming languages, since it uses exactly the same con-
straints, but it differs in how constraints are built from a
software engineering viewpoint. In CP, constraints have
an embedded Þltering algorithm which works on domain
variables and removes inconsistent values. Every time an
event happens (like domain value removal or the variable
Þxing and the changing in a domain bound) constraints are
awaked and propagate. In COMET, constraints are again
software components that are maintained in a constraint
store and awaked each time one or more of their variables
change one value (i.e., the local search is moving from one
solution to another). Constraints are called differentiable
constraints and they maintain propertied such as the satisÞ-
ability, or the violation degree, and how much the involved
variables contribute to it. Constraints can be queried to
evaluate the effect of local moves on the properties they
preserve.

5 Soft constraints

It is often the case that, after having listed the desired con-
straints among the decision variables, there is no way to
satisfy them all. That is, the problem is over-constrained.
Even when all the constraints can be satisÞed, and there are
several solutions, such solutions appear equally good, and
there is no way to discriminate among them. These sce-
narios often occur when constraints are used to formalize
desired properties rather than requirements that cannot be
violated. Such desired properties should rather be consid-
ered as preferences, whose violation should be avoided as
far as possible. Soft constraints provide one way to model
such preferences.

There are many classes of soft constraints. Examples
are: fuzzy, possibilistic, probabilistic, weighted. In fuzzy
constraints, each assignment of the variables involved in
a constraint has a preference between 0 an 1, the prefer-
ence of a complete instantiation is the minimum prefer-
ence given by the constraints, and a complete instantiation
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is optimal if it has the highest preferences. In weighted
constraints, each constraint has a weight, the cost of an
instantiation is the sum of all weights of the violated con-
straints, and an optimal solution is a complete instantiation
with minimal cost.

The literature contains also at least two general for-
malisms to model soft constraints, of which all the classes
above are instances: semiring-based constraints [4] and
valued constraints [39]. Both formalisms rely on similar
algebraic structures, and have the same expressive power if
preferences are totally ordered. However, partially-ordered
preferences, which can be expressed in the semiring-based
formalism, can be useful in multi-criteria optimization,
since in this case there could be situations which are natu-
rally not comparable.

Soft constraint problems are as expressive, and as difÞ-
cult to solve, as constraint optimization problems, which
are just constraint problems plus an objective function. In
fact, given any soft constraint problem, we can always
build a constraint optimization problem with the same so-
lution ordering, and viceversa. Therefore, branch and
bound is a natural choice to solve such problems. As back-
tracking search can be improved by including constraint
propagation, the same can be done, in some cases, also
for branch and bound for soft constraints. Soft constraint
propagation is just an adaptation of the usual notions of
constraint propagation to soft constraints. However, while
constraint propagation in classical constraints prunes the
domains or the constraints while maintaining the same set
of solutions, in soft constraints it modiÞes (worsens) the
preferences (or the costs).

Unfortunately, in general this modiÞcation can change
the semantics of the soft constraint problem. There are
however cases where the semantics is maintained: when
preference combination is idempotent. This is for example
the case of the fuzzy constraint class, where combination
is via the min operator.

Many real problems do not rely on idempotent operators
because such operators provide insufÞcient discrimination,
and rather rely on frameworks such as weighted or lexico-
graphic constraints, which are not idempotent. For these
classes of soft constraints, equivalence can still be main-
tained, compensating the addition of new constraints by
the ÓsubtractionÓ of others. This can be done in all fair
classes of soft constraints [8], where it is possible to deÞne
the notion of ÓsubtractionÓ. Soft constraint propagation,
used within a branch and bound algorithm, can help ob-
taining a tighter over-estimation, and thus achieving more
pruning.

Soft constraints are a way to represent preferences.
There are also other ways to do this, such as CP-nets. CP-
nets and soft constraints have complementary advantages
and drawbacks. Attempts to merge them into a unique
framework have been done [12]. Preferences are also the
subject of classical voting theory, which has been recently
extended and adapted to account for multi-agent prefer-

ence aggregation based on soft constraints [32].
Soft constraints have been applied to many Þelds, such

as bioinformatics and computer security [5].

6 Hybrid CP/OR techniques

In the last decade, a very exciting research line has been
explored to improve the performances of Constraint Pro-
gramming solvers for a number of applications. A num-
ber of operations research methods have found their way
into constraint programming, see [29]. This development
is very natural, since these two techniques present many
similarities. They both describe problems via a declara-
tive model, they both are based on constraints, and tree
search is the way both techniques explore the search space.
However, while the view of constraints in CP is local, i.e.,
constraints are software components embedding a Þltering
algorithm that works locally, Operations Research tech-
niques consider the constraint set as a whole cloth, consid-
ering them all in the linear relaxation. Constraint Program-
ming is more focussed on the feasibility part, while OR
concentrates more on the optimality part. Therefore, they
show similarities and differences that suggest that their
merging could lead to advantages in both sides.

There are mainly two directions for integrating CP and
OR. The Þrst concerns the use of OR based relaxations in
CP, while the second explores problem decomposition and
faces each subproblem with the most suited solver.

6.1 Embedding relaxations into CP.

When we face a combinatorial optimization problem, an
additional Þltering w.r.t. traditional propagation can be
done. The one based on optimality reasoning, aimed at re-
moving those values that are proven sub-optimal. To do so,
Constraint Programming, more and more often, embeds al-
gorithms and techniques from Operations Research. The
use of relaxations in CP is becoming an essential compo-
nent for the efÞcient solution of hard combinatorial prob-
lems.

Relaxations can be encapsulated in different ways, the
most straightforward being the use of a linear solver as if it
was a global constraint. This techniques has been proposed
Þrst in [36] and [3] and extended by [33].

For being effective the interaction between the two
solvers should last during the overall computation. In fact,
the linear programming solver should achieve a tight inte-
gration with the standard constraint propagation.

Clearly this procedure is more effective if the bound
is tight. Therefore, Refalo [33] has proposed to tighten
the relaxation with cutting planes added during search and
coming from CP global constraints. In particular, cutting
planes can be derived from global constraints representing
sub-problems and added to the Linear Programming model
so as to tighten the overall relaxation. Refalo has provided
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many examples and shown that it is very effective in prac-
tice.

An additional way to use relaxations in Constraint Pro-
gramming is to integrate them within global constraints.
One can optimally solve the problem represented by the
global constraint plus an objective function, as it happens
for instance for the all-different constraint with costs. In
this case, we can achieve generalized arc consistency by
using for instance a network ßow algorithm [35]. If in-
stead the constraint represents an NP-hard problem, like in
case of the global path constraint for expressing the Trav-
elling Salesperson Problem, then we could embed a relax-
ation into the constraint and perform cost-based Þltering
[16]. The only requirement is that the relaxation provides
its optimal solution and a gradient function measuring the
variable-value assignment cost. Again the relaxation can
be tightened via cutting planes as proposed in [17].

6.2 Problem Decomposition

A second, very interesting, way to cope with complex hard
combinatorial problem is to decompose them in easier sub-
problems, and identify the solver most suited for each part.
Clearly the solvers should interact and exchange informa-
tion. One of the most successful examples is the CP-based
Benders Decomposition [23].

Benders decomposition has been studied in the 60Õs and
is an effective method for solving a variety of structured
problems. It is particularly suited for those problems where
Þxing a number of variables, called hard variables, makes
the problem simpler.

Instead of blindly trying tentative values for the hard
variables we can solve a master problem (which takes into
account constraints on hard variables). After Þxing hard
variables, a subproblem can be solved, taking into account
the remaining variables. The process iterates and con-
verges to the optimal solution. The iteration between the
master and the subproblem is regulated by the so called
Benders cuts.

In Operations Research, the subproblem should be a lin-
ear program while in [23] this restriction has been relaxed
deÞning the Logic-Based Benders Decomposition frame-
work. In this setting, the subproblem can be expressed as
a Constraint Satisfaction Problem.

An interesting and successful application of Logic-
based Benders Decomposition is scheduling with alterna-
tive resources [21], [22], [19]. The allocation is done via
Integer Linear Programming, while scheduling is solved
through a Constraint Programming solver. The two solvers
interact via the generation of no-goods and cutting planes.
The procedure is proved to converge to the optimal solution
and performances improve up to three order of magnitude
with respect to a single approach.

Another decomposition technique is CP-based column
generation and branch and price [15]. It is a very useful
approach for problems for which an integer-linear model

would involve too many (sometimes an exponential num-
ber of) variables. The purpose is to enable an optimal so-
lution to be found, and proven optimal, without ever con-
sidering more than a small proportion of these variables -
certainly only a number that grows polynomially with the
problem size. Therefore the problem is decomposed into
two parts: the master problem working on a subset of the
columns (variables), while the subproblem decides which
column is convenient to add to the master at the next itera-
tion.

More typically column generation is the main algorithm
and the hybridisation comes through the choice of algo-
rithms used to solve the subproblem. In the classic ap-
plication of column generation to crew scheduling, the al-
gorithm for the subproblem is often a shortest path algo-
rithm on a network whose edge costs are dual prices in-
herited from the master problem. CP-based column gener-
ation has been used for solving the travelling tournament
problems [14], crew rostering and scheduling [40] and em-
ployee timetabling [10].

7 Constraint Programming Languages

Constraints can be, and have been, embedded in many pro-
gramming environments, but some are more suitable than
others. The fact that constraints can be seen as relations or
predicates, that their conjunction is a logical and, and that
backtracking search is a basic methodology to solve them,
makes them very compatible with logic programming [26].
The addition of constraints to logic programming has given
the constraint logic programming paradigm [25, 28].

Syntactically, constraints are added to logic program-
ming by just considering a speciÞc constraint type (for ex-
ample, linear equations over the reals) and then allowing
constraints of this type to appear in the body of the clauses.
Besides the usual resolution engine of logic programming,
one has a (complete or incomplete) constraint solving sys-
tem, which is able to check the consistency of constraints
of the considered type. This simple change provides many
improvements over logic programming. First, the concept
of uniÞcation is generalized to constraint solving: the rela-
tionship between a goal and a clause (to be used in a res-
olution step) can be described not just via term equations
but via more general statements, that is, constraints. This
allows for a more general and ßexible way to control the
ßow of the computation. Second, expressing constraints by
some language (for example, linear equations and disequa-
tions) gives more compactness and structure. Finally, the
presence of an underlying constraint solver, allows for the
combination of backtracking search and constraint propa-
gation, thus generating more efÞcient complete solvers.

CLP is not only a programming language, but a pro-
gramming paradigm, which is parametric with respect to
the class of constraints used in the language. Constraint
logic programming over Þnite domains was Þrst imple-
mented in the late 80Õs by Pascal Van Hentenryck [20]
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within the language CHIP [11]. Since then, newer con-
straint propagation algorithms have been developed and
added to more recent CLP(FD) languages, like GNU Pro-
log and ECLiPSe [24]. Constraint logic programming has
also been extended to deal with sets and multi-sets, to
be able to handle both Þnite domain constraints and con-
straints over sets/multi-sets [13].

Constraint-based tools have also been provided for im-
perative languages in the form of libraries. The typical pro-
gramming languages used to develop such solvers are C++
and Java. ILOG is one the most successful companies to
produce such constraint-based libraries and tools.

Constraints have also been successfully embedded
within concurrent constraint programming [38], where
concurrent agents interact by posting and reading con-
straints in a shared store. Languages which follow this
approach to programming are AKL and Oz.

High-level modelling languages exist for modelling con-
straint problems and specifying search strategies. For ex-
ample, OPL [41] is a modelling language in which con-
straint problems can be naturally modelled and the desired
search strategy easily speciÞed, while COMET is an OO
programming language for constraint-based local search
[42]. CHR (Constraint Handling Rules) is instead a rule-
based language related to CLP where constraint solvers
can be easily modelled [18].

8 Promising research directions

When using a constraint solver, often it is not easy to un-
derstand what went wrong, or why a certain solution is re-
turned rather than another one. Explanation tools could
greatly help in making constraint technology easier to use.
system.

Preference elicitation allows users to intelligently inter-
act with a constraint system without being forced to state
all their constraints, or preferences, at the beginning of the
interaction. This can also be useful in scenarios where the
users want to avoid revealing all their preferences, for ex-
ample for privacy reasons.

Even when the user is willing to state all the information
at the beginning of the interaction, sometimes it may be
difÞcult for him to actually state it in terms of constraints.
For example, it could be easier to state examples of de-
sirable or unacceptable solutions. In this cases, machine
learning techniques can be helpful to learn the constraints
from the partial and possibly imprecise user statements.

Uncertainty occurs in many real-life situations. in-
volve stochastic constraint programming, possibilistic con-
straints, and quantiÞed constraints. More work is needed to
handle uncertainty and thus make constraint programming
more widely usable.

Fruitful cross-fertilizations with related areas of re-
search, such as SAT, Operations Research, knowledge rep-
resentation, multi-agent systems, and belief revision, will

certainly produce many useful results for constraint pro-
gramming and its applications.
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1 Introduction

The design of autonomous systems able to interact with
the environment to accomplish complex goals, such as in-
telligent agents, autonomous robots and unmanned vehi-
cles, requires to reason about how and when to act, and
about the effects of system actions in the world and along
the timeline. Automated Planning and Scheduling (P&S)
[26] is the area of ArtiÞcial Intelligence which concerns
models and techniques for synthesizing and maintaining
plans of actions, strategies of execution, and resource al-
location policies which allow us to realize complex tasks.
More precisely, planning is the process of synthesizing se-
quences of actions or activities which accomplish a desired
goal from an initial state, while scheduling focuses on the
process of allocating given activities and resources in time
while respecting various types of constraints such as ca-
pacity, precedence and duration.

Planning. Since its very Þrst origin with the classical work
of Fikes et al. [22], automated planning has been given
a formal logical characterization consisting in an agent-
centric point of view, where the agent executes actions
which modify the world allowing it to obtain a desired sit-
uation or goal. Nevertheless, the toy problems typical of
classical literature present challenges which are different
from those arising in more realistic application domains.
Real-sized planning domains are affected by combinato-
rial complexity of different nature (see [4, 21] and many
others for complexity results) and for this reason a large
part of early and current research efforts focus on search
control techniques. Some of the approaches use represen-
tations and techniques specially designed for general plan-
ning domains (e.g., state-space search, plan space search,
planning graph based search, heuristic search), while other
techniques are based on the reduction of planning to a
known problem, such as the Constraint Satisfaction Prob-
lem (CSP), model checking or propositional satisÞability
(SAT) to take advantage of specialized solvers for those
problems. Moreover, the requirement of relaxing various

limits and restrictions of the classical planning approach,
like atomicity of time and the closed world assumption, led
to investigate several approaches, such as models which al-
low us to specify constraints on time and metric quantities,
and models for planning under uncertainty. An inßuential
initiative for the area has been the international planning
competition (IPC) held every other year since 1998. The
competition has led to a signiÞcant improvement in the per-
formance of planners over the years, and has fostered the
development of problems with increasingly complex fea-
tures. Functional to the competition has been the develop-
ment of PDDL (Planning Domain DeÞnition Language), a
language for modeling planning domains.

Scheduling. The scheduling problem has been studied
extensively in Management Science, Operations Research
and AI. Early AI research focused on the representation of
ill-structured domain features which are difÞcult to capture
in terms of mathematical modeling, and on search con-
trol through reasoning on domain constraints, e.g., [23].
The collection [47] gives a quite exhaustive perspective on
scheduling research from the 80s and early 90s. Similarly
to most of AI of the early days, this work shows how sev-
eral scheduling systems have been successful and inßuen-
tial, e.g., ISIS, OPIS, etc., although the scientiÞc princi-
ples underlying that research were mostly hidden within
the complexity of the system architectures. AI research
on scheduling has signiÞcantly evolved over the last Þf-
teen years and the principles behind the early work have
emerged, the reproducibility of techniques has been as-
sessed, and a bulk of new results has allowed contributions
of AI studies in the multidisciplinary scheduling arena.
Very important for this advancement has been the positive
interaction of early work with the studies on Constraint
Satisfaction (CSP) or Constraint Programming. The dis-
tinctions between modeling (variable and constraints), de-
ductions (propagation rules) and decisions (heuristic rea-
soning and choices) contributed to clarify various aspects
related to the integration of techniques, thus allowing us to
solve increasingly complex scheduling problems.
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Operator: Move_to
Parameters: ?vehicle ?from ?to
Preconds: (at ?vehicle ?from) (road ?from ?to)
Effects: (at ?vehicle ?to) at ?vehicle ?from)

Operator: load
Parameters: ?vehicle ?obj ?place
Preconds: (at ?obj ?place) (at ?vehicle ?place)
Effects: (into ?vehicle ?obj) not(at ?obj ?place)

Operator: unload
Parameters: ?vehicle ?obj ?place
Preconds: (into ?vehicle ?obj) (at ?vehicle ?place)
Effects: (at ?obj ?place) not(into ?vehicle ?obj)

Figure 1: A simple domain

P&S Applications. Although its origins can be attributed
to distinct groups of people, research in P&S has merged
into AI to shape a unique Þeld of study. Instrumental in
the integration of efforts has been the emergence of a num-
ber of application areas in which there is no or very little
distinction between causal reasoning, i.e., how to synthe-
size a plan which achieves a goal (planning), and how to
allocate resources for the plan (scheduling). These two as-
pects of problem solving were not separated but part of a
continuum, and the emergence of these domains led to a
dedicated research line which is quite complementary to
the integration of ÒclassicalÓ P&S techniques. For exam-
ple, a leading application area for this Þeld is space mission
support, and one of the most notable projects in this are has
been the DS-1 Experiment in 1999 [31] that showed how
AI planning and scheduling technology can be integrated
in a closed loop for autonomous control of a spacecraft in
deep space. The experiment shows how the synthetic as-
pect of planning, deciding what to do, cannot be easily sep-
arated from reasoning on a continuous temporal evolution,
e.g., complex temporal constraints, and on the availability
of on-board resources for accomplishing the plan.

2 The Classical Planning Problem

A planning problem, according to the formulation usually
referred to as classical planning, is the problem of Þnd-
ing a sequence of actions, or instances of operators, which
transforms an initial state into the desired goal state of the
world. More formally, a planning problem is given by a
4-ple (A, I,O,G), where A is a set of ßuents, or proposi-
tions, used to characterize states. A planning state s ∈ S
is an assignment of truth values to ßuents s : A → {T, F}
which describes a state of affairs in the domain. I and
G respectively describe the initial and goal state. O is a
set of operators o ∈ O which transform states into states
o : S → S. A prominent feature which is common to most
planning models is the description of domain operators in
terms of preconditions and effects. Operator preconditions
are logical formulae over ßuents, which must be veriÞed
before the action is executed, while effects establish which
conditions hold on ßuents after action execution.

An Example. Suppose that we are modeling a trans-
portation planning domain where three operators, namely
move to, load and unload are available, respectively de-

Figure 2: Initial and Þnal states

scribing movements of vehicles between cities, and load-
ing/unloading of objects on vehicles. A possible precon-
ditions/effects description of operator move to is given in
Fig. 1. It establishes that a vehicle can move from a start-
ing location to a destination, if the vehicle is at the starting
point and there exists a road connecting the two locations.
The effect, i.e. the consequence, of executing the action is
that the vehicle is no longer at the starting position, while,
in the new state, it is at the destination location. Similarly,
load establishes that an object can be loaded into a vehicle
if it is in the same location as the vehicle, thus making the
property into hold between the object and the vehicle. The
unload operator describes the opposite state transforma-
tion. It should be noted that some properties, such as road,
are not mentioned in the effects, meaning that the corre-
sponding ßuent values persist in the next state. A problem
instance for this domain could be given by an initial state
which describes a road map of connections, objects and
vehicles distributed among locations. For instance, let the
initial state be the following
I={ (road_A_B) (road_B_C) (road_B_D)

(road_B_A) (road_C_B) (road_D_B)
(at_car1_A) (at_obj1_D) (at_obj2_C) }

and the goal state
G={ (at_obj1_C) (at_obj2_C) (at_car1_A) }

which requires that in the Þnal state all objects must be
in location C and car1 is back in the initial location A.
The initial state and the required Þnal goal state of the
world are illustrated in Fig. 2. Despite the simplicity of the
modeling formalism, the preconditions/effects approach is
fairly general since quite diverse domains can be described.
However, it has to be pointed out that the classical charac-
terization of planning we have just described is based on
some underlying simplifying hypotheses: the closed world
assumption, i.e. the initial state of the world is completely
known to the planner; atomic time and sequential actions,
i.e., executing an action causes a state transition which is
considered atomic and instantaneous, because the model
does not describe what is happening during its execution,
thus the only signiÞcant relation among actions is prece-
dence; deterministic effects, i.e., there is no uncertainty
about action execution Ñ once an action is executed the
next state is completely determined by its effects, so ac-
tions cannot fail and external events are not possible since
a state change cannot happen without an action causing it.
Several research works are proposing extensions in order
to overcome the limits and the applicability of the classical
model to real world problems.
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Extending the basic model. One important extension
consists in introducing into planning models the ability to
manage resources and time constraints by attaching num-
bers and metric quantities to action descriptions. The idea
is to extend the concept of planning state by introducing
numerical variables, which represent the state of resources
and other costs, and extending, accordingly, the concept
of numerical preconditions and numerical effects, the lat-
ter establishing how the variables are updated as a conse-
quence of action execution. For instance, the description
of operator move to can be enriched with a numerical pre-
condition about the metric quantities fuel and distance as
(distance ?from ?to ?km)
(> (fuel ?vehicle) (multiply ?km 1/8))

which requires to have enough fuel before applying the ac-
tion. Moreover the numerical effect
(decrease(fuel ?vehicle)(multiply ?km 1/8))
(increase elapsed_time (divide ?km 50))

establishes how to decrease the fuel amount and how to
compute the total elapsed execution time, assuming, for
instance, a consumption of 8 litres per kilometer, and an
average speed of 50 km/h. Similarly, making reference to
starting/ending instants of actions allows to describe so-
phisticated scheduling constraints and goals in the plan-
ning problem. For instance, a possible numerical goal
could be
G={(at_obj1_C)
(>= (minus (end_move_AB) (start_moveAB) 1/2)
(>= (fuel_car1) 40)}

which requires to move obj1 at location C from A to B in
less than half an hour, and still having at least 40 litres of
fuel at the end of the plan. A quite natural further exten-
sion, derived from the introduction of numerical quantities,
is to see planning as an optimization problem, in which one
wants to obtain an admissible solution plan, i.e. it reaches
the goals, and minimize/maximize some linear or nonlin-
ear metric of costs or utilities, such as for instance
minimize(10*elapsed_time - 2*fuel_car1)

Moreover many planning models extend the expressive-
ness of the language with the possibility of using both
quantiÞers, e.g., using goal expressions like
(for_each ?obj (at C ?obj)),

conditional effects, and abstract action descriptions, where,
for instance, the operator transfer to is an abstraction of
more detailed operators such as drive to and ßight to.
Time is devoted a special treatment in the extensions pro-
posed to classical planning. Models exist which allow: ac-
tion duration, parallelism, complex temporal constraints,
external timed events and continuous time dependent quan-
tities.

A further issue in planning has concerned the speciÞ-
cation of explicit search control knowledge. The most
used approach in this respect are Hierarchical Task Net-
work (HTN) models [19, 20]. HTN is based on the notion
of activity decomposition. The domain knowledge pro-
vided in HTN models describes how complex high level
tasks can be decomposed into inter-related subtasks down
to primitive tasks, e.g., the abstract task of Òtransferring
objects from one place to anotherÓ is decomposed into the

sequence of subtasks: Òload objects into a vehicleÓ, Òtrans-
port to destinationÓ and Òunload themÓ. A HTN planner
is submitted some high level task as a goal, and the plan
synthesis consists in a continuous activity of subtask ex-
pansions and plan reÞnement until a consistent network
of primitive actions is obtained. HTN planners have been
used successfully as the base of many practical planning
systems, because they entail the Òhow toÓ procedural vi-
sion of the domain expert and the consequent limitation of
search from Þrst principles that characterizes the classical
approaches. Their excellent performance is mainly due to
the fact that procedural knowledge is encoded into the de-
composition hierarchy. On the other hand, a drawback of
HTN planners is the reduced ßexibility, since they are un-
able to handle tasks that were not explicitly anticipated by
the designer, even if the available primitive actions are suf-
Þcient for constructing a suitable solution plan.

Research progression. Research in planning evolved sig-
niÞcantly over the last 20 years. At least two aspects are
worth reminding, namely the introduction of the concept of
planning graph [5], and the idea of planning as satisÞability
[29, 30]. In the work of Blum and Furst [5] the classical
idea of search in the state space is revived by a success-
ful planner, Graphplan, which signiÞcantly outperformed
any previous partial order planner. Graphplan certainly ex-
ploited the increased availability of memory and comput-
ing resources, but its key point was a very powerful struc-
ture, the planning graph. The planning graph can be seen
as a very compact form of reachability tree [28], which
represents the search space and some structural constraints
of the problem until a Þxed depth k. In the original work,
the solution plan is extracted with a backward depth Þrst
search. Graphplan generated a huge amount of work (an
example is [1]) concerning algorithms for solution extrac-
tion ranging from forward search to non-directional and
heuristic search, as well as techniques for preprocessing,
compacting and extending the planning graph structure.
While previous research has been biased by a constructive
approach to plan synthesis, the key idea in Graphplan con-
sists in unfolding the domain theory into a specialized data
structure and in the development of search techniques that
reason on what is Òin the domainÓ and not only on what
is Òin the current planÓ. The work of Kautz and Selman
[29] marked the Þrst idea of solving planning by reduction
to another known problem, namely the propositional sat-
isÞability problem (SAT). Exploiting, again, the planning
graph, it was possible to devise Blackbox [30], a planner
which iteratively transformed each expansion of the plan-
ning graph into a propositional formula and submits it to
a SAT solver. A satisfying assignment of the formula rep-
resents a solution plan, and iterative expansion/encoding
steps either yield a plan or a termination condition sig-
nifying that no plan exists is eventually reached. Using
a standard representation for the formula, any available
SAT solver from a standard library can be employed as
a planner. Many techniques for propositional encoding of
planning problems have been proposed by various authors.

CONTRIBUTI SCIENTIFICI

37Anno III,  N° 1/2, Marzo-Giugno 2006



Disregarding the theoretical aspects of planning as SAT,
the remarkable contribution of Blackbox has been the gen-
eral idea of approaching planning by problem reduction
techniques. The Blackbox approach, in fact, decomposes
the problem of planning into the two distinct sub-problems
of Þnding the best encoding, and Þnding the best solver.
Moreover, in a problem reduction scheme, the planner ben-
eÞts from the improvements and research results in the tar-
geted solvers. Successively, the problem reduction scheme
has been used in several lines of planning research: CSP
encoding has been extensively applied to planning [44, 17],
as well as reduction to Integer Linear Programming (ILP)
for planning with metric constraints and optimization goals
[6, 45]. A further encoding uses model-checking tech-
niques, e.g., [12, 18].

Addressing nondeterministic. Relaxing the closed world
and deterministic assumptions of the classical approach
has major consequences in the planning model, and in the
same notion of solution plan. More realistic hypotheses
can be assumed: actions can fail during execution; ac-
tions cannot produce the expected effects; the state of the
world is not completely known, and it can change in an
unpredictable way due to events which are not under the
control of the planner. Moreover, we should assume the
capacity of sensing the world during planning execution.
Under these hypotheses a solution plan cannot be a pre-
determined sequence of actions, but it should reßect the
possible courses of execution. This is the case of con-
tingency planning models which extend the classical ap-
proach by building solution plans with conditional con-
structs for the various contingencies which can be detected
during the execution. Following this same idea, a bulk
of research concerned the coupling of planning and exe-
cution, e.g., [33], the synthesis of Òuniversal plansÓ [40],
a variant of the planning problem known as conformant
planning [41, 13, 9], or planning with incomplete informa-
tion and sensing [38, 14, 37]. All of them introduce into the
classical framework the issues of robustness of a plan with
respect to ÒexpectedÓ contingencies during execution. A
fairly different approach to planning with uncertainty is to
model the probabilistic nature of transitions between states
by the widely used techniques of Markov Decision Pro-
cesses (MDPs) [15, 8]. The action outcomes are labeled
with their respective probabilities, and the notion of plan is
represented in these models by the concept of policy, i.e., a
decision structure which speciÞes which action should be
taken in any possible situation. Models based on Partially
Observable MPDs (POMDPs) allow us to manage situa-
tions where, as in the real cases, limited sensors and cost
of sensing activity does not allow a complete observabil-
ity of the resulting state. MDP and POMDP based plan-
ners face the main difÞculty of the size of the state space,
and an inadequate representation of time which is gener-
ally assumed to be atomic. However these techniques have
proven to be useful and effective in some speciÞc domains
such as robot navigation tasks.

The planning competition. The Þrst planning competi-
tion was held in 1998 and driven by Drew McDermott,
who also led the effort to synthesize the Þrst release of
PDDL [35] as an interlingua to allow the comparison of
planners on the same problems and domains. For the Þrst
time planners become comparable in a measurable way, al-
beit on an extension of the classical model. In later work
PDDL has been signiÞcantly extended to deal for example
with durative actions and numeric variables, and more re-
cently to include preferences and plan constraints Ñ see
the site http://zeus.ing.unibs.it/ipc-5/ for details. Since
2004, a competition on nondeterministic domains is also
held. A clear positive effect of the competition has been
the improvement of performance of planning systems and
the fostering of innovative ideas. As an example it is worth
mentioning a number of planners that have shown excel-
lence in the various IPCs, and afterwards have been inßu-
ential for the whole area, such as HSP [7], FF [27], LPG
[25], CPT [46] and others. A side effect of the success of
the IPC could be the focalization of research topics around
issues relevant to the advancements of the competition with
a decrease of intellectual efforts on a number of connected
research topics. In particular the bias represented by the
speciÞc language used in the competition can limit some
of the possible developments on generalized planning lan-
guages for real world applications.

3 Constraint-Based Scheduling

A complete account of scheduling techniques is outside the
scope of this paper. We here present shortly the problem,
a single example of state of the art AI scheduling technol-
ogy, and then provide some comments with respect to the
integration with planning techniques.

A scheduling problem. Scheduling is primarily con-
cerned with Þguring out when a set of predeÞned tasks
should be executed so that the Þnal solution guarantees
ÒgoodÓ performance relatively to the optimization of an
objective function. Let us focus on a family of problems
known as project scheduling, whose main elements are the
following: (a) a set A = {a1, . . . , an} of activities or
tasks. Every activity is characterized by a processing time
pi; (b) a set R = {r1, . . . , rm} describing the resources
required to execute the activities. The execution of each
activity ai can require an amount reqik of resource rk dur-
ing its processing time. Various kinds of resources can be
taken into account: disjunctive or cumulative, renewable or
consumable, among others; (c) constraints: the constraints
are rules that limit the possible allocations of the activi-
ties. They can be divided into two types: (1) resource con-
straints limit the maximum capacity of each resource. For
example, there may only be a certain number of machines
or people available to work on some activities at any given
time; (2) temporal constraints impose limitations on the
times in which activities can be scheduled. A binary con-
straint is imposed between two activities, for instance in or-
der to mutually bind the instant of occurrence of their start
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times. Such constraints are often formulated as bounds on
differences between activity start/end time points [16]. A
scheduling problem consists in computing a consistent as-
signment of start and end times for each activity satisfying
both resource and temporal constraints while optimizing a
certain evaluation function, e.g., the early Þnish time of the
whole set of activities or makespan. The particular con-
straints expressed in project scheduling problems are in-
teresting because they allow to model a quite broad range
of real domains that require modeling causal relations be-
tween activities, coordination between multiple steps, and
a rich variety of time and resource constraints.

CSPs and scheduling. Scheduling problems are very hard
problems: for instance, simple scheduling problems like
job-shop scheduling are NP-hard [24]. Therefore, schedul-
ing represents an important application for constraint di-
rected search. A Constraint Satisfaction Problem (CSP)
consists of a network of constraints deÞned over a set of
variables where a solution is an assignment to the vari-
ables that satisÞes all constraints. Constraint Programming
is an approach to solving combinatorial optimization prob-
lems based on the CSP representation [34]. The framework
involves the combination of sophisticated search technol-
ogy and constraint propagation. Constraint propagation ac-
tively uses constraints to prune the search space. These
propagation techniques are generally polynomial w.r.t. the
size of the problem, and aim at reducing the domains of
variables involved in the constraints by removing the val-
ues that cannot be part of any feasible solution. Various
techniques with distinct pruning power can be deÞned for
different types of constraints. The search for a solution
to a CSP can be viewed as modifying a constraint graph
by adding and removing constraints, where the constraint
graph is an evolving representation of the search state, and
a solution is a state with a single value remaining in the
domain of each variable, and all constraints are satisÞed.
Several constraint programming approaches have been de-
veloped in this direction. For instance, the reader can re-
fer to [2] for a thorough analysis of constraint-based tech-
niques for scheduling problems. The work of constraint-
directed scheduling of the 80s (see for example [42, 39])
developed into Constraint-based Scheduling approaches in
the late 90s (see for example [36, 3]). These approaches
are based on the representation of a scheduling problem
and the search for a solution to it by focusing upon the
constraints in the problem. A typical formulation of the
problem is that of Þnding a consistent assignment of start
times for each goal activity. Under this model, decision
variables are time points that designate the start times of
various activities and CSP search focuses on determining
a consistent assignment of start time values.

Precedence constraint posting. Other approaches to
scheduling operate with a problem formulation more akin
to least-commitment frameworks. According to this
formulation, referred to as Precedence Constraint Post-
ing [43, 11], the goal is to post sufÞcient additional prece-
dence constraints between pairs of activities for the pur-

Figure 3: Precedence Constraint Posting Schema

pose of pruning all inconsistent allocations of resources to
activities. This short section shows a basic method to gen-
erate solutions to project scheduling proposed in [11] for
problems with binary resources, and then extended to more
general problems in later work, e.g., [10]. It is is based on
the fact that the relevant events on a scheduling problem
can be represented as a temporal CSP, usually called Sim-
ple Temporal Problem (STP) [16].

The search schema used in this approach focuses on de-
cision variables which represent conßicts in the use of the
available resources; the solving process proceeds by or-
dering pairs of activities until all the current resource vi-
olations are removed. This approach is usually referred
to as the Precedence Constraint Posting (PCP) because it
revolves around imposing precedence constraints to solve
the resource conßicts, rather than Þxing rigid values to the
start times. The general schema of these approaches is de-
scribed in Fig. 3. It consists in representing, analyzing, and
solving various aspects of the problem in two separate lay-
ers, namely the temporal layer and the resource layer. In
the former, the temporal aspects of the scheduling problem
like activity durations, constraints between pairs of activi-
ties, due dates, release time, etc., are considered. The lat-
ter represents and reasons upon the resource aspects of the
problem.

Reasoning on time and resource constraints. The
temporal aspects of scheduling problems are represented
through an STP (simple temporal problem) network [16].
This is a temporal graph in which the set of nodes repre-
sents a set of temporal variables named time points, tpi,
while temporal constraints, of the form tpi − tpj ≤ dij ,
deÞne the distances among them. Each time point has ini-
tially a domain of possible values equal to [0,H] where
H is the horizon of the problem (H can be inÞnite). The
problem is represented by associating with each activity a
pair of time points which represent, respectively, the start
and the end time of the activity. A temporal constraint
between two time-points may deÞne either ordering con-
straints between two activities (when the two time-points
do not belong to the same activity) or activity durations
(when the two time-points belong to the same activity).
By propagating the temporal constraints, it is possible to
bound the domains of each time point, tpi ∈ [lbi, ubi]. In
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the case of empty domains for one or more time points
the temporal graph does not admit any solution. The STP
propagation is polynomial [16]. The temporal layer main-
tains in polynomial time (using constraint propagation) a
set of solutions deÞned by a temporal graph. This result
is taken as input by the second layer. The resource layer
takes into account the other aspect of the scheduling prob-
lem, namely resources. The problem is that there are con-
straints on resource utilization (i.e., capacity). Resources
can be single- or multi-capacity, and reusable or consum-
able. The input of this layer is a temporally ßexible so-
lution Ñ a set of temporal solutions. Like in the previ-
ous layer, it is possible to use constraint propagation (i.e.,
resource propagation) to reduce the search space. Even
though there are several methodologies described in the
literature (e.g., see [36, 32]) these are not sufÞcient in gen-
eral. In fact they are not complete, that is, they are not able
to prune all inconsistent temporal solutions. Therefore, it
is necessary to introduce a method for deciding among the
possible alternatives. For this reason a PCP procedure uses
a Resource ProÞle to analyze resource usage over time and
detect periods of resource violations and the set of activi-
ties, or contention peaks, which create this situation. The
procedure then proceeds to post additional constraints on
the time layer to level (or solve) one or more detected con-
tention peaks. These new constraints are propagated in the
time layer to check the temporal consistency. Then the
time layer provides a new temporally ßexible solution that
is analyzed again using the resource proÞles. The search
stops when either the temporal graph becomes inconsis-
tent or the resource proÞles are consistent with the resource
capacities. The outcome of a PCP solver is a STP that
not only contains the temporal constraints belonging to the
initial problem, but also the additional precedences which
have been added during the resolution process. If we ob-
serve Fig. 3 at a higher level of abstraction we may say that
solving a scheduling problem can be seen as the problem
of synthesizing temporal evolutions of the resource pro-
Þles that are consistent with all the problem constraints. In
addition, the PCP method shows quite well how the pro-
cess of solving a scheduling problem consists in reasoning
on time and resource constraints in order to Òcreate spaceÓ
on the resource allocation of activities with the aim of rul-
ing out contention peaks. This Òpeak-ßatteningÓ procedure
represents the combinatorial core of the scheduling pro-
cess. Given its high computational complexity, peak ßat-
tening is carried out with incomplete algorithms.

Integrating planning and scheduling. Going back to how
the current temporal planners represent resources, that is
by means of numeric variables, it is possible to see what is
missing to exactly integrate the two types of reasoning into
more powerful solvers. The main activity of planners con-
sists of deciding action selection, while Òcreating spaceÓ
on resources cannot be reasoned upon explicitly and is con-
sidered somehow a side effect of the planning activity. As a
consequence, for problems strongly characterized by com-
plex resource constraints, the performance of current plan-

ner somehow relies on search tools that reason on planning
knowledge and, as a consequence, are not tailored for re-
source reasoning. This is an area for further research to
create a generation of solvers that take complete advantage
from both research traditions.

4 Current Research Scenario

The current research arena has more ramiÞcations with re-
spect to those described here. In particular, most of the
current efforts focus on the problem with planning in non-
deterministic domains and a signiÞcant part of the com-
munity is interested in developing techniques for either
decision-theoretic, probabilistic and conformant planning
with several combinations of those features. These re-
search directions require a speciÞc survey. A scheduling
counterpart of these efforts is concerned with schedule ro-
bustness, a topic that is attracting increasing research. Re-
lated to this is the problem of P&S and execution, an issue
which is relevant for all applications connected to auton-
omy. A set of issues are connected to the problem of cre-
ating P&S technology which is deployable to solve real-
world problems. In this context, a few very important top-
ics which are somewhat under-addressed are knowledge
acquisition, knowledge engineering, validation and reÞne-
ment, as well as problems connected with user-interaction,
such as mixed-initiative problem solving and automated
explanation generation. In general, there is an increasing
awareness of the fact that, in order to include P&S in real
domains, research should not be centered only on search
control but it should also focus on a more general approach
to the problem of plan life-cycle management.
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1 Introduction

Diagnosing a disease in a patient or singling our a fault
in a complex device has often been considered a hard task
requiring a signiÞcant amount of competence and experi-
ence. So, it is not surprising that diagnosis has been one
of the main tasks (probably the most relevant) investigated
when the Þrst knowledge-based systems (KBS) have been
developed in the late seventies. KBS supporting medical
diagnosis have played a major role not only to make popu-
lar the adoption of production rules but also to develop the
notion itself of frames. If we look carefully at these diag-
nostic systems we realize that in most cases the knowledge
is represented as patterns of the form

Symptoms ⇒ Diagnostic hypothesis

In many cases the relations are much more complex in-
volving a number of intermediate conclusions and in some
cases also a taxonomy of diagnostic hypotheses. An in-
depth analysis of the structure of these diagnostic systems
showed that diagnosis has been reduced to classiÞcation,
that is the goal of the diagnostic system is to identify the
diagnostic hypothesis which is better supported by the data
available for the speciÞc diagnostic case. In particular, [13]
showed that many of the early diagnostic systems follow a
pattern called Heuristic classiÞcation.

While this approach has resulted very successful in
some domains, there are a number of open questions con-
cerning the ability of handling multiple faults, of dealing
with symptom masking (two faults may compensate each
other so that symptoms are cancelled), of taking into con-
sideration the evolution of the faults.

In the second half of eighties a number of pioneers
started to propose a quite different approach to diagnosis:
instead of exploiting knowledge coming from human ex-
perts, they proposed to use a model of the system to be
diagnosed. Since then the notion of Model-Based Diagno-
sis (MBD) has been introduced (see [27] for an overview
of the work done in the Þrst years and the special issue of
AI Mag. for recent developments [1]). While the notions

of model can be quite diverse (see following paragraph),
in most cases the model was intended to be a qualitative
model of the behavior of the system, relating variables
corresponding to the status of components of the systems,
their internal states, inputs and outputs. Given such mod-
els, predictions of the system behavior can be generated.
Thus, the diagnostic task consists in evaluating whether
there is some discrepancy between the actual values of the
observations and the values of the observations predicted
by the model when the inputs are known and the health
status of the system is OK. If such a discrepancy is singled
out, then the diagnostic process has to single out which
parts (or components) of the system are faulty and which
is (are) the speciÞc fault(s).

The goal of the diagnostic process can then be articu-
lated more precisely: we can distinguish among fault de-
tection (automatic detection of deviations from the nomi-
nal behavior), fault localization (singling out one or more
components where the fault is localized) and fault identiÞ-
cation (singling out the speciÞc fault).

Let us introduce the notions of model and diagnosis by
means of a simple example: an AND gate in a digital cir-
cuit. The basic knowledge about its behavior can be rep-
resented by means of a set of clauses (see Þgure 1). The
Þrst clause can be read as: for any X that is an AND gate
and that is not faulty (OK(X)) and whose two inputs have
value 0, then the output of X has value 0. The following
three clauses complete the description of the behavior of
any AND gate when the gate behaves nominally. The nom-
inal behavior is essential for fault detection. Let us assume
that in a speciÞc AND gate A1 the two inputs have value 0
and 1 respectively ( i.e., In1(A1, 0) and In2(A1, 1)). By
using the model of the generic gate AND we can infer that
expected value of A1 is 0 (i.e., Out(A1, 0)). If we have
observed (measured) that Out(A1, 1) there is discrepancy
so a fault has been detected. If one has at disposal just the
model of the nominal behavior, the only conclusion is not
OK(A1), that is the A1 does not behaves properly. How-
ever, if one has at disposal the fault model of a generic
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AndG(X ) ∧ OK (X ) ∧ In1 (X , 0 ) ∧ In2 (X , 0 ) ⇒ Out(X , 0 )
AndG(X ) ∧ OK (X ) ∧ In1 (X , 1 ) ∧ In2 (X , 0 ) ⇒ Out(X , 0 )
AndG(X ) ∧ OK (X ) ∧ In1 (X , 0 ) ∧ In2 (X , 1 ) ⇒ Out(X , 0 )
AndG(X ) ∧ OK (X ) ∧ In1 (X , 1 ) ∧ In2 (X , 1 ) ⇒ Out(X , 1 )
AndG(X ) ∧ Sa0 (X ) ⇒ Out(X , 0 )
AndG(X ) ∧ Sa1 (X ) ⇒ Out(X , 1 )

Figure 1: the nominal and faulty model of an AND gate

AND gate, also the step of fault identiÞcation is possible.
In particular, Þgure 1 reports the faulty behavior when the
AND gate is ÒStuck at 0Ó (represented by the predicate
Sa0(X)) or is ÒStuck at 1Ó (Sa1(X)). Coming back to
the case of A1, it is easy to see that the detected discrep-
ancy between the predicted value and the observed one can
be now explained and it is possible to infer Sa1(A1), that
is we have been able to identify the fault. This trivial ex-
ample shows that there is a relation between the amount of
knowledge available for modeling the system to be diag-
nosed and the kind of results that MBD can provide.

The domain knowledge about a generic AND gate can
be considered as a part of a model library relative to com-
binatorial digital circuits. If such a library contains models
for gates of type OR, NOT, XOR, etc., it is easy to see that
a model of a speciÞc combinatorial circuit can be built by
exploiting the model library and the description of the cir-
cuit in terms of components and connections among com-
ponents.

If we have to diagnose a circuit, it is easy to imagine
that the detection of one or more discrepancies may be ex-
plained in many different ways, that is the occurrence of
a fault in different logical gates may explain the observa-
tions. In some complex case, no single fault (that is the
fault of a single logical gate) can explain the observations,
so the diagnosis has to involve a number of concomitant
faults. In this case it is no more possible to conceive diag-
nosis as a form of classiÞcation. On the contrary, diagnosis
has to be seen as a synthetic task where the solution has to
be assembled by combining the nominal and faulty behav-
ior of the components in order to explain the observations.

2 Formal issues

One of the achievements of MBD is the formalization of
the diagnostic process; precise semantics can be given to
terms such as Òexplain observationsÓ. The pioneering work
in [45] and in [23] started an analysis of the notion of di-
agnosis. In the following we report a formalization that
is quite general and is valid for static systems (see next
section for the temporal dimension). Let us start from the
deÞnition of the notion of system description.

DeÞnition 1 A System Description (SD) is a pair:

- SV is the set of variables partitioned in INPUTS
(system inputs), COMPS (components of the sys-
tem), INTV ARS (non observable internal variables and

OBS (observable variables). DOM(v) denotes the Þ-
nite domain of variable v ∈ SV; in particular, for each
C ∈ COMPS, DOM(C) consists in the list of behav-
ioral modes for C (an ok mode and a set of fault modes)

- DT (Domain Theory) is a set of logical formulas de-
Þned over SV representing the instantaneous behavior
of the system (under normal and abnormal conditions).

DeÞnition 2 A Diagnostic Problem is a tuple DP = (SD,
X , Y) where:
- SD is a System Description
- X is an instantiation of the INPUTS variables, that is
the actual value of the inputs
-Y is an instantiation of the OBS variables, that is the ac-
tual value of the observable internal variables.

We are now in the position of deÞning the notion of diagno-
sis. Actually, the formal framework allows to distinguish
between different characterizations of diagnosis.

DeÞnition 3 Given a diagnostic problem DP = (SD, X ,
Y), let D be an instantiation of COMPS (that is D speciÞes
a behavioral mode for each component C ∈ COMPS). D
is a consistent diagnosis for DP iff DT ∪ X ∪ Y ∪ D � ⊥
This deÞnition requires that the behavioral modes of the
components of the system do not cause any contradiction
with the actual observations Y when the inputs are X .

A stronger notion of explanation imposes the additional
requirement that the diagnosis D entails the observations
(abductive diagnosis).

DeÞnition 4 Given a diagnostic problem DP = (SD, X ,
Y), let D be an instantiation of COMPS. D is an abductive
diagnosis for DP iff DT ∪ X ∪ Y ∪ D � ⊥ and ∀m(x) ∈
Y;DT ∪ X ∪ D  m(x)

Abductive diagnosis is stronger than consistenccy-based
diagnosis: all abductive diagnoses are consistency-based
diagnoses, but the vice-versa is not true. [20] shows that
the consistent characterization and the abductive one of di-
agnosis are just two extremes of a spectrum where var-
ious form of integration are possible: the most suitable
characterization of the diagnosis depends on the amount
of knowledge available for the system to be diagnosed 1.

Other formal characterizations of diagnosis have been
proposed: [32] discusses a set theoretic characterizations
while [26] a probabilistic one.

3 Modelling systems

The formal characterization discussed above is a knowl-
edge level reference for diagnostic problem solving. In or-
der to move into the real world, other problems have to

1The model of the nominal behavior is sufÞcient for consistency-
based diagnosis while an abductive characterization requires the model
of both the nominal and faulty behavior of the system
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be solved such as deÞning ontologies for modeling real
systems, deÞning computational approaches to diagnostic
problem solving, integrating diagnosis in the overall oper-
ational life of systems and in the process of designing sys-
tems. In this section we focus on the Þrst topic; the others
will be tackled in the following sections.

Model-based diagnosis relies on a model of the system
to be diagnosed. A model is an abstraction of the system
and may or may not capture some of its features. Decid-
ing the features to be captured is a critical issue, depending
on the goals of the diagnostic process and on the types of
repair/recovery actions that can be performed after fault
detection/identiÞcation/isolation [21]. Let us consider a
simple example concerning the electronic/hydraulic sys-
tem controlling the landing system of an aircraft. If the
diagnostic process only aims at detecting anomalies to ac-
tivate a backup system, then we only need a coarse model
allowing us to detect that the gear is not opening. On the
other hand, if we aim at compensating fault, e.g., by chang-
ing activation of pumps or opening/closing valves to main-
tain functionality, then we need a more detailed model al-
lowing us to detect the speciÞc part (e.g., pump or pipe)
which is failing.

Considering physical systems, modeling the structure of
the system, i.e., the set of its components and their inter-
action may be sufÞcient for some tasks. Notice, however,
that also selecting the granularity of components may lead
to alternative choices (e.g., consider again the hydraulic
system: a pump may be regarded as a basic component or
may be in turn decomposed into sub-components). Usually
such a choice is guided by the repair strategies that identify
the minimal replaceable/repairable components. Adopting
a structural model only is usually not enough and models
of the systemÕs function or of the system behavior have
to be considered. A basic principle adopted by most ap-
proaches to MBD is decomposition; the description of be-
havior/function is given for each component type indepen-
dently of the others and of the systems in which compo-
nents instances will be used. This principle, called Òno
function in structureÓ is a very important one as it allows
having re-usable models and to build model libraries, that
is chunks of models that can be reused in whatever system
that has instances of the same component type.

Models may describe the nominal behaviour of compo-
nent types (e.g., in ÒcorrectÓ pipe ßows at the two extremes
are the same and pressure is constant) or the behavior in
the presence of faults (e.g., in a ÒleakingÓ pipe there is a
pressure drop and ßows are not balanced).

Let us now discuss how to describe the func-
tion/behavior of a system. Also in this case different as-
sumptions can be made, leading to different types of mod-
els. In the following we brießy sketch, in a partial way,
some of the basic choices and modeling ontologies.

First of all, in almost all the cases the models are quali-
tative, that is the variables describing the components fea-
tures (e.g., input, output, state, etc.) assume values in Þnite

sets corresponding to qualitative abstractions of their ac-
tual domains [48]. As an extreme example, we may model
the ÒpressureÓ or ÒßowÓ in an hydraulic model as only Òab-
sentÓ (Ò0Ó) or ÒpresentÓ (Ò+Ó). Such distinctions, in fact,
are usually sufÞcient to perform diagnosis where one does
not need to simulate precisely the system behavior, but
only to detect if the behavior differs from the expected one.
In many cases rather than representing absolute values the
qualitative domains represent orders of magnitude or devi-
ations with respect to the expected behavior. For example,
one may simply represent that in a normal pipe pressure
and ßow do not deviate while in a leaking pipe the output
ßow and the pressure are less than they should be (on the
other hand, in a clogged pipe the output ßow is less than it
should be and the pressure is more than it should be).

Qualitative forms of simulation have been deÞned and
theoretical and computational approaches developed to
represent notions such as causation, functional dependen-
cies (see [55]). Causal models, in particular, have been
adopted in many systems to represent inßuences (this is
common especially in many work on physiological sys-
tems and in medical applications). Moreover, also hybrid
models mixing semi-quantitative (or even quantitative) and
qualitative models have been used when more precise mod-
els are needed (e.g., in the detection phase where one needs
to determine whether the value read on a given sensor is as
expected or is deviated).

When modeling the behavior of a system (or compo-
nent) different assumptions can be made about its evolu-
tion across time. The simplest assumption is to abstract
time by building static models in which all phenomena
are modeled atemporally and diagnosis is performed on
a snapshot of sensor readings. This may be sufÞcient in
some cases, especially when time is not necessary to dis-
criminate among alternative behavior or when it is not nec-
essary to interpret measurements gathered across time. In
other cases these assumptions cannot hold and the tempo-
ral behavior needs to be modeled. There is a large variety
of temporal constraints: for example one may add them on
the system behaviour (e.g., delay between input and out-
put) or may model the time-varying behaviour of systems
(e.g., the fact that component may be in different modes
across time, moving from correct to abnormal and vice-
versa, as in transient faults) or may include in the model a
notion of state and then represent the dynamic behavior of
systems (e.g., the case when output across time depend on
the input and state of a component).

It is worth noting that new formal characterizations
which extend those in the previous section have been pro-
posed in order to deal with temporal dynamic systems. [6]
proposes an extension of the classical logical formaliza-
tion; many other formalizations are based on the adoption
of some discrete event approach, such as Petri net, au-
tomata or process algebras (see e.g., [47, 39]

Italian researchers brought important contributions in
this Þeld. At University of Torino (UniTo) different kinds
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of modeling have been investigated: causal models [19],
component oriented models based on deviations (with
Centro Ricerche Fiat [8]), process algebras [15]). Causal
modeling including time [4] and hybrid modeling have
been studied in Pavia, with special focus on medical appli-
cations [3] and material sciences [28]. Approaches based
on discrete event systems have been proposed in Brescia
for the atemporal [2] and temporal case [31], with applica-
tion to large dynamic systems.

4 EfÞcient diagnostic problem solving

The problem of computing model based diagnoses is an
hard task. This kind of analysis was another important as-
pect of the formalization of the diagnostic task. In fact, the
solution space to search is quite large: 2N where N is the
number of components of the system to be diagnosed and
we restrict the task to fault localization (i.e., each compo-
nent has just two behavioral modes: OK and Abnormal).
If we want to deal with fault identiÞcation, the complexity
grows since the solution space becomes mN , where m is
the average number of behavioral modes of each compo-
nent. It is not surprising that in general the complexity of
solving a diagnostic problem has been proved to be an NP-
hard problem for both the consistent and abductive char-
acterizations [7]. A further source of complexity derives
from the very nature of diagnostic problem solving: a diag-
nostic problem cannot be considered solved when a diag-
nosis has been determined, but just when all the diagnoses
have been computed, so any recovery /repair /decision pro-
cess has got the complete picture of what has gone wrong.
In general, the number of diagnoses can be exponential in
the number of components and even if we introduce some
preference criterion among diagnoses (such as dealing just
with the minimum cardinality faults) the number of pre-
ferred diagnoses can be still exponential. So, in principle
we have to del with intractability both in time and space.

In recent years a number of approaches have been inves-
tigated in order to practically alleviate the computational
complexity of computing the diagnoses. One of the main
approaches is the development of strategies computing pre-
ferred diagnoses only. As said above there are many differ-
ent ways for deÞning preference among diagnosis but most
of them are based on the intuitive idea that one diagnosis
D is preferred over diagnosis D′ if D involves less faults
than D′ (or a subset of the faults involved in D′). This cri-
terion has also a probabilistic motivation if we assume in-
dependence among faults (an assumption often done). For
the task of diagnosis in most cases it is not strictly nec-
essary to have at disposal a precise measure of the fault
probability as also very rough estimates are sufÞcient [22].
Algorithms which focus just on leading diagnoses may get
good performance but in some cases may have to depend
on (costly) backtracking in order not to loose solutions.

As stated above time complexity is just part of the prob-
lem. Also space can be a problem when we have to rep-

resent the entire set of possible diagnoses. One way to
deal with the problem is to devise some methods for rep-
resenting in a compact way a large number of alternative
diagnoses. An interesting approach was proposed by [24].
More recently the notion of scenario was introduced in [52]
The adoption of symbolic methods (in particular the use of
Ordered Binary Decision Diagrams) has also been inves-
tigated. OBDDs can be exploited not only to represent in
a compact way the set of diagnoses, but also to encode
the domain theory (the behavior of the components under
nominal and faulty conditions) as well as the possible evo-
lutions of the faults over time.

A quite different approach for dealing with the complex-
ity of diagnosis involves the use of multiple models (e.g.,
[11] and [51] for Italian contributions).. An approach that
is been investigated is the exploitation of structural abstrac-
tion for hierarchical diagnosis. The basic idea is to have a
number of descriptions of the same system at different lev-
els of detail: in particular, in structural abstraction a macro-
component aggregates a number of components for pro-
viding a more abstract representation of the system. This
structural abstraction can be used for focusing diagnosis:
fault localization is done Þrst at the most abstract level and
the results obtained in one level are used to focus diagnosis
at the more detailed levels. In this way, in most cases, there
is a signiÞcant reduction of the overall computational cost.
Starting from the seminal work in [37], the approach has
been widely adopted and reÞned.

A signiÞcant Italian contribution to the Þeld of hierar-
chical diagnosis is the one in [10]; they can derive auto-
matically a simpler version of a diagnostic problem by ex-
ploiting the amount of available observations for the prob-
lem at hand. The problem of automatically learning a set
of abstractions (instead of exploiting the ones provided by
a human expert) has been addressed by [46] and [53] for
static systems. Compilation strategies for performing efÞ-
cient problem solving is another solution which has been
investigated in the atemporal [17] and temporal case [18].

Multiple models do not mean necessarily that all the
models share the same formalisms. There is a long tra-
dition in diagnosis to adopt and combine different repre-
sentation formalisms Among the integration of different
reasoning paradigms for diagnostic problem solving it is
worth mentioning the one between Case-Based Reason-
ing (CBR) and Model-Based Reasoning [34, 42]. CBR
is based on the idea that new problems can be solved by
looking at a set of problems already solved, determining
the ones that are most similar to the one at hand and adapt-
ing the solution of the retrieved cases to be a solution for
the new problem. Models at different levels of abstraction
have been studied by CISE [25] with application to power
generation and distribution networks; similarly multimod-
eling with focus on fuzzy models has been studied at Po-
litecnico di Milano [5].
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5 Off-line VS On-line and beyond diagnosis

Diagnosis is a task which should be integrated in the over-
all lifetime of a system. Usually diagnosis is a mean rather
than a goal: the actual goal is preserving system function-
ality (this may have different meanings, such as availabil-
ity of the system, reliability of its performance, preserving
correct behaviour, avoiding critical situations . . .). This
means that diagnosis has to be part of the monitoring / in-
terpretation / repair /recovery /reconÞguration process.

Two very different situations have to be considered: off-
line and on-line diagnosis. In the former case, faults have
occurred, measurements have been logged or may be taken
on the system and the ultimate goal is to restore system
functionality by repairing it. A typical example is when a
car is brought to a workshop and diagnosis is a mean to de-
cide how to repair it (by replacing components or repairing
them or reconÞguring the system).

In the latter case, the aim is at monitoring the system
during its operation and trying to detect faults as soon as
possible and then performing some recovery action to pre-
serve the system functionality as much as possible, pre-
venting possibly dangerous or critical situations. Using
again the car example, a typical case is the diagnostic
function added to the electronic control unit which detects
anomalies while the car is operating and decides recov-
ery or compensation actions (e.g., limiting performance in
case of failures to the braking system). Most of the de-
vices and systems nowadays have sophisticated electronic
control and need control/diagnostic software (the evolu-
tions of cars is paradigmatic but other domains such as the
aerospace one are even more critical). The two situations
are not exclusive and one may have both on-line and off
line diagnostic systems; in such a case the former should
be able to feed information to the latter.

Off-line and on-line diagnosis impose different require-
ments to the designer of the diagnostic system. First of all
the goal is different and can be stated as Òrepair vs recov-
eryÓ. The two tasks usually need different types of models
or models at different level of granularity. For example, in
the on-line case one may even be not interested in localiz-
ing the fault as far as the recovery action to be performed is
anyway the same. In the on-line case, moreover, abstract-
ing from temporal aspects and dynamic behavior is usually
impossible. Moreover, the integration with activities such
as tracking/monitoring and planning for recovery is very
important. Second, several constraints are imposed by the
need to be on-line: for example, real-time response may
be needed or at least response before degeneration of the
system to a critical and dangerous state.

Off-line vs on-line diagnosis has been studied by Cen-
tro Ricerche Fiat (CRF) and UniTo. At CRF a system
for off-line diagnosis has been developed in the late 80Õs
(IDEA [9]). The problems arising in embedding diagnos-
tic software in ECU (Electronic Control Units) on-board
vehicle has been studied in the European project VMBD

which proposed a methodology to compile fault trees from
a model-based system [8, 16]. Similarly compilation of
OBDDs has been studied by UniTo for on-line monitoring
of a team of robots [35]. Compilation to improve efÞciency
has also been studied at University of Brescia [30]. CISE
studied on-line approaches to monitoring and diagnosis of
power generation systems [25].

6 Putting diagnosis in the context

Developing the diagnostic agent for a system is part of
the overall system life-cycle. In most technical domains
many activities are performed during the design of a sys-
tem, mainly in connection with the deÞnition of its control
subsystem. In the aerospace or automotive industry, for
example, models of the system are usually adopted to sim-
ulate their behavior and the behavior of the control soft-
ware (the models are quantitative and tools such as Mat-
lab/Simulink are employed).

Unfortunately in current practice not much attention is
paid to aspects related to the design of the diagnostic sys-
tem or even to the analysis that the system is actually di-
agnosable (e.g., that it contains an appropriate number and
placement of sensors that provide data for interpreting and
diagnosing the system behaviour). FMECA (Failure Mode
Effect and Criticality Analysis) is usually performed after
the layout of the system and control strategies have been
deÞned2. The deÞnition of diagnostic software is usually
performed taking the results of FMECA as the main input.

The need of integrating diagnostic issues in the design
process has been recently advocated at industrial and re-
search level [14]. Approaches to integrated tasks such
as diagnosability analysis, sensor placement, automated
FMECA analysis and support for the design of the diag-
nostic agent have been proposed. They integrate quantita-
tive models used for control design with qualitative ones
and adopt integrate different methodologies (e.g., qualita-
tive simulation, analysis of discrete event systems, model
checking, to mention only some of them).

CRF in cooperation with UniTo studied the integration
of diagnosis into the design process in the IDD project
[40] ; Alenia and UniTo developed automatic generation of
FMECA from models [41],. while researchers at IRST ex-
ploited model-checking for verifying diagnosability [12].

7 Applications

Model-based diagnosis has been applied to many different
areas such as, for example, automotive, aerospace, power
generation and transmission systems, telecommunications,
medicine, ... Surveying the applications areas is beyond

2FMECA is the process of determining, according to a standardized
process, the effects of each single fault to the components of a system and
the sensors for detecting such faults. The process is performed manually
by expert engineers and produces tables which are part of the system de-
sign documentation.
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the scope of this paper; the interested reader is referred
to [36] for more details. Methodological and application
perspectives met several times in the model-based com-
munity(especially the European one) thanks to the Monet
Network of excellence on Model-Based Systems3. This
integration between theory and application has been very
fruitful as it allowed researchers to face realistic applica-
tion problems and allowed companies to get aware of the
technology and to transfer it into internal projects and ap-
plications. Thus, ideas from model-based systems can be
found today in many applications, especially in automo-
tive, aerospace and telecommunication domains. Some
paradigmatic case studies:

Tiger. developed by Intelligent Applications [54, 50] is
a system for diagnosing Gas Turbines installed in several
locations around the world and is probably one of the most
important AI success stories of the last decades. NASA
applied model-based techniques for monitoring, diagnosis
and reconÞguration during the experiment run on board
of the spacecraft Deep Space 1 [38]. IDEA developed
by Centro Ricerche Fiat (CRF) was installed and used in
more than 1500 Fiat Diagnostic Centers. Autosteve [43]
developed by University of Wales (and then by First Earth,
bought by Mentor Graphics; another success story for AI)
is successfully used in the Ford group to support FMECA
generation.

Other relevant industrial applications of diagnosis in
Italy have been developed by Alenia (diagnostic systems
to support the staff maintaining military aircrafts) Telecom
Italia (diagnosis of telecom networks) and CISE- ENEL
(diagnosis of power generation process).

While MBD has been mainly applied to technical do-
mains, other approaches to diagnosis have been widely
used in the medical domain: particularly relevant is the
adoption of Bayesian Networks for dealing with uncer-
tainty [33] and formalisms (such as Neural networks)
where knowledge can be learned by data [29]. However,
in recent years a lot of attention has been given to tools
supporting Clinical Guidelines where medical diagnosis is
seen just as a step in the complex activity of patient man-
agement and clinical decision making (for Italian contribu-
tions to the Þeld see, e.g., [44] and [49]).

8 Conclusions

Diagnosis has always been a very active areas of re-
search inside AI and, in particular, an area where different
methodologies met and where research and applications
integrated several times. The Monet Network funded by
the EU had in the last decade a very important role to cre-
ate a strong European research area and community. The
International Workshop on Principle of Diagnosis (DX)
presents every year the advances in research and the ap-
plications being developed.

3http://monet.aber.ac.uk
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1 Introduction

The study of language is fascinating for a number of rea-
sons. First of all, human languages are intimately con-
nected to the knowledge of the world and to our living in
the world. We are able to talk about the things we can
touch, about things that happen, about our emotions, de-
sires, sensations. Second, there are plenty of languages,
each one with specific features, but all with a universal
common basis. Third, language can be, and has been,
studied from many perspectives, ranging from linguistics
proper to psychology, from mathematics to philosophy,
from computer science to biology. Finally, language has
a lot of interesting and economically promising applica-
tions, so that its inherent scientific appeal is supported by
the practical value, as we will show in the third section of
this article. But language is very complex. The fact that it
is one of the most prominent (perhaps ”the” most promi-
nent) distinguishing features of humans can be taken as
showing that only the human brain has reached the level
of development able to cope with such an intricate object.
Consequently, it has been attempted to split the full task of
understanding how language works into subtasks, by iden-
tifying ”modules” that take care of different aspects of the
problem.

Phonetics is a study of sounds from an acoustic point
of view, independently of their function in the specific lan-
guages. Conversely, phonology is the study of how sounds
are organized and used in different existing communica-
tion systems based on language. In other words, phonol-
ogy analyses the sound patterns of a particular language in
order to determine which phonetic sounds are significant
and how these sounds are interpreted by the native speaker.

Independently of the way the basic units of language,
i.e. words, are expressed (i.e. by voice or by writing), it is
assumed that they have an internal structure. Morphology
(the study of ”form”) aims at identifying the rules govern-
ing this structure. For instance, the first word of this para-
graph can be assumed to be composed of four parts (”in”,

”depend”, ”ent” and ”ly”), each of which contributes not
only to the structure, but also to the meaning of the word.
Morphology is important since it governs the encoding of
information useful both for the syntactic and for the se-
mantic component. With respect to syntax, the syntactic
number (cat vs. cats) and the tense of verbs (count vs.
counted) are examples of syntactic-semantic pieces of in-
formation often encoded by means of ßexional afÞxes (-s
and -ed in the examples) attached to a word root (”cat” and
”count”), while derivational afÞxes enable to ”derive” new
words from other words.

Syntax is one of the most deeply studied sub-fields of
computational (and classical) linguistics. This is proba-
bly due to the feeling that words are subsidiary to the con-
struction of the fundamental element that conveys linguis-
tic meaning, i.e. the sentence. The first thing to do is
to establish how sentences are made up, i.e. how words
are assembled into sentences. This sounds rather similar
to what we have seen for the morphemes composing the
words. A relevant difference is that while the inventory of
words (including all theirvariations due to the morpholog-
ical processes) is finite and relatively stable, the number of
sentences in a language is potentially infinite. So, we can
have a list of all words in a language (a dictionary), but not
a list of all sentences of a language. A major impulse to
the study of syntax was given by Chomsky, who devised a
method for describing an infinity of expressions by means
of a finite set of rules (generative grammars).

Semantics is the study of meaning. People use language
for exchanging information, and people must be able to
reason on these pieces of information. But this means that
they should be represented in a way that enable humans to
draw inferences, choose lines of behaviour, react in some
way to what they have come to know. However, language
is ambiguous, so that most sentences may have different
meanings. Consequently, there have been attempts to de-
velop methods for representing meaning unambiguously.
The major achievement in this area was the development
of formal logics, that, at least in part, was developed in the

CONTRIBUTI SCIENTIFICI

N ATURAL LANGUAGE PROCESSING

LEONARDO LESMO

Dipartimento di Informatica - Università degli Studi di Torino

MARIA TERESA PAZIENZA

Dipartimento di Informatica, Sistemi e Produzione - Università di Roma Tor Vergata 



last century, starting from the works of Frege and Russell,
with the goal of providing unambiguous representations
enabling formally correct reasoning. The correspondence
between a sentence and its meaning is largely based on the
structures studied by the syntax: the syntactic structures
guide the semantic interpretation process via the principle
of compositionality: the meaning of a part of a sentence
can be derived on the basis of the meaning of its subparts
(where what is a part is defined by the syntax). Of course,
this implies that the entire meaning of the sentence depends
on some elementary building blocks, i.e. the words: the
study of the meaning of words is called Lexical Semantics.

Pragmatics is the study of use. We use the language
(as most other activities we carry on) to achieve our goals:
we do things with words [2]. Sentences are not only ab-
stract linguistic objects, but are acts: since speech is the
basic way to interact with language, they have been called
speech acts. What is needed is an explanation about why a
given sentence, with a given meaning, has been chosen in
a given context by the speaker to pursue her/his goals. In
complex tests ordialogues, we must justify why a given se-
quence of sentences has been chosen, i.e. which relations
exist among them: this is the goal of rethorics. Pragmatics
has recently been related to the study of planning, which
could provide interesting insights on its principles.

2 Language and ArtiÞcial Intelligence

In this section, we aim at building a bridge between the-
ory and applications. Afterlinguistics and philosophy have
explained us what is language, we need a set of compu-
tational tools that enable a computer to understand lan-
guage. In order to implement such tools, there are two
main requirements: knowledge and processes. Let us take
syntax as an example. There are two computational tools
that are devoted to exploit syntactic knowledge: the parser
and the generator. The first of them must take as input a
sentence (whose words have already been analysed from a
morphological point of view), and decide which is its inter-
nal structure, i.e. how the composing words are related to
each other. Viceversa, the generatorshould take a structure
and produce a (linear) sequence of words. But this is not
enough: a parser must use a grammar, that describes the
language under analysis, and the grammar can be more or
less complete. So, we can have the best processes forpars-
ing and generation, but, with a limited grammar, we will
be able to handle just a minimal subset of the full set of
sentences belonging to the language: this is the coverage
problem. This section addresses the way the knowledge
(at different levels) can be expressed and the way the pro-
cesses can be implemented.

2.1 Phonetics, Phonology, and Speech

The studies on the analysis of linguistic sounds are par-
tially separated from the ones of other branches of natu-

ral language. This is due to the fact that they involve a
background on acoustics that falls within the realm of en-
gineering. Moreover, the interpretation of speech sounds
poses significant problems associated with the continuous
flow of sounds (the separation in words is not explicitly
marked) and with the acoustic similarity of some sounds
(e.g. the ones associated with the phonemes /p/ and /t/),
thus producing a lot of ambiguity. The classical introduc-
tion to this topic is [25]. Even if we disregard the goal of
having a full comprehension of the speech input, still the
problem is so hard that it had to be split into tasks, in a
way much similar to the one we have seen forNLP in gen-
eral. The first step is to transform the continuous wave-
form (speech) into a digitised counterpart. This applies to
any sound we want to encode in a digital form (e.g. mu-
sic), but special solutions have been adopted for speech.
Then, the ”spectral” features are extracted from the digi-
tised sound. These features concern the frequency distribu-
tion of the sound components. The third step involves the
classiÞcation of a temporal segment (frame) of the input,
on the basis of its spectral characteristics. The classifica-
tion is made in terms of phones, a lower-level counterpart
of the classical phonemes. This step is often performed
by means of Neural Networks. In the fourth step, the se-
quence of recognized phones is matched against the known
words. This is the speech analogous of dictionary lookup
for text. In order to cope with the inherent ambiguity of
phone classification, a ”best match” must be obtained be-
tween the recognized phones and a set of pre-stored phone
sequences associated with the known words. This is car-
ried out by means of an efficient storage of the set of words
(the so-called language model) via techniques as the Hid-
den Markov Models (HMM) and by means of optimised
matching methods.

Note that speech recognition stops here, i.e. in the
phase where should start the standard syntactic and se-
mantic analysis. Often, the limitations in the recognition
phase make impossible to use a standard grammar, so that
simpler domain-dependent grammars are encoded as fi-
nite state automata. Around 2000, W3C has proposed a
standard for speech interfaces, and an extension of XML
devoted to the description of speech grammars (VXML:
http://www.w3.org/TR/voice-intro/) where VXML stands
for Voice XML. Note that in this short overview, we fo-
cused on speech recognition. Many efforts are also devoted
to speech synthesis.

2.2 Morphology

Morphology analysis concerns the internal structure of the
words. All the words are constituted by morphemes, where
each morpheme represent one unit of meaning. The mor-
phological analysis of a word is the process that takes as in-
put the word and returns its morphological structure. The
stem of a word is the morpheme that brings the ”main”
meaning of the word, the remanent morphemes in the
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word, called affixes, modify and specify this main mean-
ing. The complexity of the morphological structures can
be very different among languages, however most mor-
phological systems rely on the finite-state devices since
they can encode the lexicon, i.e. the list of stems and
affixes, the morphotactics, i.e. allowable morpheme se-
quences, the orthographic rules, i.e. the changes that oc-
cur in a word when two morphemes combine. In particu-
lar two-level morphology is based on finite-state transduc-
ers, that are an extension of finite-state automata that can
generate output symbols. The main idea is that by using
a finite-state transducer we transform a word (the surface
level) into the sequence of morphemes (the lexical level)
[19]. Moreover, finite-state devices can be also used to
efficiently store large dictionaries that are widely used in
spelling correction systems.

2.3 Syntax and Parsing

The current efforts on syntactic analysis are largely based
on the work of Chomsky, which started in the mid-fifties
[6] and evolved throughout the years to the theory of Min-
imalism. Syntactic knowledge is based on phrase struc-
tures [16] (also called constituents), which are recursively
defined; consequently, a finite set of phrase structure rules
is able to describe an infinite set of sentences belonging
to the language. Chomsky’s approach is generative, in the
sense that the rules enable one to generate the set of sen-
tences of the language. In AI, more attention has been paid
to the inverse process, i.e. parsing, whereby one devises
the internal (hidden) structure of a sentence in order that
it be compliant with the rules. There are two main goals
here: the first one is the definition of a grammar of a lan-
guage that describes all and only the sentences belonging
to it. The second one is the design of algorithms able to
use the grammar to extract the structure (usually a tree) in
an effective way. The two goals are in contrast: in order
to have a precise description of the language, we need a
powerful grammar, but the more powerful is the grammar,
the more expensive is parsing from a computational point
of view. It currently seems that it is possible to have gram-
mars that correctly describe the natural languages and are
parsable in polynomial time [29]. In order to get these per-
formances, a number of syntactic formalisms (i.e. ways
to write grammars) have been defined. They include, but
are not limited to, Generalized Phrase Structure Gram-
mars (HPSG) [13], Lexical Functional Grammars (LFG)
[4], Combinatory Categorial Grammars [28], Tree Adjoin-
ing Grammars [17]. The first goal (complete coverage of a
language) is far from being achieved. Historically, gram-
mars are developed manually: some linguists choose a for-
malism, then sit at a table and write down the grammar,
according to their intuition (as native speakers) on the set
of correct sentences. This approach is very expensive and
error-prone, so that, thanks to the AI results on machine
learning, grammar induction has been proposed as a viable

alternative: in this case, it is assumed that a set of sentences
are given together with their syntactic structure. Then, a
learning algorithm, usually based on statistical techniques,
takes as input the pairs and produces the associated gram-
mar [7]. This method is widely used, though it depends on
the availability of a treebank, whose construction requires
a huge human effort. However, treebanks have the advan-
tage that they cover the language as it is actually written
(or spoken) while the manual approach tends to produce
grammars that are more prescriptive, i.e. that describe lan-
guage as it should be written or spoken. It must be ob-
served that many application-oriented systems use differ-
ent approaches to parsing, which are less clear from a for-
mal point of view, but produce a parse tree with less effort
(often with some degree of errors). Among these methods,
often referred to as shallow, chunk parsing must be men-
tioned [1]. Finally, it is worth noting that a representation
otherthan phrase structure is widely studied nowadays, i.e.
dependency grammars [23].

2.4 Semantics and interpretation

The syntactic structure of a sentence, can be used as the
basis forthe translation of the sentence into a meaning rep-
resentation. Since the principle of compositionality (see 1)
is at work here, we need knowledge of two types. First,
we must know how to put together two or more ”pieces”
of meaning representations in order to obtain the compos-
ite meaning; second, we must know what the individual
words mean, in order to be able to start up the process
from the elementary units. The fundamental work on the
semantics of language is the one of [24], who adopted
a powerful logical formalism (intensional logics) to fulfil
the task. Nonetheless, Montague’s seminal work remained
largely theoretical, while some more practical approaches
emerged (as Discourse Representation Theory [18], which
encompasses both the specific problem of single-sentence
interpretation and the problem of the integration of a se-
quence of sentences into a single integrated representa-
tion). However, it must be observed that no practical sys-
tem is currently able to carry out a full semantic interpreta-
tion. This depends on the fact that semantics is much more
knowledge intensive than syntax, since it involves knowl-
edge of the meaning of words, which, in turn, involves a
representation of the world that surrounds us. Today, most
practical activities in semantics are devoted to the devel-
opment of large repositories of word and world knowl-
edge: WordNet [11] is a widely used lexical KB based
on the concept of synonym set and where meaning rela-
tions (as synonymy, hyponymy, antonymy, etc. ) are rep-
resented explicitly. Plenty of information can be obtained
from the official site of the Global WordNet Association
(http://www.globalwordnet.org/). With respect to world
knowledge, the research on semantics is being linked to
the AI area of knowledge representation via the study of
ontologies, which should constitute the basis not only for
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semantic interpretation, but also forsoftware interoperabil-
ity (Semantic Web) [3]. An ontology (note that, differ-
ently from its use in philosophy, the word is used in AI
as countable) is an explicit conceptualisation of the world
[14]. Of course, since the task is huge, we usually talk
about the conceptualisation of given specific domains (i.e.
parts of the world), though efforts are on the way to pro-
pose top-levels (orupper-levels) able to provide the overall
framework into which all domain-specific ontologies can
be integrated; see the Suggested Upper Merged Ontology,
at the SUO IEEE site http://suo.ieee.org/, orthe Dolce (De-
scriptive Ontology for Linguistic and Cognitive Engineer-
ing) proposal [12]. The scenario offered by the Semantic
Web is characterized by a huge amount of documents and
users willing to access them. Both the multilingual aspects
which characterize the (Semantic) Web and the demand
formore easy-to-share forms of knowledge representation,
being equally accessible by humans and machines, push
for a linguistically motivated approach to ontology devel-
opment. Ontologies should thus express knowledge by
associating formal content with explicative linguistic ex-
pressions, possibly in different languages. By adopting
such an approach, the intended meaning of concepts and
roles could become more clearly expressed for humans,
while content mediation between autonomous agents still
requires further analysis at methodological level.

2.5 Pragmatics

The general issues of pragmatics have been faced just in
part from the computational point of view. Some efforts
are currently under way to build treebanks annotated with
rethorical relations, usually according to Rhetorical Struc-
ture Theory [20], with temporal information, with affec-
tive data, and much more. However, most activities con-
cerned with the field of pragmatics are related to the im-
plementation of practical dialogue systems, since they are
of paramount importance in driving the interaction (espe-
cially in case of speech systems) with the user. The well
known Eliza system [31] is a first example of implemented
dialogue system. The Dialogue Management Systems can
be classified according to the type of interaction: System-
driven orMixed-initiative. In the first case, the system asks
question in order to clearly understand the user’s interests,
and the user must answer them. In the second case, the
user has some freedom in asking questions independently
of the system expectations. Most currently available Dia-
logue Management Systems are based on a fixed sequence
of steps, usually modelled via finite state automata, or via
production rules, but some more flexible approaches do ex-
ist [22]. A lot of practical and demonstrable systems can
be found in the site compiled and maintained by Michael
McTear (http://www.infj.ulst.ac.uk/ cbdg23/dialsite.html)

2.6 A Note on the architecture of NLP systems

The presentation in this and in the previous section has as-
sumed that the processing of language can be actually car-
ried out as split in well-defined sub-modules which operate
in sequence. The idea that parsing starts after the morpho-
logical analysis of the input words has finished, orthat, be-
fore carrying out the semantic interpretation, we must wait
until we have at disposal the full parse tree of the input sen-
tence is valid from the point of view of system developers,
but cannot be defended on theoretical grounds. The idea is
that the modules must be able to provide some feedback,
along the way, to help the previous modules to perform
their job. It is clear that semantic information can be use-
ful to prune in advance some syntactic trees, since they
(though syntactically correct) have no meaning consistent
with our world knowledge. This could reduce the amount
of ambiguity associated with syntactic processing, and can
contribute to speed up the whole analysis. On the other
hand, this interleaving of module operations poses signifi-
cant problems in software engineering, so that it has been
only partially exploited. Among others, [8] defines a soft-
ware infrastructure forNLP as a set of common models for
the representation, storage and exchange of data in and be-
tween processing modules in NLP systems. Such a frame-
work could either support a suitable linguistic description
ormake available at a computational level relevant portions
of the linguistic abstraction required by a number of appli-
cations. Nonetheless, a significant amount of research is
being carried out on the way people actually process sen-
tences (psycholinguistics) in order to get from them useful
insights about the possible organization of NLP systems.
In the engineering phase of a NLP system, it is important
to define the nature and format of lexical information. A
lexicon may be simply defined as the component of a NLP
system that expresses linguistic information about words; a
more comprehensive one describes the lexicon as ”an asso-
ciation between surface forms and linguistic information”,
thus covering linguistic principles and application oriented
purposes. A few linguistic theories (as HPSG [26]) pos-
tulate lexical descriptions where surface forms are related
to a complex structure of linguistic principles (from mor-
phosyntactic features to semantic constraints), aimed to
support a variety of very complex inferences. Lexicon
is considered as a comprehensive knowledge repository
where representation and content support several deduc-
tive processes (inheritance, forward/ backward reasoning,
constraint propagation) and linguistic processes. Among
them, we must mention POS (Part Of Speech) taggers [5],
whose task is to provide the parserwith just one hypothesis
about the category (noun, verb, ) of each input word. For
instance, in ”I love her”, ”love” is tagged as a verb, while
in ”I appreciate your love”, it is tagged as a noun. Also ro-
bust approaches to parsing are dependent on (partial) lex-
ical information: a subcategorization lexicon may be used
to deal with PP-attachment. Named Entity (NE) recogni-
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tion grammars also rely on a variety of lexical knowledge:
Gazetteer entries and trigger words are typical lexicalized
information. Lexicons used for these tasks are broadly
general, although NE catalogues or proper noun formation
rules are not totally domain-independent. Source lexical
information is also adopted forword semantic disambigua-
tion and classification. To coverlinguistic phenomena (that
are dynamic in nature) both at a wide extent and in special-
ized languages (with specific jargon, style and phenom-
ena), large scale corpora have been analyzed and cover the
study of general phenomena in a language (by coupling
several sublanguages in single samples) or narrower (i.e.
domain specific) aspects (by selecting sampling of given
sublanguages). Pervasive language ambiguity has been ap-
proached by inducing preference models (or rules) either
from untagged or from previously disambiguated samples.
Probabilistic approaches have often been proposed accord-
ing to the availability of large scale controlled or raw data
as well as of complex training data set (among others large
collection of lexical resources, as Penn TreeBank [21]). Fi-
nally, as we will see in the next section, most application-
oriented systems do not perform a full interpretation of the
input text, so that they do not include all modules and their
architecture is designed according to the task at hand.

3 NLP for application development

In the wide and heterogeneous context of (sometimes un-
grammatical) human language communication, the inter-
est in robust systems to automatically process unstructured
textual data is continuously growing in order to improve
both text readability and understanding. The web is cur-
rently the scenario in which the development of intelli-
gent systems fortasks (among others) like Information Re-
trieval (IR) , Information Extraction (IE), Question An-
swering (Q/A), Textual Entailment (TE) etc. is achieving
valuable results. All of them require linguistic knowledge
stratified across several levels of processing. Such a knowl-
edge spans syntactic-semantic patterns forlocating facts or
events in texts, domain-specific word orconcept classes for
semantic generalization, specialized lexicon of terms, etc.

While Information retrieval is the task of selecting rel-
evant documents from a text corpus or collection in re-
sponse to a user’s information need [27], Information Ex-
traction can be seen as the process by which a system, by
processing textual data sets in a linguistically motivated
fashion, is able to derive a structured representation of (part
of) their content [15]. This constitutes its distinguishing
features with respect to IR (where both source and output
information has the same format) and data mining (where
source information is characterized by a more precise set
of structures); such a feature motivates the pervasive influ-
ence that linguistic models and methods assumed for IE as
well as the fact that along the time IE systems get a central
role in highlighting NLP successful approaches.

There are a few tasks implemented in all IE systems:

NE: named entitiy recognition (searching and classifica-
tion of names, locations, )

CO: coreference resolution (highlights in texts identity
relations between entities)

TE: template element construction (descriptive informa-
tion added to results of NE by using CO.

TR: template relation construction (relations among TE
entities are identified)

ST: scenario Template production (TE and TR results
are used to fill specific event scenarios)

Is there a difference for Information Extraction from
web documents and ’traditional’ ones? The main differ-
ence is in the presence of documents’ structure: in fact,
traditional information extraction only applies on textual
data, while in the web the document structure can be used
for several purposes, from inferring the content (or docu-
ment) type to extracting relevant information for template
filling (consider for example the case of the paper’s au-
thor name: it is located in a specific position into the doc-
ument).

Question Answering deals with the problem of identi-
fying the answer to a question by accessing large collec-
tions of documents. Q/A international competitions fo-
cused mainly on English language. Recently, multilingual
Q/A is emerging related to the wide interest in developing
research covering further languages. Q/A real systems are
dedicated systems with knowledge in a specific application
domain and able to identify, in documents, fragments of
texts containing the content required by the questions (all
is provided in natural language). The answer to a ques-
tion must be provided in real-time. Possible questions may
assume different lexicalizations: the focus is identified by
initial lexical items that could be one among: how, who,
why, what, where, when. For each Q/A system we can
identify:

Question type: idiomatic categorization of questions for
purposes of distinguishing between different processing
strategies and/or answer formats.

Answer type: class of objects involved by the question;
generally such objects are related to the named entities
(NE) identified into the question. Question focus: prop-
erty/entity to which the question is interested (”Where is
located Coliseum?”).

Question topic: object/event the question is about (in the
question ”What is the height of Monte Bianco?”, the focus
is the height, the topic is the Monte Bianco mountain).

Candidate passage: any length text fragment (short as
a sentence or the entire document) retrieved by the search
engine in response to a question.

Candidate answer: it identifies in the context of the
question, a short fragment of text that could appear also
in the answer.

Q/A systems may be classified accordingly to sharpness
of their behaviour:

• Slot-Þlling: only very simple questions may be
replied (in an IE fashion)
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• Limited-domain: questions may be more complex,
while the knowledge is limited to a specific area of
competences.

• Open-domain: expected to reply to complex and
structured questions, they integrate IR, IE and NLP
techniques.

Among other resources, Q/A systems involve machine
learning algorithms, gazetteers, NE taggers, Part of Speech
taggers, Parsers, WordNet, Stopword list, domain termi-
nologies, etc.

Textual entailment has been recently defined as a com-
mon solution for modelling language variability in differ-
ent NLP tasks [9]. Textual Entailment is formally defined
as a relationship between a coherent text T and a language
expression, the hypothesis H. T is said to entail H (T →
H) if the meaning of H can be inferred from the meaning
of T. An entailment function e(T,H) thus maps an entail-
ment pair T-H to a true value (i.e., true if the relationship
holds, false otherwise). Alternatively, e(T,H) can be also
intended as a probabilistic function mapping the pair T-
H to a real value between 0 and 1, expressing the confi-
dence with which a human judge or an automatic system
estimates the relationship to hold. Forexample ”Yahoo ac-
quired Overture” entails ”Yahoo owns Overture”. Since the
task involves natural language expressions, textual entail-
ment is more difficult than logic entailment. In textual en-
tailment, the only restriction on T and H is that they must
be meaningful and coherent linguistic expressions: sim-
ple text fragments, such as noun phrase or single words,
or complete sentences. In the first case, entailment can be
verified simply looking at synonymy or subsumption re-
lation among words. For example the entailment cat →
animal holds, since the meaning of the hypothesis (an ani-
mal exists) can be inferred from the meaning of the text (a
cat exists). In the latter case, deeper linguistic analysis are
required, as the sentential expression expresses complex
facts about the world: here is where Textual Entailment
gets really interesting and complicated. TE may appear as
paraphrasing and strict entailment.

• Paraphrase: the hypothesis h carries a fact that is
also in the target text t but is expressed with differ-
ent words. For example ”Yahoo acquired Overture”
is a paraphrase of ”Yahoo bought Overture”.

• Strict Entailment: target sentences carry different
fact, but one can be inferred from the other. For ex-
ample, we have strict entailment between ”Yahoo ac-
quired Overture” → ”Yahoo owns Overture”. In fact,
the relation does not depend on the possible para-
phrasing between the two expressions but on an en-
tailment of the two facts governed by acquire and
own. Whatever the form of textual entailment is, the
real research challenge consists in finding a relevant
numberof textual entailment prototype relations such
as: ”X acquired Y” entails ”X owns Y” , ”X acquired

Y” entails ”X bought Y”. Such patterns can then be
used to recognise entailment relations in texts.

Several applications like Question Answering (QA) and
Information Extraction (IE) strongly rely on the identifica-
tion in texts of fragments answering specific user informa-
tion needs. For example, given the question: ”Who bought
Overture?”, a QA system should be able to extract and re-
turn to the user forms like ”Yahoo bought Overture”, ”Ya-
hoo owns Overture”, ”Overture acquisition by Yahoo”, all
of them conveying equivalent or inferable meaning. In or-
derto disentangle to problem of Textual Entailment, differ-
ent type of knowledge are needed. In fact, the entailment
relation can be linguistically expressed at different levels:
surface, lexical, syntactic, semantic or even pragmatic. In
this view any type of linguistic, ontological or common-
sense resource could be useful, such as WordNet, thesauri,
domain ontologies, lexical-semantic databases, common-
sense repository, etc.

4 Conclusions

As we said, language is fascinating; this short survey
stresses two more points: language processing is extremely
complex and has a large number of possible applications.
The research on this topic has moved in two different di-
rections: study of the theoretical principles governing lan-
guage; development of systems that can carry out useful
tasks. The overall feeling is that the mutual influence of
the two fields has been only partial: the applications have
exploited the theory as a general background, but without
adopting the technical tools developed in the different ar-
eas. Rather, they have developed their own tools, accord-
ing to their needs. On the contrary, the theory has taken
advantage of the practical results mainly in terms of the
money that is moving around NLP, thanks to the practical
results. This situation can hardly be modified unless there
will be a convergence between methods for deep analysis
and methods for shallow analysis. Before this can happen,
we must wait the development of really large repositories
of interchangeable semantic knowledge. Only at that time
true Natural Language Understanding can be achieved,
which was one of the original goals of AI as set forth at
the Dartmouth conference. We have travelled a long way
toward this goal; each step has shown us how difficult is
the climbing and how far is the top. But we are a bit closer
now than we were a few years ago.
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1 Introduction

Computers are now seen as companions that are expected
to help not only with efficiency and effectiveness, but also
in supporting our basic need for entertainment, pleasure,
and aesthetics. Research in the field of entertainment has
also been addressing the development of perceptual, cogni-
tive and social capabilities. Reasoning and learning will be
at the core, and so modeling of the user, discourse, context,
domain, media.

Models of emotion/entertainment (e.g., fear, joy, sur-
prise) will become important both for virtual characters
and for understanding human user input (e.g., user satis-
faction, and frustration). There is a long tradition in ar-
tificial intelligence in this direction, starting with popular
games such as chess, checkers, and other puzzles, in which
computers are exhibiting increasing performance in what
is often regarded as one of the most evident manifestations
of intelligence. Recent advances in artificial intelligence
and human computer interaction offer unprecedented and
seemingly endless opportunities for enhancing traditional
forms of entertainment and supporting the creation of new
ones.

At a recently held INTETAIN conference [14], the
first in Europe to embrace the whole field, intelligent
technologies for interactive entertainment were presented.
These include adaptive media presentations, recommenda-
tion systems in media scalable crossmedia, affective user
interfaces, intelligent speech interfaces, tele-presence in
entertainment, collaborative user models and group be-
havior, collaborative and virtual environments, cross do-
main user models, animation and virtual characters, holo-
graphic interfaces, augmented, virtual and mixed reality,
computer graphics and multimedia, pervasive multime-
dia, creative language environments, computational hu-
mor, and the list goes on. An important role is proposed
for novel underlying Interactive Device Technologies (for
example mobile devices, home entertainment centers, hap-
tic devices, wall screen displays, holographic displays, fog

screens, distributed smart sensors, immersive screens and
wearable devices). Interactive applications for entertain-
ment were to include, among others: intelligent interactive
games, intelligent music systems, interactive cinema, edu-
tainment, interactive art, interactive museum guides, city
and tourism explorer assistants, shopping assistants, inter-
active real TV, interactive social networks, interactive sto-
rytelling, personal diaries, websites and blogs, comprehen-
sive assisting environments for special segments of popu-
lations (e.g. impaired, children, elderly).

In this paper we shall not cover all aspects of intelli-
gent technologies for interactive entertainment. Instead,
we shall focus mainly on some of the areas that have seen
a wide range of original contributions in Italy.

2 Games

As we cannot talk about entertainment without discussing
games, let us first mention that a tendency toward auto-
matic learning prevails also in games. In the 2005 edi-
tion of the AAAI international conference, the Ameri-
can Association for Artificial Intelligence introduced a
general game playing competition that would “test the
abilities of general game playing systems by compar-
ing their performance on a variety of games”. Play-
ers are not told anything about the games to be played
before the competition and the rules of all games are
electronically transmitted to the players at the begin-
ning of each game using a Game Description Language
(games.stanford.edu/language.html). Systems compete
against one another for a 10, 000 USD prize.

Concerning the strategic role of games in research, Min-
sky pointed out that

It is not that the games and mathematical prob-
lems (puzzles) are chosen because they are clear
and simple; rather it is that they give us, for the
smallest initial structures, the greatest complex-
ity.
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This provides significant motivation for the study of
games especially for their impact in different fields. But
let us go back to the best known challenge of AI in the
domain of games.

2.1 Computer chess

The ambition of being able to compete with the best chess
players has been one of the original challenges that have
characterized artificial intelligence. At the time of the
Dartmouth Conference, in 1956, the belief existed that
within some ten years it would have been possible to re-
alize a program that would prevail over the best human
players. The truth is that at the beginning of the 1990’s,
this goal was far from being achieved–the best chess pro-
grams were not at the level of the hundredth best human
chess player. Later IBM invested enormously in a special
project that led to the development of Deep Thought, first,
and then of Deep Blue. Deep Blue was based on special
hardware and substantially exploited brute force, with its
capability of exploring 200 million moves per second. The
system, after a first failed challenge, succeeded in 1997 in
overcoming Garry Kasparov, generally considered the best
human chess player of all time. Kasparov left the game
site furious, claiming that the operators of Deep Blue had
cheated, for instance by contravening the agreements about
operating the computer between games. In any case, he
never accepted the result. Nonetheless, IBM declared vic-
tory, and Deep Blue never played again. The results of
Deep Blue formed the basis of a number of other practical
projects that IBM sustained in the following years.

Even though Deep Blue was not known to have incor-
porated aspects that are typical of human intelligence, the
AI community took advantage of the result and declared
that one of the best known goals of AI, put forward by the
founders of the discipline, had been attained. 1997 marked
a milestone, but it was not the end of the story. The follow-
ing years saw the development of a new generation of pro-
grams, running on traditional hardware - powerful PCs, but
based on strategies that come closer to the ones used by hu-
mans. Deep Junior for instance, is a program developed by
two Israelis, Shay Bushinsky and Amir Ban, that has been
world champion three times in the 2000s. The system has
played also in Italy against the best Italian player, Michele
Godena and against one of the best female world players,
Almira Skripchenko. Deep Junior includes pattern match-
ing, machine learning, opponent modeling, reasoning and
planning. In general the new programs, like Deep Junior
(world champion in 2006), Shredder, or Zappa, are specif-
ically built for competing at the world championship of
computer programs. Yet in 2003, Deep Junior challenged
Garry Kasparov, with a tie as the final result. However
this time Kasparov declared himself satisfied with a tie re-
sult, and clearly played the final two games on the defen-
sive, impressed by Junior’s capability to change strategies
in the course of the game. Kasparov seemed to recognize

that the future of “chess intelligence” had been declared.
As for the match against Michele Godena, held at IRST,
Trento on September 27, 2004, Deep Junior appeared to
give less importance to material advantage than to strate-
gic positioning. The program also displayed moves that
the expert chess commentators described as indicators of
authentic creativity. In the end Godena expressed his admi-
ration. A similar result was obtained in the match against
Skripchenko. Bushinsky declared that there are many open
problems and research challenges in computer chess; but
the one role he sees for chess programs in the future is to
propose creative solutions: just the opposite of what folk
wisdom attributes to computers.

In May 2006, Italy was at center stage, hosting the World
Championship in Turin for the first time in conjunction
with the human chess Olympiads. Deep Junior, with some
recent improvements won the title again, even though with
much less computing power than other competitors: for
instance, Zappa was using 512 processors on the NCSA
supercomputer.

2.2 Cracking crosswords

Crosswords are one of the most popular linguistic puz-
zles worldwide and represent a very interesting challenge
for machines in both their production and solution. Prob-
lems of this category have been informally defined as AI-
complete [13], meaning that there is no closed-world as-
sumption and they require human-level knowledge to be
attacked.

Interestingly, for the first time since AI’s kick-off, there
is a first nucleus of technology, such as search engines, in-
formation retrieval and machine learning techniques, that
enable computers to capture real-life concepts with seman-
tics. Research towards both the generation and the so-
lution of crosswords has been carried out at the Univer-
sity of Siena in the last three years. The main approach
is to attack crosswords making massive use of the Web
as a sort of self-updating repository of human knowledge.
The research activity in crossword generation is still in its
infancy. The main challenge is not allocating words of
a dictionary under the crossword’s constraints, but rather
producing meaningful and creative cues. In principle, one
could simply access definitions from a database of cross-
words’ clues. Not only is this not interesting, but it would
also be useless since it would infringe on the copyright
on published crosswords used to construct the database.
While this is a very controversial issue and many cross-
words contain definitions that have already been published
elsewhere, the problem would surely arise because of the
systematic copy of clues. A very stimulating challenge
is to make them by appropriate processing of web pages,
aimed at discovering the relevant definition of the term.

Unlike generation, significant advances have been
obtained in crossword puzzle solving under the We-
bCrow project (http://webcrow.dii.unisi.it) that was
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announced the first time during the afore-mentioned
chess competition at IRST in September 2004. A few
weeks later, the system was reviewed in the news of
Nature [16] and, later on, a brief description appeared
on the AAAI Web site concerning games and puzzles
(http://www.aaai.org/AITopics/html/crosswd.html), and
in [6]. To the best of our knowledge, the only significant
attempt reported in the literature to tackle this problem
is the Proverb system, which has reached human-like
performances [19].

Unlike Proverb, WebCrow neither possesses any
knowledge-specific expert module nor a crossword
database of great dimensions. In order to stress the gen-
erality of its knowledge and language-independency, We-
bCrow has a module at its core performing a special form
of question answering on the Web, referred to as call clue-
answering. The second goal of the system, filling the cross-
word grid with the best set of candidate answers, has been
tackled as a Probabilistic-CSP. WebCrow has a striking ad-
vantage with respect to Proverb due to its web-based ar-
chitecture that makes it possible to attack crosswords in
different languages without substantial changes. Most of
its modules are in fact based on text mining techniques
that invoke machine learning and that can be reused in a
straightforward manner when changing the language. In-
terestingly, also the language-dependent parts of the sys-
tems have been designed in such a way to minimize the
porting to a different language.

WebCrow works currently for Italian and English,
though it has been massively experimented for Italian
crosswords only. WebCrow has been recently involved in
a competition that took place at the University of Siena
against 181 students, distributed in five labs. WebCrow
reached the 55-th position, exhibiting better performance
on hard more than on easy crosswords (see the details
at http://webcrow.dii.unisi.it). Concerning English, We-
bCrow is expected to play against volunteers at the ECAI-
06 conference. Moreover, a new game for bilingual people
will be proposed in which crosswords will be composed
of both English and Italian clues. Interestingly, while the
competition resembles popular chess events, there is also a
significant difference: there is no widely recognized tradi-
tion of ”crossword masters” like there is in chess and this
is why the idea of involving as many people as possible is
reasonable to assess actual developments.

The WebCrow project has been supported by Google
Inc. under the Research Program Awards.

2.3 Web games

The Web has been offering a natural environment for
games that are relevant not only for entertainment but also
for the evolution of technical issues, like labeling. For in-
stance, the ESP game (available at www.espgame.org) is
played by two people on the Web who cannot communi-
cate with each other [23]. They don’t know anything about

each other: the server pairs them and chooses an image
from the web, shows it to both partners simultaneously,
and asks them to label it. Each player’s goal is to guess
what the other is typing, without any communication. As
soon as they both type the same phrase, the system offers
a new image and they play again. Meanwhile, behind the
scenes, that phrase is recorded as metadata for the image.
This is a simple yet effective means of producing reliable
metadata.

Tagsocratic, a system for coordinating labeling in the bl-
ogosphere and for facilitating the social interaction among
bloggers, originated from this simple idea and is currently
being developed at IRST, Trento [8]. TagSocratic offers
a new type of collaborative entertainment in which emer-
gent topics of shared interest are discussed and developed
online. The system is based on an agent-based architecture
where agents interact to learn their respective topic com-
petence.

Other commendable initiatives concern the impact in ed-
ucation. A Web game has been developed at the University
of Genoa to support studies for discovering European her-
itage. The project, called ChiKho is supported by the Euro-
pean Union [2] ChiKho is essentially a web-distributed ed-
ucational game which allows players to share and improve
their knowledge about the heritage of European countries.
The game structure is similar to a hurdle-path game. The
system handles a huge amount of multimedia contents that
are made available to several network configurations. The
massive experimentation of the system has demonstrated
that participants have been given the opportunity to acquire
interesting information and to discover intriguing links be-
tween European cities.

2.4 Puzzles and problem solving

The 15-puzzle conceived by Sam Loyd, the Rubik’s cube
and related problems are popular games for both humans
and machines. They represent the ideal prototype prob-
lems to illustrate the aim of problem solving: given an ini-
tial state and a set of operators (admissible moves), find a
goal state. For both mentioned puzzles, the problem is rea-
sonably easy to solve if we are satisfied with just a “path-
solution,” regardless of whether or not it is the optimal one.
These problems become significantly harder if the purpose
is to discover the optimal parth from the initial to the goal
state. Interestingly, these are typical problems in which
machines already significantly overcome human skills. On
the other hand, the discovery of optimal solutions is very
expensive and, as a matter of fact, can be achieved only for
small-scale instances of the puzzles.

For instance, while traditional heuristics for attacking
the Sam Loyd Game, like the Manhattan distance, are quite
effective for facing the eight- and most frequent instances
of the fifteen-puzzle, the problem soon becomes intractable
for higher dimensions. A crucial ingredient for the success
of searching in the space of states is discovery of smart
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heuristics and proper use of the solution of sub-problems
that gave rise to a method referred to as disjoint pattern
database [18].

A more recent approach, followed at the University of
Siena, is based on special heuristics that are learned from
examples. In particular, likely-admissible heuristics have
been introduced whose admissibility requirement is re-
laxed in a probabilistic sense. Instead of providing an
upper-bound to the cost, it is guaranteed to end up with
optimal solutions with a given probability. Interestingly,
likely-admissible heuristics can be obtained naturally by
statistical learning techniques such as artificial neural net-
works, which can learn the expected value of the cost to
reach the target from examples. The experiments have
shown that neural heuristics are the first online source ca-
pable to return a certain amount 29% of optimal solutions
of the 15-puzzle with time and space costs lower than Dis-
joint Pattern Databases (non-reflected). When coupling
two neural networks for the computation of the heuristics,
the optimality degree reached approximated 50% with non
growing search complexity. Compared to Manhattan Dis-
tance this search performed over 500 times faster by using
1/13000 of the memory resources [5].

3 Entertaining communication

Communication can be highly entertaining. Computer
communication can be expected to have the same basic
properties of human communication when artificial agents
will be part of our ecological scene. These properties in-
clude: humor, engaging storytelling, or, novel human com-
munication capabilities, like producing good real life pic-
tures or video clips. Human computer interaction is one
of the traditional areas of artificial intelligence. Aspects
of an intelligent interface include multimodality, tailored
interaction, interactivity, cooperation, and mixed initia-
tive. Multimodal interfaces support multimedia (e.g., lan-
guage (speech or text), gesture, gaze, graphics) and multi-
modal (e.g., audio, visual, haptic) input analysis and out-
put generation as well as multimodal discourse processing
(e.g., supporting within and across modal reference and
discourse). Of course, entertaining communication can
have a practical role in many situations: for instance one
can think of the role that humor plays in advertisements,
due to its capacity of getting the attention of the audience,
and facilitating memorization of the message. Or simply
consider the essential role that entertaining communica-
tion plays within children’s education environments. In
another context, if a story teller is able to engage the lis-
tener, it can provide a good companion to an elderly person
and convince him/her of the importance of taking medicine
and doing exercise. Or for instance it can provide attrac-
tive sport comments. Video clips can be a very effective
way of transmitting knowledge when used in a documen-
tary. Entertaining communication is beginning to deliver
some initial prototypes. Even though humor is a very com-

plex capability to reproduce, and has been considered AI-
complete, it is realistic to model some types of humor pro-
duction and to aim at implementing this capability in com-
putational systems. Some prototypes are able to produce
expressions limited in humor typology but meant to work
in unrestricted domains [3]. Besides humor production,
some initial works on humor recognition have been re-
ported. Work has been conducted also on automatic emo-
tional story telling, where the artificial character evokes
empathy in the audience [12]. Automatic video production
is a topic of research that is producing some results, espe-
cially in the simplified context that does not involve shoot-
ing in the real world, but starting from 2D existing im-
ages [4]. This is just the beginning. Robot-based systems
for producing good quality pictures of events also consti-
tute a promising avenue. All these themes open substantial
challenges for the future. They will also require more in-
sight on emotion, cognition and computation. There are
a number of intriguing open questions that might be ad-
dressed in the near future such as, what is the nature of a
surprise in communication? How to keep attention high?

3.1 Generating Humor Expressions Automati-
cally

Humor is one of the most interesting and puzzling aspects
of human behavior. Despite the attention it has received
in fields such as philosophy, linguistics, and psychology,
there have been few attempts to create computational mod-
els for humor recognition or production. Yet computa-
tional humor has the potential to change computers into
extraordinarily creative and motivational tools. Computer-
human interaction needs to evolve beyond usability and
productivity. There is a wide perception in the field that the
future is in themes such as entertainment, fun, emotions,
aesthetic pleasure, motivation, attention, engagement and
so on. Humor is an essential element in communication:
it is strictly related to the themes mentioned above, and
probably humans could not survive without it. While it is
generally considered merely a way to induce amusement,
humor provides an important way to influence the men-
tal state of people to improve their activity. Even though
humor is a very complex capability to reproduce, it is real-
istic to model some types of humor production and to aim
at implementing this capability in computational systems.
While humor is relatively well studied in scientific fields
such as linguistics [1] and psychology [7], to date there is
only a limited number of research contributions made to-
ward the construction of computational humor prototypes.
Almost all the approaches try to deal with incongruity the-
ory at various levels of refinement [17, 1]. Incongruity the-
ory focuses on the element of surprise. It states that humor
is created out of a conflict between what is expected and
what actually occurs in the joke. This accounts for the most
obvious features of a large part of humor phenomena: am-
biguity or double meaning. One of the first attempts is per-
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haps the work described in [3], where a formal model of se-
mantic and syntactic regularities was devised, underlying
some types of puns (punning riddles). The model was then
exploited in a system called JAPE that was able to automat-
ically generate amusing puns. Another humour-generation
project was the HAHAcronym project [21], whose goal
was to develop a system able to automatically generates
humorous versions of existing acronyms, or to produce a
new amusing acronym constrained to be a valid vocab-
ulary word, starting with concepts provided by the user.
The comic effect was achieved mainly by exploiting incon-
gruity theories (e.g. finding a variation concerning religion
for a technical acronym).

Humor recognition has received less attention. It is
worth mentioning the work of [15] that investigated the ap-
plication of text categorization techniques to humor recog-
nition. In particular they showed that classification tech-
niques are a viable approach for distinguishing between
humorous and non-humorous text, through experiments
performed on very large data sets.

3.2 Interactive TV

The recent impressive growth of TV content, digital TV
networks and broadband requires smarter methods for
making the interaction of the user more friendly. A re-
search activity in this direction is carried out at Diparti-
mento di Informatica, University of Turin. The project was
in cooperation with Telecom Italia Lab (formerly CSELT).
Its main goal was the introduction of personalization tech-
niques for the customization of future television services
and the exploitation of such techniques within a prototype
system for the generation of personalized Electronic Pro-
gram Guides (EPGs). The customization of the EPG con-
cerns the personalized selection of the TV programs to be
advertized, on the basis of the user’s interests. The pro-
posed system is based on a multi-agent architecture, where
specialized agents collect data about the available TV pro-
grams, monitor the user’s behavior to acquire his interests
and select the events to be advertised in the personalized
EPG, depending on the user’s preferences at the time of
day he wants to watch TV. The system exploits multi-agent
technologies for supporting the agent communication and
it runs locally within the user’s Set Top Box, where the
tasks for the management of the EPGs are executed. The
system is remarkably flexible and can easily be extended
with agents providing new functionalities. In addition, the
user’s data can be handled locally to the Set Top Box, thus
making it possible to pay special attention to privacy is-
sues.

4 Educational entertainment

Already a number of interesting intelligent interactive ele-
ments are being incorporated into so called “edutainment”
Reading, writing, and drawing assistants exist to help

novices learn basic skills. Some incorporate, for example,
speech processing (including accent models) so that young
readers receive immediate and individualized performance
feedback as they learn their native or a foreign language.
Incorporation of interactive games seems to enhance user
motivation. In the future, incorporating question answer-
ing systems could help to provide more tailored mentor-
ing. Animated pedagogical agents in interactive learning
environments enable effective situated learning [10]. For
example in Cavazza and Simo [9] a qualitative simulation
of the cardiac cycle in a virtual patient provides a safe and
effective 3D virtual emergency room training environment
for student physicians. Let us now focus on a kind of ap-
plication that is of particular importance for Italy.

4.1 Museum guides

Various projects have introduced technology for mobile
presentations triggered by the position of the visitor in
the physical space. Such technology typically takes ad-
vantage of a localization system (for instance based on
devices that generate an infrared signal from fixed posi-
tions, or based on triangulation through emitters/receivers
of wireless digital signals, or on very sensitive GPS sys-
tems, which recently have achieved enough sensitivity to
work inside buildings). The visitor typically carries a small
portable device (for example a PDA or a simple headset),
and receives information relevant to items at their partic-
ular location. From a methodological point of view, most
of these projects concentrate mainly on the design of one
technology and present a prototype and possibly a limited
user study.

In the PEACH project, a complex and elaborated view
was proposed [20]. Mobile and stationary components
are integrated into the system seamlessly so that one can
stop at a large screen and obtain a presentation appropri-
ate for that device before moving on to presentations on a
mobile device that take into account previous interaction.
The system is initialized with a user profile and then, in
the course of the visit, it adapts to the behavior of the vis-
itor, proposing personalized, context-dependent presenta-
tions. Presentations themselves are multimodal, and in par-
ticular we have developed technology that combines lan-
guage presentations and small, tailored, visual documen-
taries, meant to provide a coherent network of support for
the visitor, for instance when guiding the visitor’s gaze to-
ward particular details of an exhibit. Another component
of the system helps in identifying the focus of attention of
the visitor when in front of a large bi-dimensional space,
like a painting. The artificial vision-based technology pin-
points what region the visitor is currently looking at so that
relevant presentations about the details of the area in the fo-
cus of the visitor’s attention can be provided. In the course
of a visit, the system capitalizes on each individual visitor’s
feedback whenever possible to guarantee appropriate pre-
sentations for their interests and taste. The system observes
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the visitor’s behavior, and the elements comprising that be-
havior are interpreted as implicit input. Explicit input, on
the other hand, is gathered in a very simple and “affective”
way: feedback on the part of the user is limited to sim-
ple communication of liking or disliking the current piece
of the presentation, with consequences for subsequent pre-
sentations. At the end of the visit, an overall personalized
report that summarizes the key aspects of the visit experi-
ence is automatically produced for the visitor to take home
or to receive as an electronic diary and an entry point for
their subsequent cultural experiences.

4.2 Virtual reality for educational and medical
applications

Augmented reality technology permits the concurrent in-
teraction of computer-generated virtual objects with the
real environment, thus making it an an interesting tech-
nology for developing educational applications for manip-
ulation and visualization. This work has been carryed out
at Fondazione GraphiTech in collaboration with Università
della Calabria [22]. The interaction with complex objects
that are deformable is an hard task. Studies on this sub-
ject are being carried out at the University of Siena where
dynamic models of visuo-haptic interaction are studied to
make the interaction as natural as possible. These studies
have turned out to be important also for the development of
Fetus-Touch, a system that allows one to haptically inter-
act with 3D reconstructions of fetuses obtained by medical
ultrasound imaging [11].

5 Conclusions

The research at the crossroad of artificial intelligence and
entertainment has been growing fast for at least two inde-
pendent reasons. First, as pointed out by Minsky, the stud-
ies on games give fundamental insights on the solution of
many different problems that we believe might be very im-
portant in real world applications. For instance, while at-
tacking puzzles like the Rubik’s cube, one devises methods
for planning the subsequent selection of operators that can
be important in practical problems of planning. Likewise,
the special clue answering scheme on the Web adopted for
discovering good candidates for crossword solving might
be of interest in itself and there are plenty of techniques
studied for chess solvers that are of practical interest.

On the other hand, most of the mentioned research ac-
tivities are of interest for their actual entertainment role.
Amongst others, the exhibition of humor and story telling
ability are changing the face of machines in society, with
significant consequences in education and in many other
aspects of life.
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1 What Machine Learning is About

Even though learning escapes precise definitions, there is
a general agreement on Langley’s idea [33] of learning as
a set of ”mechanisms through which intelligent agents im-
prove their behaviour over time”, which seems reasonable
once a sufficiently broad view of ”agent” is taken. Then,
Machine Learning can be roughly described as the process
of discovering regularities from a set of available data (ex-
amples) and extrapolating these regularities to new data.

Computational studies of learning dates back to the be-
ginning of Artificial Intelligence (AI), with some sparse
works in the early 1970’s (e.g., [51]). However, the field
started to acquire an autonomous profile at the end of
the 1970’s, when Jaime Carbonell, Ryszard Michalski and
Tom Mitchell organized the first workshop devoted to Ma-
chine Learning at CMU (Pittsbugh, PA) in 1980. That
workshop and the three following ones, in Monticello, IL
(1983), at Skytop, PA (1985), and in Irvine, CA (1987),
were meant to put up a community, and, hence, they were
based on invited attendance, based on a description of re-
search interest. The growing number of people wanting to
attend the meeting and the variety of approached themes
suggested to launch, in 1988, the first open conference,
which was held in Ann Harbor, MI. In the meantime, the
Machine Learning journal had started to appear in 1986.

For the first decade of its recognized life Machine Learn-
ing (ML) flourished mostly in USA, but a few European
researchers started, in the early 1980’s, to understand the
potential of the topic and to work on it. We have to wait
until 1992 to see the Conference, which in the meantime
became THE forum to publish any substantial Machine
Learning progress, held in Europe, in Aberdeen, UK. In
parallel, a European conference, the ECML, started to be-
come the reference point for European (but not only) re-
searchers working in the field.

These first years are now viewed as the heroic times in
which pioneers, armed with more passion than rigor, en-
tered unexplored regions, where challenging and intriguing

phenomena waited to be uncovered.
Now, after more than 25 years, Machine Learning has

not only reached full maturity, but it is still growing in
number of researchers, in breadth of problems, and in so-
phistication of methodologies, gradually changing from
a subfield of AI to a truly autonomous discipline. Not
only this, but Machine Learning has also given birth to
a branch that brought it to a new dimension: in 1989,
from a workshop organized by Gregory Piatetsky-Shapiro
at IJCAI 1989, in Detroit, MI, the Data Mining (DM) and
Knowledge Discovery in Data Bases (KDD) originated.
The possibility of exploiting Machine Learning techniques
to extract ”knowledge” from the huge mass of today avail-
able data brought these techniques to the attention of an
immense set of potential users in all application domains.

The relationships among Machine Learning, Data Min-
ing and Knowledge Discovery in Data Bases did not go
without problems. At the beginning, there was a confusion
about the coverage of the terms. Now, the received view is
that KDD denotes the whole process of extracting knowl-
edge, from data collection and pre-processing to results in-
terpretation. Data Mining is the step, inside this KDD pro-
cess, in which information is actually extracted from the
data by applying algorithms to them. These algorithms are
more often than not Machine Learning ones. The KDD
field has now its established annual conferences, the ACM
KDD and the PKDD (European) conferences, and its own
journal, i.e., Data Mining and Knowledge Discovery.

The opening of Machine Learning to new horizons
makes difficult to trace all the paths it is going down. Then,
we will provide, in the next section, only a high level view
of the current methodological and applicative landscape.

2 State of the Art

Machine Learning keeps constantly changing, and peo-
ple attending ICML 2006 (which was held in Pittsburgh,
USA, where it all started) could hardly believe to be at the
same conference as in Ann Harbor in 1988. Topics ranking
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high on the research agenda a few years ago, like integra-
tion of Machine Learning and Statistics, have already been
achieved to some extent and results from Statistics and Pat-
tern Recognition are routinely used, cited and extended in
Machine Learning papers.This is one of the reasons that
make difficult to depict a clear state of the art of Machine
Learning today. Another reason is the adaptation of ML
techniques to application fields: methods used in BioInfor-
matics have their own peculiarities, as well as, for instance,
the standard learning components embedded in Customer
Relationship Management Systems. However, these very
peculiarities made them successful in the respective do-
mains.

Nevertheless, in the middle of this diversity, some fun-
damental issues and trends can be identified, which are
methodological and transversal to all application domains.

The first common issue is rigor and awareness in results
assessment: with the interaction with real users, results
must be carefully and knowingly validated. This need gen-
erated a surge of papers on the analysis of commonly used
error estimation methods [17], such as cross-validation,
and also on the transfer to ML of methods exploited since
long in other disciplines, such as the ROC curves [37]. In-
stead of trying to show that their algorithm is the best, re-
searchers try to explore the limits of the algorithm’s appli-
cability; a great contribution to this mind change is due to
Wolpert’s No-Free-Lunch theorem [52].

Another general issue is scaling up the existing algo-
rithms. In todays applications, where data bases with mil-
lions of possibly complex records are to be processed, most
classical ML algorithms cannot work. Then, computa-
tional requirements become an issue to be addressed. Two
lines of attack have been tried: to modify the algorithms
in such a way that they can work on very large sets of ex-
amples (e.g., [18]), or to reduce the data through a careful
pre-processing [46].

On the methodological front, a breakthrough in learn-
ing classifiers has been offered by Schapire, who showed
that the notions of strong learnability and weak learnabil-
ity are equivalent [47]. Since then, ensemble learning has
been actively investigated. ¿From the empirical point of
view, ensemble learning shows an amazing effectiveness
and robustness to overfitting. In the attempt to explain this
appealing behavior, much theoretical and empirical work
has been done, even though conclusive results are still to
be obtained [26, 24].

One of the main sources of requests for new advances
is the complex nature of today available data. At its
beginning, Machine Learning was applied to numeri-
cal/categorical data sets, held in central memory, where ex-
amples were represented as vectors of (Attribute - Value)
pairs. Now, in an increasing number of domains the inter-
esting data are structured, i.e., each example is composed
by interrelated parts, for which this simple representation
is no more adequate. Learning from such kind of data
is called Relational learning [44] or Inductive Logic Pro-

gramming (ILP) [43]. Unfortunately, relational learning
suffers from severe (possibly unavoidable) computational
problems [29].

Several ways have been tried to reduce the above prob-
lem, but without obtaining a definite success. One is
propositionalization, which is the process of transforming
each structured example into a set of unstructured ones,
on which the wealth of classical ML algorithms can work
[32]. Even though some beneficial effect has been re-
ported, the method is not guaranteed to work, because the
number of transformed examples can become exponen-
tially large. Another way is to use a hierarchical approach:
examples can be abstracted and moved to another represen-
tation space in which learning becomes hopefully simpler;
again, if the ”good” abstraction is found, things work out
well, but finding this abstraction may be prohibitively hard
[53].

A recently proposed approach, which takes into account
some relation in the data without facing full relational
learning, is Statistical relational learning [27]. The ap-
proach is based on probabilistic relational models, which
extend probabilistic graphical models with the expressive
power of object-relational languages. Probabilistic rela-
tional models handle the uncertainty over the attributes of
objects in the domain as well as uncertainty over the ex-
istence of relations between objects These models can be
automatically learned from a relational data set, and they
extend Bayesian networks learning.

Another approach that is currently at the core of Ma-
chine Learning is the Kernel-based one. Starting from the
seminal paper by Vapnik on Support Vector Machines [16],
several improvements and applications have been proposed
(see, for instance, [14]).

Reinforcement learning [50] another branch of Machine
Learning which is receiving attention, especially for ex-
tending it to relational domains [5]. However, the com-
putational cost required still hinders it to be successfully
applied in practice, except in very rare cases.

Learning from complex objects, such as textual docu-
ments, spatio/temporal data, images, video, or multimedia
is currently a major challenge for Machine Learning [15].
Whereas indexing and categorization of textual documents
have already received much attention and good results have
been obtained [31], learning to categorize or retrieve im-
ages by their content is still at the beginning. Object
categorization, in fact, is difficult because differing pose,
scale, illumination and intrinsic visual differences produce
highly different images for objects of the same class. Ex-
isting shape-based modeling techniques are not designed
to deal with these large variations. The challenge in ob-
ject categorization is to find class models that are invariant
enough to incorporate naturally occurring intra-class varia-
tions and yet discriminative enough to distinguish between
different classes.

In the media and entertainment industries, including
streaming audio and digital TV, generated data present new
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challenges for Machine Learning [35]. Regarding auto-
matic video indexing, for instance, current content-based
systems use low-level features, such as motion, color,
and texture. However, low-level features often have lit-
tle meaning for users, who much prefer to identify content
using high-level semantics or concepts. This creates a gap
between systems and their users that must be bridged for
these systems to be able to mining semantically meaning-
ful information.

Spatio-temporal data mining is an emerging research
area dedicated to the development and application of novel
computational techniques for the analysis of large spatio-
temporal databases [2]. Both the temporal and spatial di-
mensions add substantial complexity to data mining tasks.
First of all, the spatial relations, both metric (such as dis-
tance) and non-metric (such as topology, direction, shape,
etc.) and the temporal relations (such as before and af-
ter) are information that needs to be considered in the data
mining methods. Moreover, some spatial and temporal re-
lations are not explicitly encoded in a database, and must
be extracted from the data. Finally, working at the level
of stored data (points, lines, time stamps) is often unde-
sirable. Therefore, complex transformations are required
to describe the units of analysis at higher conceptual lev-
els, where human-interpretable properties and relations are
expressed. Finally, spatial resolution or temporal granular-
ity have direct impact on the strength of patterns that can
be discovered. All the above reasons make the integration
of spatio-temporal reasoning in data mining still an open
problem.

An issue that is more and more debated both inside and
outside the Knowledge Discovery/Machine Learning com-
munity is privacy and security (e.g., [34, 42]. Data Min-
ing, with its need to access all kinds of data, arises fears
of privacy violation. Although techniques, such as ran-
dom perturbation techniques, secure multi-party computa-
tion based approaches, cryptographic-based methods, and
database inference control have been developed, many of
the key problems still remain open in this area and they
will affect the design of data mining and learning algo-
rithms. The security and privacy issues are the more im-
portant now, as government agencies start to extensively
use knowledge discovery tools, and mining official data is
becoming a hot topic.

2.1 The Italian landscape

Machine Learning, in its traditional meaning, has been
present in Italy since the beginning of the 1980’s, when
researchers at the Universities of Torino and Bari started
to work on the subject. This group of academic pioneers
was joined by researchers from the Ugo Bordoni Founda-
tion and IBM Italia, in Rome, by people at CSELT (now
TiLab) in Torino, as well as by researchers from other uni-
versities. The Italian community reached quickly a good
international visibility, and was present, through its mem-

bers, at all important moments of the international life, no-
tably, Machine Learning’s and Journal of Machine Learn-
ing Research’s editorial boards, ICML’s, ECML’s, KDD’s
and PKDD’s programs committees, and also ICML’s and
ECML’s Program Chairpersonships.

The core of the original groups of people remained faith-
ful to Machine Learning (even when part of the Torino
team moved to Alessandria, campus of the new University
of Piemonte Orientale). Both teams in Torino/Alessandria
and Bari grew in size and in breadth of themes, as several
Ph.D. students were attracted by the challenges of the field.

In the meantime, the community expanded with the ad-
dition of groups at the Universities of Pisa, Roma ”La
Sapienza”, Milano, Firenze and Padova, as well as from
IRST and companies such as TiLab and Alenia Spazio
(both in Torino).

From the scientific point of view, the research topics in
Machine Learning concentrated first on concept learning
for classification tasks, including the whole spectrum of
supervised approaches, from decision tree [21] and model
tree [40] building to relational learning ([7], [19], [38]),
from genetic algorithms [3] to neural networks (e.g., [1, 8])
and kernel machines ([48], see also the parallel article
in this issue), and unsupervised approaches (clustering)
(e.g., [6, 11, 49, 30]). Also researches in Computational
Learning theory (e.g., [13, 4]), complexity of learning
[10], changes of representation [45], [25], and incremental
methods [22], [20] are very active. More on the Data Min-
ing side, the focus is on extracting association rules from
databases [12, 23, 28, 36], handling geographical informa-
tion systems [41], [39] and automatically building models
of sequences ([9]).

3 Open Problems and Research Perspectives

With the diffusion of a new society, heavily based on net-
working and knowledge acquisition and communication, a
new concept has been forged: users are no longer obliged
to do all efforts to understand and master their environ-
ment, but rather they interact with an ”ambient intelli-
gence”, aiming at ”understanding” them, seamlessly sup-
porting their activities, and engaging the environment in
adaptive cooperation on a personalized basis. The future
Learning Science can provide a transparent mediation be-
tween the user and the data in this new context.

Recently, topics such as distributed systems, complex
and heterogeneous data and process integration have be-
come important topics on the agenda. We are already sur-
rounded by devices that embed microprocessors, such as
consumer electronics, medical devices, cars, and so on,
but they generally operate stand-alone. In the ubiquitous
computing vision, all these devices are not only capable
of computing but also of communicating: each networked
device may take advantage of the services offered by other
connected devices instead of duplicating their functional-
ity. Ubiquitous computing represents a paradigm shift in
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the history of information and communication technolo-
gies, according to which computing is omnipresent and
devices that do not look like computers are endowed with
computing capabilities.

In order to achieve this goal, future researches should
address at least the following topics:

• knowledge discovery in mobile systems: mobile sys-
tems, wireless communication networks, calm tech-
nologies,

• distributed architectures: distributed data mining,
grid computing, global computing, peer-to-peer, au-
tonomic computing, agent technology and embedded
data mining,

• learning components: any-time learning, graph-based
and relational learning, statistical learning, evolution-
ary computation,

• data types: spatio-temporal data, stream data, audio,-
video, text data, web data,

• security and privacy: privacy preserving data mining,
intrusion detection

• human computer interaction: user interfaces of ubiq-
uitous discovery systems, visual knowledge discov-
ery.

The first three items constitute a paradigm shift for the
field of knowledge discovery, since the idea of a standalone
(desktop or workstation) analysis tool is abandoned in
favour of process-integrated, distributed and autonomous
analysis engines. This technical approach can only suc-
ceed if the topics of privacy and security are addressed in a
much more principled and multi-disciplinary manner than
before.

A further major objective is to re-investigate the relation
between machine and human learning. The shift to mobile,
distributed and embedded applications utilizing heteroge-
neous data sources is paralleled by a shift in the cogni-
tive sciences towards embodiment. According to this view,
cognition is structured by interaction with the environment
and grounding of concepts in (combinations of) sensory
inputs. For this reason, the agenda of knowledge discov-
ery and machine learning is now re-oriented to fully ac-
count for the user in the loop, and investigate in a prin-
cipled way the development of data mining systems with
cognitive abilities.

Finally, it is responsibility of data mining researchers to
invent theories, methods and techniques, which are aware
of citizens rights of privacy and confidentiality. A privacy-
aware technology that is designed to prevent infringing
civil rights would enable a wider social acceptance of a
multitude of new services and applications that would find
in ubiquitous knowledge discovery a key driver.

Fortunately, the field of machine Learning and Knowl-
edge Discovery is ready for the transformation. This re-
quires to take up the most advanced research results in var-
ious sub-areas and to carefully integrate them. This com-
bination of technologies will lead the field far beyond the
current the state of the art. We can sum up the challenges if
we formulate the problems from a data-centric perspective.
Compared to more traditional environments the challenges
are created by the following key features of ubiquitous en-
vironments:

• the amount of data, which makes impossible manual
approaches or exhaustive mechanisms for screening,
filtering, aggregating and managing data,

• ad-hoc networks, which do not allow strict assump-
tions on the trustworthiness and/or technical reliabil-
ity of the network nodes,

• heterogeneous data, which do not allow monolithic
representation schemes,

• distributed data, which complicate the process of find-
ing relevant information and managing it,

• continuous data streams, which forbid one-time ad
hoc solutions,

• real-time data, which put high demand on efficiency
and run-time complexity.

Principled, theoretically well-founded approaches for
addressing these problems will soon become mission criti-
cal. No substantial progress can be made without address-
ing the problem of learning from data. More specifically,
the goal is to build systems with greater autonomy, flexi-
bility, intelligence that are:

• self describing, self-organizing,

• self-monitoring and repairing, and can perform auto-
matic intrusion detection,

• perform automated trend detection, prediction, aggre-
gation and summarization,

• are inherently distributed.

4 Links with other AI Þelds

Even though Machine Learning was considered, at its start,
as a subfield of Artificial Intelligence, over the years it be-
came apparent that the two fields intersect, but neither one
includes the other. In fact, Machine Learning receives con-
ceptual and methodological contributions from several dis-
ciplines outside AI, as described in the next section. Nev-
ertheless, AI strongly motivates ML, as the ability to learn
is a hallmark of intelligence, and heavily contributes with
methodologies as well.
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More specifically, one of the subfield ML draws upon
is knowledge representation. The choice of the languages
for describing data and hypotheses in any ML system has
been recognized since ever as a critical one, whatever the
approach the system is based upon. As soon as Machine
Learning started targeting learning knowledge comprehen-
sible by humans, logical languages came spontaneously
into play. At the beginning, simple, propositional lan-
guages were mostly used, to cope with the naive algorithms
available at the time and the undemanding applications.
Later on, more complex logical languages, such as Horn
clauses, Datalog and Description logic have been used, ex-
ploiting the wealth of results about representation power
and inference ability. Recently, more sophisticated issues,
such as abstraction and automatic changes of representa-
tion, suggested ML new ways to cope with computational
complexity.

Another fundamental AI subfield, without which ML
would probably not exist, is search. Since Tom Mitchell
recognized, in 1980, that learning is exactly a search in
the space of possible hypotheses, results in this AI’s core
subfield moved steadily to ML, for the good (continuously
improving search techniques) and for the bad (a phase tran-
sition in the task of matching hypotheses and examples
emerged).

The above two subfields have been sources of essential
contributes to the building of ML as an autonomous disci-
pline. Many others have with ML a different type of rela-
tion, i.e., they provide problems to be solved (learning in
planning, scheduling, diagnosis, natural language process-
ing, vision, and so on), and, hence, they are users of ML
approaches.

With the birth of Data Mining, a preheminent place
has been taken by Data Bases. While early ML systems
worked with data kept in main memory, the size of todays
real-world data warehouses requires that Data Mining tools
be applied directly to the data bases. Also, new methodolo-
gies, such as association rules extraction, have received a
lot of interest from researchers working on data bases.

5 Links with other Disciplines

Machine Learning, with its broad coverage of subjects,
is a highly interdisciplinary area, encompassing Statistics,
Pattern Recognition and Signal Processing, Control the-
ory, Information and Communication theory, Cognitive
Sciences, Evolutionary theories, Neurobiology, and even
Philosophy. Recently, it established links also with dis-
tributed, grid and mobile computing.

Statistics offers tool for data analysis since more than
a century, but Machine Learning, targeting (at least in the
idea of its initiators) a type of learning closer to human
conceptual knowledge acquisition, started as an alternative
to Statistics, considered to be too low level to be interest-
ing. Only time showed that ML cannot avoid Statistics
as a fundamental tool for evaluating its results, and that

some statistical methods can be fruitfully integrated into
more symbolic approaches. When Data Mining entered
the scene, again Statistics was perceived as a competitor,
but the two can readily coexist and be synergic: Statistics
follows a veriÞcation-driven philosophy, where a human
expert formulates a model, which is then checked against
the data; in this way, past experience can be fully exploited,
but it is difficult to find something really new. On the
contrary, Data Mining follow a discovery-driven approach,
where data ”are let speak by themselves”; in this way, a-
priori knowledge does not bias the discovery process, but
the search is more difficult.

Pattern Recognition and Signal Processing share with
Machine Learning many tasks, for instance classification,
recognition, and clustering, and in some cases also the
methods (for example, building decision tree originated
in Pattern Recognition, but this was not acknowledged by
early ML researchers). It is not easy to tell which is the real
difference (if any) between Pattern Recognition and Ma-
chine Learning, especially todays, when algorithms used in
Pattern Recognition have become more sophisticated and
similar to those used in ML, whereas ML extended its cope
to include tasks, such as image classification, which are
typical Pattern Recognition’s ones. If a difference has to be
found, it may reside in the Pattern Recognition preference
for numerical approaches dealing with low level (close to
the signal) features, whereas Machine Learning has still
the ambition to look like human conceptual learning. It is
clear, in any case, that many ML tasks, such as learning in
vision, require the results previously obtained by Pattern
Recognition.

Information theory is largely used to guide the search in
the space of hypotheses. Many notions borrowed from it,
such as entropy, Gini index, Information gain, and several
others are used as heuristics during learning. Another no-
tion, linked to both Information and Communication the-
ories, i.e., the Minimum Description Length is a largely
used search heuristics. Finally, the ideas of Error Correct-
ing Code and Vector quantization underly a classification
and a clustering approach, respectively.

A branch of Machine Learning, namely Reinforcement
Learning, can be applied both to learning how to con-
trol dynamic systems, and to learning how to explore, dis-
cover and act in an environment. This approach, inspired
by the stimulus-response learning in biological systems, is
not the unique to have this origin. In fact, the Darwinian
theory of evolution has been adapted to the Evolutionary
Computation approach (encompassing Genetic algorithms,
Tabu search and Simulated annealing), whereas the organic
brain is questionably imitated by neural nets.

It goes without saying that Cognitive Sciences have very
many contacts with Machine Learning. Concept formation
corresponds to clustering, learning algorithms have been
used to model aspects of human learning or to describe
conceptual change, human perception is a very rich sources
of suggestions for automatic processing (for instance in vi-
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sion), and student modelling has been tested on young chil-
dren in school. Even though some cooperation between
Machine Learning and Cognitive Sciences is already a re-
ality, most of the work is still left to the future.

Finally, Machine Learning touches issues that are in the
philosophical realm: for instance, the very notion of what
learning is, the relation between induction and abduction,
the relation between analogy and similarity, the very idea
of data compression and minimum description length (or
Kolmogorov complexity), and many others.

6 Application Achievements

In the last decade Machine Learning left the protected en-
vironment of academy and entered the real world. After a
slow start, good results began to convince the users of the
worthiness of the methodology, and now it is impossible to
mention all the successes Machine Learning has achieved.
This is especially true if we also include Data Mining,
which is by now entering most of the big economic, in-
dustrial and governmental entities. In 2002 started the ”In-
ternational Conference on Machine Learning and Applica-
tions” (ICMLA), which was in 2005 at its 4th edition: the
conference is a forum for advanced ML applications in all
domains.

An overview of Machine Learning’s achievements is
better organized according to the application field. A major
one, coming immediately to mind, is Medicine, which was
one of first on which ML methods have been tried. Medical
Informatics can play a key role in improving quality and
performance of health care, and thereby improving health
status of the population. To enable clinicians to improve
their care information is needed.

Evidence based medicine has developed as the guiding
principle in everyday health care. Clinical trials are per-
formed on a large scale, structured reviews present data
in useful ways, evidence based clinical practice guidelines
summarize available knowledge for health care workers.
Yet, this knowledge is not necessarily available to the busy
clinician, at the moment she makes a decision. Knowl-
edge Discovery can summarise and tailor the data such
that they fit the clinicians needs. Also, it is certain that
not all components of medical practice will be subjected to
prospective randomized trials, clinical reality may be dif-
ferent from the optimal care as suggested by these trials
and trials usually include ’healthier’ patients than patients
consulting clinicians in daily practice. Taking all this to-
gether, there is a clear need for information about the real-
ity of clinical practice.

Molecular Biology followed: DNA and proteins analy-
sis owes a lot to Machine Learning, which contributed with
classification and clustering algorithms and with sequence-
oriented methods (such as Hidden Markov Models) to the
location of genes and regulatory patterns, and to protein
structure identification (Workshops at ICML 2003, KDD
2003, and PKDD 2004). Currently much work is de-

voted to micro-arrays analysis. Application of discovery
and learning tools to micro-arrays data, commonly called
”gene chips”, made it possible to simultaneously measure
the rate at which a cell or tissue is expressing each of its
thousands of genes. One can use these comprehensive
snapshots of biological activity to infer regulatory path-
ways in cells, identify novel targets for drug design, and
improve the diagnosis, prognosis, and treatment planning
for those suffering from disease.

The Web, this immense information repository, has be-
come a privileged target of Machine Learning: classifica-
tion, clustering and indexing of (textual) documents can
be done automatically now, thanks to ML techniques. For
instance, text classification via Support Vector Machines
(SVM) reached impressive performances. A new rank-
ing SVM has been developed which exploits click-through
data on the web for personalisation. Also to Information
Retrieval and Information Extraction Machine Learning
approaches proved to be fundamental. A common task, in
this context, is user’s profiling, performed by e-commerce
companies, recommender systems, or network intrusion
detector systems.

Automatic profiling (which exploits statistical user char-
acterization or more sophisticated approaches, such as
Hidden Markov Models) is also popular in banking and in-
surance, where a major problem is risk assessment, and in
telecommunication and credit card fraud detection, where
anomalous user behaviours must be detected. User be-
haviour consists of typical action sequences performed by
people. Learning techniques are exploited to automatically
synthesize action sequences from log files; then, the indi-
vidual user behaviour is matched against such sequences
to understand what s/he is doing and possibly help her/him
at the execution of the task.

Language learning is also an active area of research
that uses language models. Language models, which pro-
vide the probability of word sequences, are used in speech
recognition, machine translation, and many other areas.
Current techniques in language modelling include word
clustering and smoothing (regularization), and also more
language-model specific techniques such as high order n-
grams and sentence mixture models.

A major role played by Machine Learning and Data
Mining in companies is that of a supportive (for the ef-
fective retrieval, characterisation and identification of ex-
isting knowledge artefacts) and enabling technology (for
the extraction of knowledge from datasets and information
artefacts).

Computational science has historically meant simula-
tion; but, there is an increasing role for analysis and min-
ing of online scientific data. As a case in point, half of the
world’s astronomy data is public. The astronomy commu-
nity is putting all that data on the Internet so that the In-
ternet becomes the world’s best telescope: it has the whole
sky, in many bands, and in detail as good as the best 2-
year-old telescopes. It is useable by all astronomers every-
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where. This is the vision of the virtual observatory, also
called the World Wide Telescope (WWT). Microsoft has
invested heavily in this project (Gray, KDD 2003).

In statistics, the term official data denotes data collected
in censuses and statistical surveys by National Statistics
Institutes (NSIs), as well as administrative and registration
records collected by government departments and local au-
thorities. A special issue of the journal Intelligent Data
Analysis appeared in December 2003 offers the state of
the art in the domain).

7 Application Potential

The Information Society Technologies Advisory Group
(ISTAG) has recently identified a set of grand research
challenges for the UE 7th Framework FP7. Among these
challenges are the totally safe car, a multilingual compan-
ion, a service robot companion, the self-monitoring and
self repairing computer, the Internet police agent, a disease
and treatment simulator, an augmented personal memory,
a pervasive communication jacket, a personal everywhere
visualiser, an ultra light aerial transportation agent, and the
intelligent retail store.

By analysing these challenges, it becomes clear that
most of them require systems that are able to adapt to
their environment, to learn from past experience, and to
improve their performance by learning from past mistakes.
This learning component shows up in the frequent use of
terms such as intelligent, smart, adaptive in these scenar-
ios. Then, building systems that learn is an underlying
common thread in these grand challenges.

Knowledge Discovery has always been directed towards
technology developments and commercial applications.
The time elapsing from a theoretical breakthrough to com-
mercial application is often significantly less then 10 years.
The financial barriers for entrance of SMEs and start-up
companies in this high technology market area are lower
than in other markets. Its broad scope makes it an enabling
technology for the knowledge society and e-Europe, thus
answering to a genuine demand. Both factors (application
orientation and market need) combine in making Knowl-
edge Discovery a research area with among the highest po-
tentials for implementing structures that ensure rapid trans-
fer of knowledge from research to industry. This in turn
will create a favourable environment for firm creation. So
even if research in this new view of knowledge discovery
is currently in a very early phase, it is important to set the
stage for tomorrows commercial breakthroughs right now.
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1 Statistical and Probabilistic Learning

Learning is fundamental to intelligence as it allows to
acquire knowledge from the environment by using data.
Several paradigms and approaches are available for defin-
ing the learning problem. In this paper we mainly focus
on methods based on statistical and probabilistic assump-
tions.

In the statistical setting, a learning algorithm is given a
set of examples obtained by sampling from a fixed but un-
known distribution. Most often, for the sake of developing
simple models, examples are also assumed to be indepen-
dently sampled, although it is not always reasonable to be-
lieve that this is actually the case. The purpose of learning
is to use the available data to characterize the unknown dis-
tribution from which the examples were sampled. Several
paradigms can be defined for this purpose.

In the case of supervised learning, training data con-
sists of input-output pairs D = {(x1, y1), . . . , (xm, ym)},
with xi ∈ X and yi ∈ Y . The set X is called the
input (or instance) space and can be any set. The set
Y is called the output (or target) space. The two sim-
plest forms of supervised learning are binary classiÞcation,
where Y = {−1, 1}, and regression, where Y is the set of
real numbers. The case where Y is itself structured has
received less attention until recently. Many pattern recog-
nition and related prediction tasks can be formulated ac-
cording to this paradigm. The fundamental underlying as-
sumptions is that a joint distribution characterizes the re-
lation between inputs and outputs, naturally allowing for
noise in the examples and their labels. This would be im-
possible in the so-called reduced learning model where it
is assumed that examples are sampled in the input space
and labels are deterministically assigned by a fixed but un-
known function. The general goal of supervised learning
is to estimate the conditional density p(y|x), although very
often it is sufficient to find a function f : X �→ Y that well
approximates the probabilistic dependency between inputs
and outputs (e.g. by making sure that a given loss function

is minimized). The class of functions that is searched for a
solution is called the hypothesis space.

Unsupervised learning aims at directly estimating the
distribution that underlies the data. The goal in this case is
to estimate p(x). Unsupervised learning is typically useful
to obtain interesting and compressed representations of the
data. This may be achieved, for example, by identifying
clusters, sub-manifolds or other regions of interest in high-
dimensional spaces, or by determining the hidden structure
of dependencies between causes and effects. Unsupervised
learning algorithms can be sometimes used also for solv-
ing classification tasks. This basically involves modeling
class conditional densities, i.e. the generative distributions
p(x|y) behind each class y. Note that such a generative di-
rection can be seen as reversed with respect to the discrimi-
nant direction taken by the supervised learning approaches
mentioned above.

In the case of semi-supervised learning, some examples
are labeled with an output target and some are not. This
setting is typically useful to take advantage of unlabeled
data that may be available at lower cost than labeled data.
When this is the case, semi-supervised learning takes the
form of learning from labeled and unlabeled data. In other
situations, the set of instance on which predictions are re-
quired might be known during the training phase, leading
to a formulation called transductive learning.

2 State-of-the-art Methods

Statistical and probabilistic learning is a very active re-
search area. Here we restrict our focus to some of the most
popular methods.

2.1 Kernel Methods

A Mercer kernel is a positive semi-definite symmetric
function that generalizes the notion of inner product to ar-
bitrary domains—see e.g., [38] for details. Kernels are
used in machine learning to measure the similarity between
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two instances so that we can make predictions about future
instances by taking into account their similarity to training
examples. It can be shown that for any Mercer kernel K
there exists a map Φ : X �→ �2 from the instance space to
the Hilbert space of square-summable sequences, such that
K(x, x′) = 〈Φ(x), Φ(x′)〉. This map is usually called the
feature map. Intuitively, the similarity between two exam-
ples will increase with the number of features they have in
common. Note that we do not need to explictly represent
Φ(x) if we know how to compute the kernel. This nice
property is generally referred to as the kernel trick.

2.2 Empirical Risk Minimization and Regular-
ization

A simple and straightforward way of solving the super-
vised learning problem is based on empirical risk mini-
mization (ERM). In this approach, each hypothesis is eval-
uated by observing its behavior on the available training
data. Hence, an ERM learner will search the hypothesis
space to find a solution h by minimizing the value of a
real valued loss function on the training set, where the loss
on a single example measures the cost incurred in predict-
ing h(x) when the target was in facts y. Although intu-
itively appealing, ERM is fundamentally flawed by its lack
of uniqueness and stability. In other words, it generally
attempts to solve a mathematically ill-posed problem. To
convince, think about examples consisting of pairs of real
numbers and suppose that the hypothesis space is the set of
polynomials in x. The loss could be in this case the squared
error between y and h(x). There are clearly infinite solu-
tions if we allow polynomials of degree higher than the
number of examples. In addition, some of these solution
may be very unstable in the sense that they may change
significantly when examples are changed by small pertur-
bations, or when a small fraction of examples is deleted
from the training set [30]. Common sense in this case tells
us that to avoid overfitting we should avoid this kind of
solutions that need to oscillate wildly to perfectly fit the
examples. We can penalize these unstable solutions if we
have a way of measuring their complexity. Towards this
goal, Vapnik [43] proposed the abstract idea of structural
risk minimization by which an algorithm should search a
minimizer of the empirical risk over a sequence of hypoth-
esis spaces of increasing complexity.

When using kernel methods in supervised learning,
the hypothesis space is the so-called reproducing kernel
Hilbert space (RKHS) associated with K . The good news
is that we now have a very simple measure for the com-
plexity of an hypothesis h via its norm in the RKHS,
‖h‖K . This allows us to modify ERM into a so-called
Tikhonov regularized problem by adding µ‖h‖K to the av-
erage training loss. µ is a positive regularization constant
that should be chosen according to the noise that is be-
lieved to affect the data. Popular algorithms in this frame-
work include support vector machines (SVM) [43] and ker-

nel ridge regression. The representer theorem shows that
the solution to the regularized problem can be expressed
as f(x) =

∑m
i=1 ciK(x, xi). In particular, in the case of

SVM classification, each term in the sum takes on the form
αiyiK(x, xi), i.e. the solution is a weighted average of
data targets, where the weights are formed by multiplying
a coefficient αi that measures the importance of the i-th
example and a term K(x, xi) that measures the similarity
between the input portion of each example and the new
data point x. Other supervised kernel methods (such as the
kernelized voted perceptron [10]) output solution that can
be expressed in this way.

2.3 Artificial Neural Networks

Artificial neural networks constitute a family of nonlinear
data modeling tools that can be used both in supervised
and unsupervised settings. The computation of a neural
network is traditionally described in terms of a data-flow
process performed by an interconnected set of computing
units in a form of network. A neural unit computes a sim-
ple nonlinear function σ() of the weighted sum, according
to weights wi, of its inputs xi, out = σ(

∑
i wixi + θ),

where θ is a threshold value. Adopting different designs
for the neural units, i.e. using a σ(·) with a “step” shape, or
a non-linear squashing function like the sigmoidal-logistic
function, or a linear function, we obtain different neu-
ral models. Specifically, the sigmoidal-logistic function
has the property to be a smoothed differentiable thresh-
old function, and thus amenable to gradient based learning
procedures. The architecture of a neural network defines
the topology of the connections among the units. In the
context of supervised learning, the most renewed model
is the well-know MLP (feedforward multi-layer percep-
tron) architecture: the units are connected by weighted
links and they are organized in the form of layers. The
input layer is simply the source of the input that projects
onto one or more hidden layers of units. The last hid-
den layer projects onto the output layer. According to the
definition of hypothesis space given above, a MLP real-
izes a mathematical parameterized hypothesis in the form
h(x) = gW(x), where x ∈ R

n is the input pattern in
the form of fixed-size vector, W is a set of real-valued
parameters (the weights) whose values determine the spe-
cific computed function, and gW : R

n → R
z , were z

is the number of output components. For instance, a two-
layer feedforward neural network with a single output (i.e.,
z = 1) and m “hidden” units, computes a function of
the type h(u) = σ̃(

∑m
j=1 wout

j σ̃(
∑n

q=1 whidden
jq xq) ) =

σ̃(wout · σ̃(Whiddenx) ) where W hidden ∈ R
m × R

n

is the weight matrix from the input to the hidden layer,
wout ∈ R

m is the weight vector from the hidden layer to
the output layer (recall that in general we have z > 1), σ̃(·)
is a function that applies component-wise a sigmoidal non-
linear activation function σ(u), e.g. σ(u) = 1

1+exp−u , and

y = σ̃(Whiddenx) ∈ R
m is the so called hidden activity
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vector. In this case, the set of parameters W is constituted
by both the elements of W hidden and the elements of wout.

Hence, the hypothesis space that characterizes the neural
model is the space of all functions that can be represented
by assigning specific values to the parameters in W , i.e.
the weight values of the given neural network architecture.
This allows the model to represent a rich space of non-
linear functions, making neural networks a good choice for
learning discrete and continuous functions whose general
form is unknown in advance. In particular, approximation
theory (Theorem by Cybenko, see [16]) formally supports
the generality of this class of hypotheses: this class of func-
tions is sufficient to approximate continuous and derivable
functions with arbitrary small error, provided that a suffi-
cient number of hidden units are available.

Note that, depending on the class of values produced
by the network output units, discrete or continuous, the
model can deal, respectively, with classification or regres-
sion tasks. Given a loss or error function which is differ-
entiable with respect to the weights learning can be based
on the minimization of the error function via gradient de-
scent techniques. For multi-layer neural networks, an ef-
ficient implementation of gradient descent is obtained by
back-propagation [35], the most popular among the super-
vised training algorithms for this class of networks, where
the values of the errors are back propagated from the out-
put neural units to the input units, changing the weights
proportionally to the influence they had on the total error
Remp, i.e. at each iteration the weight values wij are up-
dated according to the learning rule w ij = wij + ∆wij ,
where ∆wij = −η

∂Remp

∂wij
and η > 0 is the gradient de-

scent step size, or learning rate.
Despite of its implementation simplicity and usefulness,

back-propagation has the classical disadvantages of any
gradient descent method (local minima, dependency of the
final hypothesis on the initial weights condition, choice of
the “right” value for the gradient descent step, etc.). An-
other problem with learning is how to chose the “right”
topology of the network. The problem of optimizing the
architecture has been addressed by different approaches,
such as the use of constructive learning algorithms, which
grow the network topology during training, or pruning
techniques (see e.g., [34]), which after training try to prune
“useless” units or connections. Various techniques (such
as the Cascade Correlation algorithm [7]) have been pro-
posed to dynamically modify the network topology and its
dimension as part of the learning algorithm. Constructive
methods, also called growing methods, permit to start with
a minimal network configuration and to add units and con-
nections progressively, allowing automatic adaptation of
the architecture to the computational task. Bayesian learn-
ing has also been defined for neural networks where the
output is interpreted as a probability distribution [28].

Another relevant class of neural networks for supervised
learning, i.e. radial basin function (RBF) neural networks
[31], is defined by considering units with Gaussian activa-

tion functions. The use of stochastic activation functions
has also been studied, leading to models such as Boltz-
mann machines [1].

In the context of unsupervised learning, winner-take-all
networks are the most typical. These models are based
on units k − WTAn(x1, . . . , xn) that compute a mapping
k − WTAn : R

n → {0, 1}n, where the ith output re-
turns 1 iff the number of input values greater than x i is
at most k − 1. The most used unit is the one defined for
k = 1, where the output of the unit indicates which of the
n inputs has maximal value. Very popular models in this
family are Self-Organizing Maps (SOMs) [21] and Adap-
tive Resonance Thory (ART) (e.g., [4]).

The aim of a SOM map M is to represent high-
dimensional input patterns with prototype vectors w
(weights of neurons) which can be visualized in a low di-
mensional lattice structure. The lattice structure defines
the network topology, specifying for each neuron a set of
neighbor neurons. The weights of the neurons are ran-
domly initialized. Then, when an input vector is presented
to the map M, the neuron whose weight vector with the
smallest Euclidean distance from the input vector (i.e. the
winning neuron) is selected, together with the neurons in
its neighbor, for training according to a Hebbian-based
learning rule. The strength of learning is regulated by a
function that both decreases with the distance (over the
lattice topology) of a neuron from the winning neuron, and
with the number of training iterations. In this way, the hope
is to capture in the map the main topographic relationships
among input patterns. In fact, SOMs are (basically) able to
perform input space density approximation, independently
of the order of presentation of the input patterns, even if
they may over-represent areas of low pattern density and
under-represent areas of high pattern density.

Adaptive Resonance Theory is a theory from which a
family of networks able to learn arbitrary input patterns
in a stable, fast, and self-organizing fashion has been de-
rived. The basic architecture is constituted by two layers
of neurons linked by inter-layers connections. The bottom
layer receives the input patterns and activates prototypi-
cal winners-take-all neurons in the top layer. The win-
ning neuron projects an expectation pattern back to the
bottom layer so to compare it with the input pattern. A
third component controls the mismatch between the input
pattern and the expectation pattern, and if this is above a
given threshold (vigilance), a new prototype (i.e., cluster)
is generated into the top layer, and the input assigned to
it. Both networks for dealing with discrete and continu-
ous variables have been developed, as well as supervised
versions, where an ART module representing the output
patters is added and correlated with the original ART mod-
ule.

Among the many other models, both deterministic and
stochastic, that have been developed in the connection-
ist area (see e.g. [16]), it is worth to mention networks
of spiking neurons (also called artificial pulsed neural
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networks)[27], which are supposed to be more biologi-
cally plausible. In these networks, computational states are
encoded as temporal differences between spikes, or Þring
times of neurons.

2.4 Probabilistic Graphical Models

The interest in belief networks (a.k.a. graphical models)
lies at the intersection between several research areas in-
cluding at least reasoning and uncertain knowledge repre-
sentation, statistics, and machine learning [29, 20]. In their
simplest formulation, these models are graphs with ver-
tices that consist of random variables taking on values in a
given propositional domain. Missing edges encode proba-
bilistic independence relations among these variables. For
example, in Markov networks, two variables A and B are
independent if no path links vertices A and B, and they
are conditionally independent given C if all paths link-
ing A and B are intercepted by C. Bayesian network are
a directed form of belief networks that allow to naturally
model causation by linking causes to their effects by means
of directed arcs.

Learning in graphical models usually takes two impor-
tant and different forms. In parameter (or quantitative)
learning, the edge set of the network is given and the prob-
lem is to estimate the parameters that characterize the dis-
tribution defined by the network. This is usually achieved
by means of either maximum-likelihood or Bayesian statis-
tics approaches, maybe using an expectation-maximization
algorithm or gradient descent [3] in the presence of hidden
or missing variables. In structure (or qualitative) learning,
the aim is to search the graph space for an edge set that en-
code independence relations compatible with the observed
data. For example, structure learning in Bayesian networks
could be used to learn cause-effect relations [17].

Several popular models used in machine learning are
special cases of probabilistic graphical models. We briefly
mention some interesting cases in the following.

2.4.1 Naive Bayes

The Naive Bayes classifier can be seen as the simplest
model for the class conditional densities. For simplicity, let
us assume that the instance space is a set of tuples and de-
note an instance by x = (x1, . . . , xn). For each class y the
model prescribes that attributes are conditionally indepen-
dent given the class: p(x|y) =

∏n
j=1 p(xj |y). Classifica-

tion is obtained by straightforward application of the Bayes
rule p(y|x) ∝ p(y)p(x|y) where p(y) is estimated e.g. by
class relative frequencies. In many cases the conditional
independence assumption of Naive Bayes will be violated,
leading to a poor modeling of p(x|y). The problem can
be mitigated by adding dependencies between attributes in
the form of additional edges in the Bayesian network rep-
resentation. However, it is important to remark that using
inaccurate class conditional densities does not necessarily
lead to classification errors. In practice, Naive Bayes is

known to work well for small data sets but since it does
not converge to the optimal Bayes classifier, other discrim-
inant methods (such as logistic regression or SVM) may be
preferable when enough training examples are available.

2.4.2 Hidden Markov Models

Hidden Markov models (HMM) were originally intro-
duced by researchers working in speech recognition and
signal processing [32]. An HMM is a generative model of
sequences based on the underlying assumption that tem-
poral context is summarized into a finite set of states that
are not observed in the data (hence hidden). States evolve
in time based on transition probabilities. In this sense the
model can be seen as a kind of probabilistic finite state au-
tomaton and in facts an HMM can also be interpreted as a
description of a probabilistic regular grammar. Sequence
elements are generated at each time position according to
a probability distribution conditioned on the state. The
model is Markovian because of its fundamental conditional
independence assumption that future is conditionally in-
dependent of the past given the present. HMM are usu-
ally trained by variants of the Expectation-Maximization
algorithm for maximum likelihood estimation of parame-
ters with incomplete data (where incompleteness here is
due to hidden states). Although EM and conditional in-
dependence are two central notions also for probabilistic
graphical model, the fact that HMMs are a special case of
belief network was not recognized until it was presented in
a number of papers in the early 1990’s (see e.g. [8, 39]).
Besides speech recognition, HMMs have gained popular-
ity in many application domains, like modeling biological
sequences and natural language.

2.5 Statistical Relational Learning

Research in machine learning has historically evolved by
following in parallel several mainstream approaches. In
particular, the statistical, probabilistic and connectionist
views of learning discussed so far have strong links to
statistics but less strong links to some of the other main-
stream views of learning that are based on symbolic repre-
sentations. These have been primarily discussed in [6] and
include rule learning, program induction, and relational
learning. Recently, these views have begun to converge, al-
though a full synthesis is challenging and likely to require
many additional years of research. Statistical relational
learning (sometimes also referred to by the even more am-
bitious term “probabilistic logic learning”) is about ma-
chine learning exploiting at the same time rich data rep-
resentations (e.g. logical and relational) and probability
theory. In this context, a wealth of formalisms have been
introduced, including probabilistic relational models (a re-
lational extension of Bayesian networks), stochastic logic
programs, logical Markov networks and Bayesian logic
programs (see e.g. [12]). All these models aim at lifting the
expressive power of belief networks that are propositional
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in their original formulations. Probabilistic modeling, (es-
pecially when endowed with first-order logical expressive-
ness) is also appealing to solve one of the most crucial
limitations of present supervised learning algorithms, i.e.
the assumption that examples are independently sampled.
Probabilistic inference, in facts, allows us to propagate ev-
idence among different examples thus modeling various
form of linkage that occur in most data sets and naturally
achieve collective classification. Quoting a suggestive sen-
tence of T. Dietterich at a recent Dagstuhl seminar, “i.i.d.
in machine learning is dead, it’s time to relationalize our
data.”

2.6 Dealing with Structured Domains

There are many interesting application tasks in Bioinfor-
matics, Chemistry, and Natural Language Processing, just
to name a few, where data can naturally be represented
in a structured form such as sequences, trees, or graphs.
Although good results have been obtained by the applica-
tion of statistical learning techniques to “flat” representa-
tions of these structured objects, i.e. vectors of real num-
bers representing structural features extracted by a pre-
processing stage, both computational and generalization
concerns have motivated some researchers to develop new
techniques to directly deal with structured information.

From a computational point of view, representing a
structured object by a flat representation poses the dilemma
between preserving universality of representation, which
implies high space/time complexity and almost sure over-
fitting during training, and dropping structural details in
the representations, with the potential risk, if there is lack
of solid a priori knowledge, to incur in severe underfit-
ting through loss of information. When there is no a priori
knowledge, however, an approach which tries to preserve
in a natural way as much structural information as possible
in the representations , and develops suitable efficient pro-
cedures to process these representations, seems to be more
sensible. Two different but highly interrelated streams of
research follow this philosophy: Recurrent/Recursive Neu-
ral Networks (see for example, [22, 40, 9]) and Kernels for
Structures (see [11] for a short survey).

Recurrent/Recursive Neural Networks are based on the
following strategy: temporal/structural relationships are
represented explicitly and concisely according to the cur-
rent input structure, although with some limitations in the
case of structural data (e.g. cyclic graphs); then an inter-
nal task-dependent and task-efficient representation is de-
veloped via learning, and concurrently used, in supervised
learning, to learn the classifier/regressor of interest. This
is obtained by jointly training an encoding function for
the structural data, and an output function for classifica-
tion and/or regression. The problem of variance in size of
input structures is solved by weights sharing. Very inter-
esting results from the computational point of view have
already emerged for this approach, both concerning super-

vised and unsupervised learning (e.g. [13, 14]). There
is still the need, however, to develop learning procedures
which guarantee, at least in probability, the generalization
error to be below a specified threshold.

Kernels for Structures, on the other hand, try to exploit
the variety and success of kernel methods such as SVMs
and use the kernel trick to avoid an explicit representa-
tion of the structural features into a vectorial form: since
only comparisons among structures is actually required,
string/structure matching procedures are directly defined in
the structured input domain, without explicitly construct-
ing the (often large) vectorial feature space. A difficulty
of this approach is the a priori definition of the kernel so
to fit the application domain: for many domains a struc-
tured kernel cannot preserve all structural information un-
less solving NP-hard problems (see [33]). There have been
several approaches which address the problem of design-
ing domain-specific structure kernels. Fisher kernels de-
veloped by [18] use the Fisher-score vectors of Markov-
model parameters as their feature space. Convolution ker-
nels for discrete structures were introduced in [15], where
kernels are based in turn on smaller kernels which com-
pare specific structure parts. At the same time, Watkins
[44] independently proposed a kernel for strings based on
comparing all (possibly non-contiguous) k-length subse-
quences for two input strings. The connection between
Fisher kernels and other discrete kernels was highlighted
by Saunders et. al [37], where it was shown that string-
type kernels have a probabilistic interpretation and equiv-
alent Fisher kernels for the resulting HMMs can be de-
fined. There now exist several general frameworks for
building kernels for discrete structures, most notably ratio-
nal kernels [5] and probability product kernels [19]. Per-
haps the most successful applications of structure kernels
has been in the field of bioinformatics, where several struc-
ture kernels such as profile kernels [24], mismatch kernels
[25] and local-alignment kernels [36] have been shown
to achieve state-of-the-art performance on tasks such as
protein-homology detection.

Kernel-based approaches for other types of structures
(rather than individually structured training examples)
have also been developed. These include diffusion kernels
[23], for when the training examples themselves form part
of a structure (e.g. web pages are often related by an ontol-
ogy). Recently, proposals on generating structured outputs
rather than a single label have also been presented and have
received a great deal of interest (e.g. [2, 42, 41]).

3 Relationships to Other Areas

Although strictly speaking Machine Learning is a subset of
Artificial Intelligence and Statistical Learning a subset of
Machine Learning, there are several other areas of Artifi-
cial Intelligence in which statistical and probabilistic data
driven algorithms have been investigated. In these cases,
research mainly aims at solving specific problems where
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statistical learning tools have rapidly been included among
the preferred methods of choice.

One of these areas is Natural Language Processing (see
[26]). A common characteristic of many NLP problems
is the relational and structured nature of the representa-
tions that describe data and that are internally used by var-
ious algorithms, offering interesting applications for the
structured learning methods outlined in Section 2.6. Tasks
are numerous and diverse and include for example refine-
ment of statistical parsers, tagging named entities, syntac-
tic chunking, extraction of relations between entities.

A second important areas that has strong intersections
with statistical and probabilistic learning is machine per-
ception. We mentioned that Hidden Markov models were
introduced in the 1970’s within the speech recognition
community. More in general, speech and vision have origi-
nated a large number of important pattern recognition tasks
for which statistical learning is clearly a natural solution.

Machine learning methods have been applied for many
years to several important problems related to molecular
biology and chemistry and very often provide state-of-the-
art solutions to prediction problems in these disciplines.

Since the beginning of the genomics era and the in-
troduction of high-throughput technologies, biology has
evolved into a massively data oriented discipline. Machine
learning is well suited here because of the noisy nature of
the domain and the intrinsic difficulty in devising models
that are accurate and computationally tractable. Examples
of prediction tasks that are more or less routinely solved
with various machine learning algorithms (especially neu-
ral networks and kernel machines) include protein struc-
ture, protein function, gene expression analysis and infer-
ence of gene networks.

Machine learning research is also active in developing
methods for Chemoinformatics, in particular for predicting
the biological activity of small molecules. Early methods
developed since the 1960’s in the QSAR community are
based on linear regression applied to numerical descriptors
of molecules, obtained from physico-chemical properties,
from topological information (regarding the molecule as a
graph), and from 3D atom coordinates. Recent research
has shown that several families of graph kernels can be
successfully applied to large-scale screening tasks (e.g. the
small molecule data sets made available by the National
Cancer Institute).
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1 Introduction

While research on multiagent systems (MAS) mostly de-
velops from the DAI (Distributed ArtiÞcial Intelligence)
Þeld, it also liberally draws from the results of a number
of different research areasÑfrom classical AI to robotics,
from distributed & mobile systems to programming lan-
guages. Resulting from this multifaceted sources of inspi-
ration and knowledge, an essentially and widely incoherent
acceptation of the notion of agent has not precluded an im-
petuous development of MAS research and applications in
the last 15 years. As a weak notion, an agent is mainly to
be conceived as an abstraction encapsulating control, along
with a criterion (a goal, a task) to govern control in auton-
omy: so, an agent might either be mobile or not; it might
either be task-oriented or goal-orientedÑbut it is always
autonomous. As a strong notion, an agent is a cognitive
entity capable of representing, understanding, and possibly
changing the world in which it lives, of rationally planning
its actions and deliberating, and of intelligently pursuing
its objectives.

Recognition that computational systems are mostly dis-
tributed systems pushed research on agent models and
technologies from a single agent to a multiagent setting.
This emphasised two of the main sources of inspiration for
contemporary MAS research: sociality of agents, and their
situatedness in a given environment. So, agents never live
aloneÑinstead, they coexist in MAS as complex and artic-
ulated organisations. And, agents of a MAS are not con-
ceived, designed, built in the vacuumÑinstead, their fea-
tures, abilities and behaviourare strictly related to the envi-
ronment where they live. Historically, MAS were initially
conceived as mostly homogeneous systems, made of coop-
erative agents; but the expressive power of agent-oriented
abstractions has soon promoted a more general vision of
MAS as open, heterogeneous systems, where also self-
interested, competitive agents could play a relevant role.

As agents are social entities, MAS research devotes
particular emphasis to those aspects that concern inter-

action between agents in a MASÑsuch as communica-
tion between agents, MAS coordination and coopera-
tionÑand other social aspectsÑsuch as trust [23], repu-
tation, coalition formation, and the like. Activity on MAS
communicationÑwhich has also produced the only mean-
ingful standardisation effort in the MAS Þeld, FIPA [38]Ñ
focuses on agents as speaking entities, interacting with
other agents through speech acts. Activity on MAS coor-
dination, cooperation, and the like, focuses more on the
global view of MAS as super-organisms with their own
structure, behaviour and goalsÑwhich need to be suitably
related to the individual structure, behaviour and goals of
the agents composing MAS [22, 59].

As agents are situated entities, research concentrates on
MAS environment [72]: how to model and build it, and
how to model and regulate agent interaction within the en-
vironment. Environment representation (of both its sta-
tus and dynamics) is then a twofold issueÑfor the agent
that has to act on it, and for the engineer that has to con-
struct it, by deÞning its structure and behaviour. Models
for agent actions within a MAS, and abstractions to struc-
ture MAS environment and govern agent-environment in-
teractions are today subject of paramount interest forMAS
research.

While agent research is quite pervasive, both in terms
of scientiÞc disciplines and in terms of world-wide geo-
graphic distribution, in the last ten years the European lead
has emerged quite clearly, in particular thanks to many EC
funded projects, from AgentCities to AgentLink [50]. In
these contexts, contributions from Italian researchers have
always be relevant, and have produced many advances and
results. The liveliness and the scientiÞc level of the Italian
community working on MAS is also witnessed by the ac-
tivity of MAS-AIIAÑthe AI*IA working group on Agents
and Multiagent Systems—which was founded by Cristiano
Castelfranchi several years ago (and led by the authors of
this paper in the last eight years), and counts some hun-
dreds of participants from both Italian and European uni-
versities, research institutes and industries [30].
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2 Relation with other research areas

Today, results from AI and MAS research are no longer
so easily distinguishable. Agents and MAS have become
the introductory metaphors to most of the AI results, both
for researcher and for industryÑas exempliÞed by one of
the most commonly used AI textbooks [66]. So, classic AI
results on planning, practical reasoning, knowledge repre-
sentation, machine learning, and the like, have become the
most obvious and fruitful starting points forMAS research
and technologies. On the other hand, it is quite rare nowa-
days that new Þndings or lines of research in AI might ig-
nore the agent abstractions at all. Altogether, rather than a
mere subÞeld of AI, agents and MAS could be seen as pro-
moting a new paradigm, providing a new and original per-
spective about computational intelligence and intelligent
systems [76, 75].

Apart from this straightforward connection with AI, re-
lationships between MAS and other research areas are
wide and numerous. Among the computational disciplines,
software engineering (SE) is likely to be mostly impacted
by contributions from the MAS Þeld. In fact, agent-based
abstractions induce different meta-models for computa-
tional systems, so have the potential to bring about new
ways to conceive and design software systems. Start-
ing from the pioneering work on Gaia [74], a number
of different AOSE (agent-oriented software engineering)
methodologies have appeared [10] that promise to deeply
change the theory and practise of SEÑa signiÞcant deal of
which resulting from the work of Italian research groups
[31, 41, 57].

Agent-based systems are also characterised by the fad-
ing boundaries between human and software agents. In the
context of Þelds like CSCW [67] and WfMS [70, 16], for
instance, distinctions between artiÞcial and human partici-
pants to shared activities are mostly blurred. This paves the
way forcontributions from many disciplines of human and
natural sciences to profoundly inßuence MAS research.
Findings from economics [25], social and organisational
sciences [21], biology and ethology [60], among the many
others, have been drawn and quite liberally re-used in the
MAS Þeld. Also, it should be noted that this trend is not
going to be just a fashion phenomenon, since it appears
to be instead the result of the deep co-relation among the
many disciplines dealing with complex systems.

A novel point of convergence between MAS and com-
plex systems is represented by research on emergence,
self-organisation, and self-* properties in general. In fact,
the demanding requirements of scenarios like ubiquitous
computing, dynamic supply chains and health care call
for a level of ßexibility, adaptability and robustness that
only MAS coordinated by self-organisation and emergence
mechanisms apparently feature [36]. As a result, MAS
are today the emerging computational paradigm for self-
organising systems [15].

On the other hand, if today Òall science is computer sci-

enceÓ possibly holds for computational disciplines in gen-
eral [46], this seems particularly true for MAS research
and technologies. In particular, a new deal of research is
proposing MAS as a natural paradigm for simulation of
complex systems of the most various sortsÑwhere agent-
based models and technologies are used to reproduce the
laws, structure and behaviourof systems ranging from nat-
ural to artiÞcial, from biological to social ones. Apart from
agent-based simulation infrastructures like RePast [56],
many research efforts have been (successfully) devoted to
system simulation: MAS have then been used for simu-
lating the behaviour of crowds [7], the dynamics of bio-
logical systems [20], social systems & organisations [29],
and many other sorts of complex systems. Also, it should
also be noticed that the new deal of scientiÞc events in the
MAS simulation Þeld has been promoted and organised by
researchers coming from the Italian AI community, like
Bandini, Petta & Vizzari [8], and Fortino, Cossentino &
Russo [39].

3 State of the art

Initial efforts in the Þeld of MAS focused on the develop-
ment of intelligent agent architectures, and the early years
established several lasting styles of architecture. These
range from purely reactive agents, which operate in a sim-
ple stimulus-response fashionÑsee, for example, the sub-
sumption architecture [14]Ñ, to deliberative agents that
reason about their actionsÑsee, for example, the belief-
desire-intention (BDI) architecture [65]. Nowadays, BDI
works as a sort of reference architecture forbuilding agents
of a MAS; however, many researchers are working on
agent architectures to improve and extend the BDI model,
and also to deÞne new models. In particular, one of the
main goals is to deÞne agent architectures able both to
make the construction of MAS simpler, and to implement
efÞcient MAS to be used in real-world settings [2, 6, 53].

One of the key components in a MAS is communication.
In fact, agents need to be able to communicate with users,
with system resources, and with each other if they are to
cooperate, collaborate, negotiate and so on. Therefore, a
number of researchers focused on communication compo-
nents for MAS and, in particular, on the deÞnition of a
language for the communication between agents. Agent
Communication Languages (ACL) rely on speech act the-
ory [69] and are based on a separation between the com-
municative acts and the content language. Currently the
most used and studied agent communication language is
the FIPA ACL [38], whose main features are the possibil-
ity of using different content languages and the manage-
ment of conversations through predeÞned interaction pro-
tocols. However, some researchers proved the limits of
this languages and are working on the improvement of this
language to provide alternative semantics, new ontological
supports, and also new content languages [37, 71, 5].

MAS infrastructures and development tools are an im-
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portant component that can affect the diffusion of the use
of agent technologies in the different application domains.
The work towards standards for agents interoperability
made from the middle of nineties by FIPA boosted the
study and development of such tools: now, as a result, a
large number of both open source and commercial agent
development environments and toolkits are availableÑsee,
for example, JADE [9] and JACK [73]. In particular, it is
here worth noting that JADEÑtoday the most used agent-
oriented platform worldwideÑis a remarkable product of
the activity of many Italian researchers. In the last years,
research mainly focused on enhancing the most widely
used development tools with new features, aimed at sim-
plifying software development, as well as to extend their
use in other application domains. In particular, a number
of researchers are working in: (i) the development of tools
forbridging agent technologies with both Web services and
Semantic Web technologies [54], (ii) the deÞnition of agent
programming layer on the top of the most known peer-to-
peermiddleware [12], and (iii) the introduction of the most
sophisticated security techniques in the MAS architectures
[64].

Infrastructures also play a key role in the area of MAS
coordination, while research on cooperation mostly deals
with individual agents sharing goals, and acting toward
their fulÞlmentÑand often neglects infrastructural issues.
On the one hand, cooperation in MAS largely draws from
the results of Þelds like CSCW, CIS (cooperative infor-
mation systems) and the work on cooperative information
agents, and mostly promotes a view over MAS where so-
cial behaviour result from the composition of individual
cooperative behaviours (and attitudes). On the other hand,
literature on MAS coordination freely reuses Þndings from
a wide spectrum of research Þelds of many sorts, from DAI
to parallel & distributed computing, from robotics to mo-
bile computing. While most of the work on agent coordi-
nation adopts the subjective viewpoint on coordinationÑ
where agents are the coordinating entitiesÑ, a good deal
of the efforts in the last years concentrate on the objective
aspectsÑwhere agents are the coordinated entities [68]. A
large number of contributions from Italian researchers in-
sist exactly on the latter aspects [17, 28], and have also
produced several well-known coordination technologies,
ranging from Þeld-based [51] to tuple-based [55, 61] co-
ordination infrastructures.

Among the wide spectrum of MAS technologies that are
today under study and development, agent-oriented pro-
gramming languages are today at the core of many research
efforts. After some initial efforts devoted to the design of
agent programming languagesÑembodying the agent ab-
straction at the language level, and focussing on individual
agent programmingÑactivity has then extended to cover
all the many aspects of MAS that require speciÞc language
technologiesÑthus gearing research toward the deÞnition
of a whole range of new classes of programming languages
for MAS [33].

Finally, the impact of agent-oriented approaches on the
engineering of complex computational systems is not lim-
ited to technologies, or methodologies. A important por-
tion of AOSE research in the last years has in fact been
devoted to Þnd out suitable meta-models, which could al-
low researchers to build up a coherent conceptual frame-
work, for the numerous, sparse and loosely-related results
on MAS technologies, infrastructures, methodologies and
tools [11].

4 Applications

MAS are being used in an increasingly wide variety of ap-
plications, ranging from comparatively small systems for
personal assistance to open, complex, mission-critical sys-
tems for industrial applications [44].

Industrial applications are very important for MAS be-
cause they represent the Þeld where the MAS techniques
were Þrst experimented, and where they Þrst showed their
huge potential. Today, MAS are used for a number of dif-
ferent industrial applications: in particular, they are em-
ployed in application scenarios like process control [45],
system diagnostics [1], manufacturing [62] and network
management [13], whose distributed nature easily falls
within the reach of MAS techniques.

One of the Þrst and most important application Þelds for
MAS is information management [35]. In particular, the
Internet has been described as an ideal domain for MAS,
given its distributed nature and the sheer volume of infor-
mation available that make the use of agents of great inter-
est forsearching and Þltering the information [47]. Internet
has also pushed the use of MAS technologies in the Þelds
of commerce and business process management. In fact,
before the spreading of the Internet, commerce and busi-
ness process management are almost entirely driven by hu-
man interactions; humans decide when to buy goods, how
much they are willing to pay, and so on. Today, electronic
commerce and automated business processes have increas-
ingly assumed a pivotal role in many organisations because
they offers opportunities to signiÞcantly improve the way
in which the many entities involved in the business process
interact. In this scenario, MAS have been shown both to
be suitable for the modelling and the design of business
process management systems [19], and to be amenable to
work as key components for the automation of some or all
the steps of these processes [43].

The distributed nature of trafÞc and transport processes,
along with the strong independence among the entities in-
volved in such processes, have made MAS a key tool for
the engineering of effective, real-world applications for
both trafÞc management and transport logistics [34]. Dif-
ferent applications have been already realised; in particu-
lar, one of themÑOASIS [49]Ñcan be considered as the
proof that MAS are the ideal means for building open,
complex, mission-critical systems. OASIS is in fact a so-
phisticated agent-based air-trafÞc control system based on
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the BDI agent model, which was used with success at the
Sydney airport in Australia.

Other interesting MAS applications can be found in the
health care domain [52]. There, in fact, MAS have al-
ready been proposed to deal with many different kinds of
problems such as patient scheduling and management, se-
nior and community care, medical information access and
management, and decision support[26]. Also, the applica-
tions implemented till now already shown that MAS are
likely to be the right solution to build up medical deci-
sion support systems [42], and to improve the coordination
between the different professionals involved in the health
care processes [48].

The area of computers & law is another hot Þeld for
MAS [24]. There, on the one hand, MAS technologies
are becoming essential tools for the application and inte-
gration of traditional AI techniques (such as expert sys-
tems, automated deduction, deontic logic) within computa-
tional systems supporting techno-legal activities [27]. On
the otherhand, the complexity of agent-based systems pro-
poses novel issues to the analysis of the legislative frame-
work, such as the possible law-abidingness of software
agents.

Italian research groups already gave, and are still giv-
ing, an important contribution to prove MAS methodolo-
gies and technologies as beneÞcial for many complex ap-
plication scenarios. In fact, many systems could be men-
tioned in all the application domains where MAS are up to
now applied, where the contribution of Italian groups and
researchers is at least relevant. Even more, some of them
are today considered among the most relevant systems in
such application domains: for example, in trafÞc control
[32], information management [18, 40], health care [48, 3],
decision support systems [63] and bioinformatics [4].

5 Research perspectives and potential appli-
cations

At present, MAS are widely studied in both academic and
industry laboratoriesÑbut they are not yet widely avail-
able in real-world applications. However, many studies
foresee an evolution of MAS technologies and the exten-
sion of their use to the large part of computing based ap-
plications [75]. For example, AgentLink researchers [50]
expect an evolution of MAS in four phases that moves
from systems designed by one design team for one cor-
porate environment and based on agents sharing common
high-level goals in a single domain (phase 1), to systems
designed by the same team to cross corporate boundaries,
based on agents with fewer goals in common, that act in a
common domain interacting through standard agent com-
munications languages, but by using non-standard inter-
action protocols (phase 2), to systems based on heteroge-
neous agents designed by different teams on the basis of
publicly-stated requirements and standards (phase 3), to,
Þnally, open systems spanning over multiple application

domains, and involving heterogeneous agents developed
by diverse design teams (phase 4).

Therefore, one of the main goals of MAS research in the
next ten years will be oriented to realise truly scalable open
and distributed MAS. This will be possible only in case
some important advances will be also achieved in some
other research areas as, for instance, knowledge represen-
tation, machine learning, planning and reasoning. Another
important factor will likely be the integration with Web
technologies, which will promote the advent of MAS as a
fundamental means for both information management and
service composition applications. Also, the availability of
advanced tools for the development of agent-based soft-
ware and the strengthening of agent interoperability stan-
dards will be one of the key features to encourage the adop-
tion of MAS by an increasing numberof software develop-
ers. Finally, the possibility of MAS techniques to keep on
working as well-founded integrators, and also as vehicles
toward real-world application scenarios, for the most ad-
vanced results from such a huge number of heterogeneous
research areas (from AI to Grid computing, from wireless
sensor networks to pervasive computing) will probably be
anotherkey factor in establishing MAS as the fundamental
paradigm for the engineering of complex artiÞcial systems
[75].

Italian researchers in the MAS Þeld are already work-
ing along that direction. In particular, we can easily devise
out at least three different areas where their contributions
could result essential: i) the development of new AI tech-
niques, allowing agents to act and deliberate intelligently
and effectively in real-world open environments, and their
integration in agent architectures and software technolo-
gies; ii) the integration of MAS with Web technologies
and service-oriented architectures, and iii) the realisation
of advanced methodologies and tools forthe design, devel-
opment, deployment, monitoring and maintenance of com-
plex agent-based software systems.

6 Conclusion

Research on MAS has already a long history behind, but
also several stimulating perspectives for its future. While
MAS research is well-rooted in the AI tradition, it has de-
veloped along a number of different and heterogeneous
lines, often crossing the (often vague) boundaries of com-
putational sciences and AI. Today, there is a lot of excite-
ment about MAS technologies, and their prospective ap-
plications; and Italian researchers in the Þeld are expected
to keep on providing their precious contributions.
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1 Introduction

Artificial Intelligence and Robotics have a common root
and a (relatively) long history of interaction and scien-
tific discussion. The birth of Artificial Intelligence and
Robotics takes place in the same period (’50), and initially
there was no clear distinction between the two disciplines.
The reason is that the notion of “intelligent machine” nat-
urally leads to robots and Robotics. One might argue that
not every machine is a robot, and certainly Artificial In-
telligence is concerned also with virtual agents (i.e. agents
that are not embodied in a physical machine). On the other
hand, many of the technical problems and solutions that
are needed in order to design robots are not dealt with by
Artificial Intelligence research.

A clear separation between the fields can be seen in
the ’70, when Robotics becomes more focused on indus-
trial automation, while Artificial Intelligence uses robots
to demonstrate that machines can act also in everyday en-
vironments.

Later, the difficulties encountered in the design of
robotic systems capable to act in unconstrained environ-
ments led AI researchers to dismiss Robotics as a preferred
testbed for Artificial Intelligence. Conversely, the research
in Robotics led to the development of more and more so-
phisticated industrial robots.

This state of affairs changed in the ’90s, when robots be-
gun to populate again AI laboratories and Robotics specif-
ically addressed also less controlled environments. In par-
ticular, robot competitions1 started: indeed they played a
major role in rehestablishing a strict relationship between
AI and Robotics, that is nowadays one of the most promis-
ing developments of research both in the national context
and at the European level.

Summarizing, the borderline between the work in Arti-
ficial Intelligent and Robotics is certainly very difficult to
establish; however, the problems to be addressed in order

1See, for example, AAAI robot competitions and challenges
(www.aaai.org) and RoboCup competitions (www.robocup.org)

to build intelligent robots are clearly identified by the re-
search community, and the developement of robots is again
viewed as a prototypical case of AI system [29]. Following
the title of the paper we shall refer to this body of research
as AI Robotics.

We conclude this brief introduction with a disclaimer:
the views presented in the paper are those of AI research,
that use robots as a preferred model of intelligent agent
and there is no attempt to provide a comprehensive survey.
In the recent years, Robotics researchers have also tackled
some of the issues that are dealt with in the present paper,
but the view of Robotics research towards Artificial Intel-
ligence may not be properly reflected in the paper.

The paper is organized as follows. In the next section
we address the major scientific issues in the field. Then we
look at the connections and relationships with other topics
addressed in this collection, and with other disciplines. Af-
terwords, we present some application scenarios that have
been developed by the research in Italy.

2 Research issues

In this section we analyse the recent work which can be
characterised as AI Robotics, by arranging it into the two
basic issues in robot design: Action and Perception.

2.1 Action

While there is nowadays a general agreement on the basic
structure of the autonomous agent/robot, the question of
how this structure can be implemented has been subject to
a long debate and is still under investigation.

Agents and, specifically, robots, usually present various
kinds of sensing and acting devices. The flow of data from
the sensors to the actuators is processed by several different
modules and the description of the interaction among these
modules defines the agentÕs architecture.

The first, purely deliberative, architectures [12, 22] view
the robot as an agent embedding a high-level representa-
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tion of the environment and of the actions that it can per-
form. Perceptual data are interpreted for creating a model
of the world, a planner generates the actions to be per-
formed, and the execution module takes care of executing
these plans. In practice a sense-plan-act cycle is repeatedly
executed. The problem is that building a high-level world
model and generating a plan are time consuming activities
and thus these systems have shown to be inadequate for
agents embedded in dynamic worlds.

Reactive architectures focus on the basic functionalities
of the robot, such as navigation or sensor interpretation,
and propose a direct connection between stimuli and re-
sponse. Brooks’s subsumption architecture [4] is com-
posed by levels of competence containing a class of task-
oriented behaviors. Each level is in charge of accomplish-
ing a specific task (such as obstacle avoidance, wander-
ing, etc.) and the perceptual data are interpreted only for
that specific task. Reactive architectures, while suitably
addressing the dynamics of the environment, do not gener-
ally allow the designer to consider general aspects of per-
ception (not related to a specific behavior), and to identify
complex situations. In fact, the use of a symbolic high-
level language is not possible, since it would necessarily
require building a world model, and thus reasoning is usu-
ally compiled into the structures of the executing program.
The lack of previsions about the future limits these systems
in terms of efficiency and goal achievement.

The above considerations led to a renewed effort to com-
bine a logic-based view of the robot as an intelligent agent,
with its reactive functionalities. To this end a new research
field is developing in the last years: Cognitive Robotics.
The name was first introduced by the research group at the
University of Toronto led by Ray Reiter [19]. The most
recent view of cognitive robots, that has been accepted, for
example in the EU framework, certainly keeps the origi-
nal goal of embedding a reasoning agent into a real robot,
but also takes a more general perspective, by looking at the
perception/action cycle in a broader sense, in bio-inspired
systems, as well as in the work on recognition and genera-
tion of emotional behaviours (see next section). Cognitive
Robotics aims at designing and realizing actual agents (in
particular mobile robots) that are able to accomplish com-
plex tasks in real, and hence dynamic, unpredictable and
incompletely known environments, without human assis-
tance. Cognitive robots can be controlled at a high level,
by providing them with a description of the world and ex-
pressing the tasks to be performed in the form of goals to
be achieved.

The characterizing feature of a cognitive robot is the
presence of cognitive capabilities for reasoning about the
information sensed from the environment and about the ac-
tions it can perform. The design and realization of cogni-
tive robots has been addressed from different perspectives,
that can be classified into two groups: action theories and
system architectures.

Action theories A number of theories of actions have
been developed in order to represent the agent’s knowl-
edge. They are characterized by the expressive power, that
is the ability of representing complex situations, by the
deductive services allowed, and by the implementation of
automatic reasoning procedures. Several formalisms have
been investigated starting from Reiter’s Situation Calculus
[27, 13]: A-Languages (e.g., [14]), Dynamic Logics (e.g.,
[11]), Fluent and Event Calculi (e.g., [8]).

The proposed formalisms address several aspects of ac-
tion representation including sensing, persistence, non-
determinism, concurrency. Moreover, they have been fur-
ther extended with probabistic representations, represen-
tations of time etc. However, much of the work carried
out on action theories has been disconnected from appli-
cations on real robots, with some notable exceptions. (see
for example [5, 3, 7, 11]). A more popular approach to
action representation on robots is based on decision mak-
ing techniques, which maximise the utility of the actions
selected by the robot, depending on the operational con-
text [29]. However, this approach does not provide an ex-
plicit representation of the properties that characterize the
dynamic system, while focussing on the action selection
mechanism.

Architectures There are many features that are consid-
ered important in the design of agents’ architectures and
each proposal describes a solution that provides for some
of these features. Approaches to architectures that try to
combine symbolic and reactive reasoning are presented for
example in [1, 26] as so called Hybrid Architectures. We
can roughly describe a layered hybrid architecture of an
agent with two levels: the deliberative level, in which a
high-level state of the agent is maintained and decisions on
which actions are to be performed are taken, and the op-
erative level, in which conditions on the world are verified
and actions are actually executed.

The embodied intelligence approach generalizes
Brooks’s ideas (see e.g., [32], [25]). The robot is a real
physical agent tightly interacting with the environment and
the robot behavior is generated not by the robot controller
alone, but it emerges by means of the interactions between
the robot with its body and the environment.

Other contributions to the realization of robot architec-
tures come from evolutionary computing, where evolution-
ary robotics is a research field aiming at developing robots
through evolutionary processes inspired by biological sys-
tems [23]. For example, neuro-fuzzy systems have been
successfully used in the design of robot architectures.

Often, the work on architectures is developed in the con-
text of robot programming environments, including ad-hoc
specialised control languages. Most of this work is more
concerned with engineering aspects and will not be ad-
dressed here.
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2.2 Perception

Robot perception is a prominent research field in AI and
Robotics. Current robotic systems have been limited by
visual perception systems. In fact, robots have to use other
kinds of sensors such as laser range finder, sonar, and so
on in order to bypass the difficulties of vision in dynamic
and unstructured environments.

A robotic agent acting in the real world has to deal with
rich and unstructured environments that are populated by
moving and interacting objects, by other agents (either
robots or people), and so on. To appropriately move and
act, a robot must be able to understand the perceptions of
the environment. Understanding, from an AI perspective,
involves the generation of a high-level, declarative descrip-
tion of the perceived world. Developing such a description
requires both bottom-up, data driven processes that asso-
ciate symbolic knowledge representation structures with
the data coming out of a vision system, and top-down pro-
cesses in which high-level, symbolic information is em-
ployed to drive and further refine the interpretation of the
scene.

To accomplish its tasks, a robot must be endowed with
selective reasoning capabilities, in order to interpret, clas-
sify, track and anticipate the behavior of the surrounding
objects and agents. Such capabilities require rich inner
representations of the environment firmly anchored to the
input signals coming from the sensors. In other words, the
meaning of the symbols of the robot reasoning system must
be anchored in sensorimotor mechanisms.

On the one side, the robot vision community approached
the problem of the representation of scenes mainly in terms
of 2D/3D reconstruction of shapes and of recovery of their
motion parameters, possibly in the presence of noise and
occlusions, in order to control the motion of the robot. This
approach is known as visual servoing of robot system [10].
On the other side, the AI community developed rich and
expressive formalisms for image interpretation and for rep-
resentation of processes, events, actions and, in general, of
dynamic situations, as mentioned in the previous section.

However, the research on robot vision and on AI knowl-
edge representation evolved separately, and concentrated
on different kinds of problems. On the one hand, the robot
vision researchers implicitly assumed that the problem of
visual representation ends with the 2D/3D reconstruction
of moving scenes and of their motion parameters. On the
other hand, the AI community usually did not face the
problem of anchoring the representations on the data com-
ing from sensors.

Starting from the seminal paper of Reiter and Mack-
worth [28], some proposal have been made in this research
field, a few of them briefly described below.

The main steps toward an effective cognitive vision sys-
tem for dynamic scene interpretation have been recently
discussed [20] by adopting a fuzzy metric temporal Horn
logic in order to provide an intermediate formalism that

represents schematic and instantiated knowledge about dy-
namic scenes. This conceptual formalism mediates be-
tween the spatiotemporal geometric descriptions extracted
by video cameras and the high-level system for the gener-
ation of natural language text.

A related system [6] is based on three level of repre-
sentations: the subconceptual, the conceptual and the sym-
bolic level. In particular, the main assumption is that an in-
termediate representation level is missing between the two
classes of representations mentioned above. In order to fill
this gap, the notion of conceptual space is adopted, a rep-
resentation where information is characterized in terms of
a metric space. A conceptual space acts as an intermedi-
ate representation between subconceptual (i.e., not yet con-
ceptually categorized) information, and symbolically orga-
nized knowledge.

Some basic primitives (Find, Track, Reacquire) that de-
fine the anchoring of symbols in sensory data as a prob-
lem per se and independent of any specific implementation
have been proposed and discussed [9].

In order to define a more general logical account of robot
perception linking sensory data to high-level representa-
tion, recently an abductive theory of perception has been
proposed [31]. In this theory, the task of robot perception
is to find and explanation of sensory data according to a
background theory describing the robot interactions with
the environment.

3 Interaction with other AI Þelds

As already mentioned, the research on AI Robotics inter-
sects a number of subfields of AI. Indeed, the robotic agent
can be seen as a main target for the grand goal of Artificial
Intelligence, and thus for all the aspects of AI somewhat re-
lated to Robotics. Below, we address the main connections
with the other AI research topics included in this collec-
tion.

Machine Learning Learning approaches are being ap-
plied to many problems arising in the design of
robots. According to the structure adopted above,
both action and perception can be supported by learn-
ing approaches. Moreover, several approaches that
include a training step are pursued ranging from ma-
chine learning approaches to genetic programming,
and neural networks.

From the standpoint of action, learning approaches
can be used for the basic action skills, specifically lo-
comotion, but also learning cooperative behaviours,
adaptation to the environment, and learning oppo-
nents’ behavior, among others.

Obviously, the learning process must face the chal-
lenges of the experiments with real robots. Neverthe-
less, in several experimental settings (e.g. RoboCup),
learning and adaptation of the basic skill, such as
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walking, vision calibration, have shown to be much
more effective than parameter tuning by hand.

Edutainment Toy robots are very promising to be used
both for research purposes and for education, because
of low costs and high attraction for students. Even
though, at this moment, the available educational kits
seem to provide too limited capabilities, toy robots
are certainly an interesting commercial market. Con-
sequently, the design of intelligent toy robots is an
interesting opportunity for AI researchers.

The experience with Aibo robots [33] shows this po-
tential: they have been successfully used by many re-
search groups in the world not only in the RoboCup
competitions (Four-Legged League), but also for
demonstrating other AI and Robotics research issues.

Multi agent systems A multi-robot system (MRS) can be
considered as a multi-agent system (MAS), but the
techniques for achieving coordination and coopera-
tion in MAS are often not well suited to deal with the
uncertainty and model incompleteness that are typi-
cal of Robotics. Multiple robots may achieve more
robust and more effective behavior by accomplish-
ing coordinated tasks that are not possible for single
robots. Groups of homogeneous and heterogeneous
robots have a great potential for application in com-
plex domains that may require the intelligent use and
merge of diverse capabilities. The design, implemen-
tation, and evaluation of robots organized as teams
pose a variety of scientific and technical challenges.

Natural Language Processing It is an obvious require-
ment of home and service robotics the ability to in-
teract with people in natural language; therefore, nat-
ural language processing techniques find an interest-
ing application domain on robots (see for example the
RoboCare project below).

Logics for AI and Automated Reasoning The connec-
tion to the Logics for AI and Automated Reasoning
is central to the work on Cognitive Robotics, but we
do not further expand it here, as it is discussed in the
previous section.

Evolutionary Computation and Genetic Programming
Evolutionary Robotics is a new approach that looks
at robots as autonomous artificial organisms that
develop their own skills in close interaction with the
environment without human intervention. Evolution-
ary robotics thus applies techniques coming from
evolutionary computation.

4 Interaction with other disciplines

Robotics is a multidisciplinary field: to make an opera-
tional robot, several contributions from many disciplines

are needed: physics, electrical engineering, electronic en-
gineering, mechanical engineering, computer science, AI,
and so on. It is therefore difficult also to have a common
background of terms, notations and methodologies. In this
sense, the efforts to define a common ontology of terms for
a robotics science [15] are noteworthy.

In particular, AI Robotics interacts with several research
disciplines outside AI.

Industrial Robotics Many contact points may be found
between AI, Robotics and Industrial Robotics. In
early days there were not clear and cut distinctions
between the two fields, as already mentioned. Today,
research in Industrial Robotics is oriented towards the
safe and intelligent control of industrial manipulators
and in the field of service robotics. The methodolo-
gies in Industrial Robotics are grounded in Automatic
Control Theory [30]. The relationship between the
robot and the environment is generally modeled by
means of several types of feedback systems. More-
over, methodologies are typically based on numerical
methods and optimization theory.

Computer Vision Robot Vision is specific with respect
to computer vision, because Robot Vision is intrin-
sically active, in the sense that the robot may actively
find its information sources and it can also reach the
best view position to maximize the visual informa-
tion. Moreover, Robot Vision must be performed in
real-time, because the robot must immediately react
to visual stimuli. In general, the robot cannot pro-
cess for a long time the same image because the en-
vironmental conditions may vary, so the robot has to
deal with approximate, but just in time information.
Several research topics and debates in this field have
strong correlations with AI and Robotics, for exam-
ple, if a Computer Vision system may be based on
inner representation of the environment or it should
be purely reactive.

Mechatronics Mechatronics encompasses competencies
from electrical engineering, electronic engineering,
mechanical engineering. All of these competencies
are strictly related to AI and Robotics: the research
field of electrical engineering concerns motors and ac-
tuators, while electronic engineering mainly concerns
boards for robot control, for data acquisition and in
general for the hardware that makes the robot oper-
ational. Mechanical engineering concerns of course
the mechanical apparatus of the robot itself. From this
point of view, Mechatronics, AI and Robotics have
tight relations: Mechatronics mainly focuses on the
robot hardware at all levels, while AI and Robotics
take care of the software that makes the robot opera-
tive and autonomous.

Embedded Systems The AI software architecture of a
robot is naturally embedded into the physical appara-
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tus of the robot. Therefore, the robot software system
needs to work in real time in order to guarantee that
the robot correctly copes with the changing environ-
ment; it must be fail safe with graceful degradation in
order to ensure that the robot may operate also in case
of damages; the hardware system of the robot must
be low power designed to optimize the batteries, and
so on. From this point of view, several of the typical
challenges of embedded systems are also challenges
for robotics systems.

Human Robot Interface The field of Human Robot In-
terface (HRI) is related to the interaction modalities
between the user and the robot. This field may be sub-
divided into two subfields: the cognitive HRI (cHRI)
and the physical HRI (pHRI) [2]. Cognitive HRI an-
alyzes the flow of information between the user and
the robot and it mainly focuses on interaction modal-
ities, which may span from textual interfaces to voice
and gestures. The interface may be more or less intel-
ligent in the sense that the robot may be constrained
by a fixed set of commands or it may interpret a string
written in natural language or a sequence of gestures
performed by the operator. The interface may also
be adaptive in the sense that the robot may adapt to
the operator through a suitable training phase. Phys-
ical HRI instead concerns the design of intrinsically
safe robots. The main idea is to interpose compli-
ant elements between motors and moving parts of the
robot in order to prevent damages in case of impact,
and without performance loss. Hence, cHRI research
is closely related to the research of AI and Robotics,
while pHRI research is more linked with research in
Industrial Robotics.

5 Applications

In this section, we report on a few application scenarios,
where the research on Artificial Intelligence and Robotics
has been developed in Italy.

5.1 Robotic Soccer

RoboCup started its activity about ten years ago by tak-
ing soccer games (football for Europeans), as a scientific
testbed for the research in AI and Robotics. Italian re-
searchers gave a significant contribution to RoboCup over
the years, both at the organization level and in terms of par-
ticipating teams. RoboCup 2003 was held in Padova [24],
and it attracted more than a thousand participants from all
over the world. Below we focus on the leagues, where the
Italian participation has been more relevant.

The Middle-Size league is played within a 5x9 meters
field by 4 wheeled robots per team and the body of the
robot must be within a cylinder of 50 cm diameter and 80
cm height. All sensing devices must be onboard the robots,

in particular global vision as well as other external sens-
ing devices are not available. The Italian participation in
RoboCup was boosted by the creation of a national team,
called ART (Azzurra Robot Team) [21], formed by several
universities and the Consorzio Padova Ricerche. ART ob-
tained the 2nd place in 1999 and subsequently it was split
into several local teams: Golem, Artisti Veneti and Milan
RoboCup team.

The Four Legged Robot league is played in 4x6 meters
field by 4 four-legged Aibo robots. The Aibo have on
board a color camera and their mechanical structure pro-
vides 18 degrees of freedom. The availability of a standard
platform has significantly contributed to the scientific eval-
uation of the solutions proposed. The SPQR team partici-
pated in the competition since 2000 obtaining the 4th place
and accessing the quarter finals several times.

Recently, a Humanoid Robot league started to approach
the ultimate goal of RoboCup to build a humanoid team to
play with humans [17]. Humanoid Robotics is currently
one of the main challenges for many researchers, mostly
focussing on mechanics and locomotion. Politecnico of
Torino developed the humanoid robot Isaac that has partic-
ipated to RoboCup Humanoid League since 2003. IAS-
Lab of University of Padova later joined the Humanoid
League, with a fully autonomous humanoid robot that uses
an omnidirectional visor.

It is worth emphasizing that the ART national model led
to scientific and technical success: ART showed the abil-
ity to realize competitive robotic football players, but fore-
most the ability to blend in a single national team method-
ologies and implementation techniques individually devel-
oped by the research groups. In this respect, the work
done on the issue of coordination, leading to the definition
of communication and coordination protocols used by the
ART players [16], has been both very challenging and very
successful. Finally, collaboration/competition achieved in
the project has been essential to the final results, since
it allowed for a project development with a tight interac-
tion and exchange of results, compared to conventional re-
search projects.

5.2 Rescue Robotics

Besides soccer, RoboCup promotes other leagues, aiming
at the transfer of the research results into socially and in-
dustrially relevant contexts. Specifically, RoboCup Res-
cue [18] aims at the design of systems to search and res-
cue for large scale disasters. Here we focus on the res-
cue robot league, that aims at the design of robots search-
ing victims in an unknown environment representing a dis-
aster scenario. This kind of application brings in scien-
tific challenges, related to the uncertainty about the envi-
ronment, that are not present in the soccer leagues. The
experimental set up, called arena, is being developed in
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close cooperation with USAR 2. The arenas have already
been used in various experiments (including RoboCup and
AAAI rescue competions) and nowadays represent a refer-
ence for experimental evaluation of the performance of res-
cue robots. The current aim of the competition is twofold:
mobility and autonomy. As for the former, the research
is focussed on the mechanical design that allows the robot
to overcome the obstacles present in the environment; the
latter is concerned with the design of robots that can au-
tonomously explore the environment, possibly working in
a team, build the map, find the victims and locate them in
the map.

Two Italian teams participate in these competitions since
2004: the first one from SIED Lab, within a collaboration
between ”Istituto Superiore Antincendi” and the Univer-
sity of Rome ”La Sapienza”; the second one from the AL-
COR lab of the University of Rome “La Sapienza”, which
developed a model-based approach to the executive con-
trol of a rescue rover, winning the third award in 2004.
The RoboCup activity contributed and benefitted from the
results of the research project Simulation and Robotics
Systems for Operations in Emergency Scenarios (SRSOES
2003-2005), funded by Italian MIUR 3.

5.3 Space Robotics

The aim of the project An Intelligent System for the Super-
vision of Autonomous Robots in Space, funded by the Ital-
ian Space Agency (ASI) during years 1997-2000, is the ap-
plication of AI techniques to the design and realization of
space robotics systems for planetary exploration missions,
that require an increasing autonomy. In particular, the aim
of this project has been the application of AI techniques to
the design and realization of an effective and flexible sys-
tem for the supervision of the ASI robotic arm SPIDER.

The project was coordinated by the unit at the Univer-
sity of Palermo. Subproject units were the Universities of
Roma “La Sapienza”, Torino, Genova, Parma, and the re-
search centers ISTC-CNR Roma and IRST-ITC Trento.

The scientific objective of the project is the design and
development of an intelligent system able to supervise au-
tonomous robots in space. The system is based on a multi-
agent architecture in which each block is a software agent
interfaced with the rest of the system. This design choice is
motivated by high flexibility, agent interchangeability with
consequent easy improvement of the architecture, reuse of
all the agents or part of them, or of the architecture itself.
The architecture has been designed by keeping in mind the
ASI missions; but it is fully general and the single mod-
ules and the whole architecture may be easily reconfigured
for the supervision of other robotic systems. The project
aimed at realizing an innovative research product, and it is
complementary to ASI activities.

2Performance Metrics and Test Arenas for Autonomous Mobile
Robots. www.isd.mel.nist.gov/projects/USAR/

3sied.dis.uniroma1.it

5.4 Robotics for Elderly and Impaired People

The goal of the project RoboCare4 sponsored by Italian
Ministry of Education, University and Research (MIUR)
from 2002 to 2006 is to build a multi-agent system which
generates user services for human assistance. The system
is implemented on a distributed and heterogeneous plat-
form, consisting of a hardware and software prototype.

The project, currently running, is coordinated by the
ISTC-CNR Roma, subproject units are at the Universities
of Genova, Torino, Bologna, Parma, Roma “La Sapienza”,
and at the CNR research centers of Genova, Palermo, and
Milano.

The use of autonomous robotics and distributed comput-
ing technologies constitutes the basis for the implementa-
tion of a number of services in an environment with el-
derly people, such as a health-care institution or a home
environment. The fact that robotic components, intelligent
systems and human beings are to act in a cooperative set-
ting is what makes the study of such a system challenging,
for research and also from the technology integration point
of view.

The project is organized in 3 tasks: the development
of a HW/SW framework to support the system; the study
and implementation of a supervisor agent; realization of
robotic agents and technology integration. Alongside the
above research tasks, common usability and acceptability
issues are analyzed, contributing to the implementation of
SW development, visualization and simulation tools for
multi-robot systems.
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1 Introduction

Darwinian evolution is probably the most intriguing and
powerful mechanism of nature mankind has ever discov-
ered. Its power is evident in the impressive level of adapta-
tion reached by all species of animals and plants in nature.
It is intriguing because despite its simplicity and random-
ness it produces incredible complexity in a way that ap-
pears to be very directed, almost purposeful. Like forother
powerful natural phenomena, it is no surprise then that sev-
eral decades ago a few brilliant researchers in engineer-
ing and computer science started wondering whether they
could steal the secrets behind Darwinian evolution and use
them to solve problems of practical interest in a variety of
application domains. These people were pioneers of a new
field, which after more than 30 years from its inception is
now big and well established and goes under the name of
Genetic and Evolutionary Computation (GEC).

An almost endless number of results and applications
of evolutionary algorithms have been reported in the liter-
ature that show that the ideas of these pioneers were in-
deed right. Nowadays evolutionary techniques can rou-
tinely solve problems in domains such as automatic design,
optimisation, pattern recognition, control and many others.

2 What is Genetic and Evolutionary Com-
putation

What were the main secrets behind Darwinian evolution,
that the pioneers of GEC stole to make them the propelling
fuel of evolutionary computation processes?

Inher itance: individuals have a genetic representation (in
nature, the chromosomes and the DNA) such that it
is possible for the offspring of an individual to inherit
some of the features of its parent.

Var iation: the offspring are not exact copies of the par-
ents, but instead reproduction involves mechanisms
that create innovation, as new generations are born.

Natural Selection: individuals best adapted to the envi-
ronment have longer life and higher chances of mat-
ing and spreading their genetic makeup.

Clearly, there is a lot more to natural evolution than these
forces. However, like for many other nature-inspired tech-
niques, not all the details are necessary to obtain work-
ing models of a natural system. The three ingredients
listed above are in fact sufficient to obtain artificial sys-
tems showing the main characteristic of natural evolution:
the ability to search for highly fit individuals.

For all these ingredients (representation, variation, se-
lection) one can focus on different realisations. For ex-
ample, in nature variation is produced both through mu-
tations of the genome and through the effect of sexually
recombining the genetic material coming from the parents
when obtaining the offspring’s chromosomes (crossover).
This is why many different classes of evolutionary algo-
rithms have been proposed over the years. So, depend-
ing on the structures undergoing evolution, on the repro-
duction strategies and the variation (or genetic) opera-
tors adopted, and so on, evolutionary algorithms can be
grouped into: Genetic Algorithms (GAs) [2], Genetic Pro-
gramming (GP) [3], Evolution Strategies (ESs) [8, 9], etc.

The inventors of these different evolutionary algorithms
(or EAs for brevity) have all had to make choices as to
which bits of nature have a corresponding component in
their algorithms. These choices are summarised in the
nature-to-computer mapping shown in Table 1. That is,
the notion of individual in nature corresponds to a tenta-
tive solution to a problem of interest in an EA. The fitness
(ability to reproduce and have fertile offspring that reach
the age of reproduction) of natural individuals corresponds
to the objective function used to evaluate the quality of
the tentative solutions in the computer. The genetic vari-
ation processes of mutation and recombination are seen
as mechanisms (search operators) to generate new tenta-
tive solutions to the problem. Finally, natural selection is
interpreted as a mechanism to promote the diffusion and
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Table 1: Nature-to-computer mapping at the basis of evo-
lutionary algorithms.

Nature Computer

Individual Solution to a problem
Population Set of solutions

Fitness Quality of a solution
Chromosome Representation for a solution

(e.g. set of parameters)
Gene Part of the representation of

a solution (e.g. parameter or
degree of freedom)

Crossover Search operators
Mutation

Natural Selection Promoting the reuse of
good (sub-)solutions

Algor ithm 1 Generic evolutionary algorithm.
1: Initialise population
2: Evaluate the fitness of each population member
3: loop
4: Select sub-population for reproduction on the basis

of fitness (Selection)
5: Copy some of the selected individuals without

change (Cloning or Reproduction)
6: Recombine the “genes” of selected parents

(Recombination or Crossover)
7: Mutate the offspring population stochastically (Mu-

tation)
8: Evaluate the fitness of the new population
9: Select the survivors on the basis of their fitness

10: If stopping criterion is satisfied then exit loop
11: end loop

mixing of the genetic material of individuals representing
good quality solutions, and, therefore, having the potential
to create even fitter individuals (better solutions).

Despite their differences, most EAs have the general
form shown in Algorithm 1, although not all the steps in
Algorithm 1 are present in all evolutionary algorithms. For
example, in modern GAs [7] and in GP, step (4) is part of
steps (5) and (6), while step (9) is absent. This algorithm
is said to be generational because there is no overlap be-
tween generations (i.e. the offspring population always re-
places the parent population). In generational EAs cloning
is used to simulate the survival of parents for more than
one generation.

In the following we will analyse the various components
of an EA in more detail, mainly concentrating on the ge-
netic algorithm, although most of what we will say also
applies to other paradigms.

2.1 Representations

Traditionally, in GAs, solutions are encoded as binary
strings. Typically an adult individual (a solution fora prob-
lem) takes the form of a vectorof numbers. These are often
interpreted as parameters (for a plant, for a design, etc.),
but in combinatorial optimisation problems these numbers
can actually represent configurations, choices, schedules,
paths and so on. Anything that can be represented on a dig-
ital computer can also be represented in a GA using a bi-
nary representation. This is why, at least in principle, GAs
have a really broad applicability. However, other, non-
binary representations are available, which may be more
suitable, e.g., for problems with real-valued parameters.

Because normally the user of a GA has no ideas as to
what constitutes a good initial set of choices/parameters
for adult individuals (tentative solutions to a problem), the
chromosomes to be manipulated by the GA are normally
initialised in an entirely random manner. That is, the initial
population is a set of random binary strings or of random
real-valued vectors.

2.2 Selection in GAs

Selection is the operation by which individuals (i.e. their
chromosomes) are selected for mating or cloning. To em-
ulate natural selection, individuals with a higher fitness
should be selected with higherprobability. There are many
models of selection. We briefly describe three of the most
frequently used ones below.

Fitness proportionate selection, besides being the most
direct translation into the computational model of the prin-
ciples of evolution, is probably the most widely used selec-
tion scheme. This works as follows. Let N be the popula-
tion size, fi the fitness of individual i, and f̄ = 1

N

∑
j fj

the average population fitness. Then, in fitness proportion-
ate selection, individual i is selected for reproduction with
a probability:

pi =
fi∑
j fj

=
fi

f̄N
.

In normal GAs populations are not allowed to grow or
shrink, so N individuals have to be selected for reproduc-
tion. Therefore, the expected number of selected copies of
each individual is:

Ni = piN = fi/f̄ .

So, individuals with an above-average quality (fi > f̄ )
tend to be selected more than once for mating or cloning,
while individuals below the average tend not to be used.

Tournament selection, instead, works as follows. To se-
lect an individual, first a group of T (T ≥ 2) random in-
dividuals is created. Then the individual with the highest
fitness in the group is selected, the others are discarded
(tournament).
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Another alternative is rank selection where individuals
are first sorted (ranked) on the ground of their fitness, so
that if an individual i has fitness fi > fj than its rank is
i < j. Then each individual is assigned a probability of
being selected pi taken from a given distribution (typically
a function monotonically decreasing with rank), with the
constraint that

∑
i pi = 1.

2.3 Operators

Evolutionary algorithms work well only if theirgenetic op-
erators allow an efficient and effective search of the space
of tentative solutions.

One desirable property of recombination operators is
to guarantee that two parents sharing a useful common
characteristic always transmit such a characteristic to their
offspring. Another important property is to also guaran-
tee that different characteristics distinguishing two parents
may be all inherited by their offspring. For binary GAs
there are many crossover operators with these properties.

One-point crossover, for example, aligns the two parent
chromosomes (bit strings), then cuts them at a randomly
chosen common point and exchanges the right-hand-side
(or left-hand-side) sub-chromosomes (see Figure 1(a)). In
two-point crossover chromosomes are cut at two randomly
chosen crossover points and their ends are swapped (see
Figure 1(b)). A more modern operator, uniform crossover,
builds the offspring, one bit at a time, by selecting ran-
domly one of the corresponding bits from the parents (see
Figure 1(c)).

Normally, crossover is applied to the individuals of a
population with a constant probability pc (often pc ∈
[0.5, 0.8]). Cloning is then applied with a probability 1−pc

to keep the number of individuals in each generation con-
stant.

Mutation is the second main genetic operator used in
GAs. A variety of mutation operators exist. Mutation typ-
ically consists of making (usually small) alterations to the
values of one or more genes in a chromosome. Often mu-
tation is applied to the individuals produced by crossover
and cloning before they are added to the new population.
In binary chromosomes mutation often consists of invert-
ing random bits of the genotypes (see Figure 2). The main
goal with which mutation is applied is the preservation of
population diversity, since diversity prevents the evolution-
ary search from stagnating. However, due to its random
nature, mutation may have disruptive effects onto evolu-
tion if it occurs too often. Therefore, in GAs, mutation is
usually applied to genes with a very low probability.

In real-valued GAs chromosomes have the form x =
〈x1, . . . , x�〉 where each gene xi is represented by a
floating-point number. In these GAs crossover is often
seen as an interpolation process in a multi-dimensional Eu-
clidean space. So, the components of the offspring o are
calculated from the corresponding components of the par-
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Figure 1: Three crossover operators for binary GAs: (a)
one point crossover, (b) two point crossover, (c) uniform
crossover.

ents p′ and p′′ as follows:

oi = p′i + r(p′′i − p′i)

where r is a random number in the interval [0, 1]. Alterna-
tively crossover can be seen as the exploration of a multi-
dimensional hyper-parallelepiped defined by the parents,
that is the components oi are chosen uniformly at random
within the intervals

[min(p′i, p
′′
i ),max(p′i, p

′′
i )].

Mutation is often seen as the addition of a small ran-
dom variation (e.g. Gaussian noise) to a point in a multi-
dimensional space.

1010101010
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Figure 2: Bitwise mutation in binary GAs.
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2.4 Other GEC Paradigms

As mentioned before, the principles on which GAs are
based are also shared by many other EAs. However, the
use of different representations and operators has led to
the development of a number of paradigms, each having
its own peculiarities. With no pretence of being exhaus-
tive, in the following we will briefly mention two important
paradigms, other than GAs.

Genetic programming [3, 6] is a variant of GA in which
the individuals being evolved are syntax trees, typically
representing computer programs. The trees are created
using user-defined primitive sets, which typically include
input variables, constants and a variety of functions or in-
structions. The syntax trees are manipulated by specialised
forms of crossoverand mutation that guarantee the syntac-
tic validity of the offspring. The fitness of the individual
trees in the population is evaluated by running the corre-
sponding programs (typically multiple times, for different
values of their input variables).

Evolution strategies [8, 9] are real-valued EAs where
mutation is the key variation operator (unlike GAs). Muta-
tion typically consists of adding zero-mean Gaussian devi-
ates to the individuals being optimised, with the mutation’s
standard deviation being varied dynamically so as to max-
imise the performance of the algorithm.

3 State of the ar t

3.1 Popular ity of the Field

Among AI and AI-related disciplines, GEC is presently
one of the most active. This is testified, for example, by:

• the numerous dedicated conferences and workshops
(around 20 annual or biannual events) including the
Genetic and Evolutionary Computation Conference
(GECCO), the largest conference in the field, with
around 600 attendees, organised by ACM SigEvo, and
the large IEEE Congress on Evolutionary Computa-
tion (CEC);

• the several dedicated journals including Evolution-
ary Computation from MIT Press (the oldest jour-
nal in the field), the Journal on Genetic Program-
ming and Evolvable Machines from Kluwer (which
is specialised on Genetic Programming and evolvable
hardware), and the IEEE Transactions on Evolution-
ary Computation;

• the numerous large bibliographies of GEC literature,
including, forexample, the large collection of AI bib-
liographies in “The Collection of Computer Science
Bibliographies” available at http://liinwww.
ira.uka.de/bibliography/Ai/, where the
“Genetic Programming bibliography” by itself, which
covers only papers on that specific GEC paradigm, is

the third largest among the ones which are still up-
dated on a regular basis (with 4919 papers at the time
of writing), fifth overall;

• the constant stream of new books and doctoral theses
on the subject.

3.2 International Situation

It is very difficult to say precisely when and where the
field of Genetic and Evolutionary Computation was orig-
inated. Indeed, especially for the least recent evolution-
ary paradigms, as often happens, seminal ideas can be
found in papers by authors who were not the ones who
have finally popularised them (see [1] fora comprehensive
collection). Considering the latter as the actual ’fathers’
of GEC, Genetic Algorithms [2], as well as Genetic Pro-
gramming [3], were first studied and developed as inde-
pendent research topics in the United States, while Evo-
lution Strategies [8, 9], developed in Europe, already con-
tain ideas which will be used later in GAs and GP. So, we
can say that Germany and the United States are the coun-
tries where it all started. However, GEC research is today
performed in many, many countries worldwide. For ex-
ample, the two traditional major actors in GEC (USA and
Germany) have now been joined at the top by the United
Kingdom, where research in AI and related fields has al-
ways been extremely active.

From the point of view of research topics, after the
typical pioneering times of rapid development in which
any empirical study or application of any paradigm to
any problem was considered interesting and publishable in
its own right, research in GEC has become more mature
and structured into well defined topics. Such a classifi-
cation comprises a set of theoretical topics regarding ba-
sic studies on the different GEC paradigms (Genetic Algo-
rithms, Genetic Programming, Evolution Strategies, Evo-
lutionary Programming, Particle Swarm Optimisers, Clas-
sifier Systems, Ant Algorithms, Artificial Immune Sys-
tems, etc.). Other research areas span more than one
of these fundamental paradigms (Coevolution, Evolution-
ary Multi-Objective Optimisation, Evolutionary Combi-
natorial Optimisation, Hybridisation, Evolutionary Meta-
heuristics, Memetic Algorithms, etc.), and these are also
hot theoretical research fields. Finally, a large set of
more application-oriented topics are popular research ar-
eas, such as Evolvable Hardware, Evolutionary Robotics,
Evolutionary Image Analysis and Signal Processing and,
more generally, Real-World Applications at large. Some
of these areas have recently grown significantly and can be
considered independent GEC subfields in their own right.

3.3 GEC research in Italy

On a national basis, unfortunately but unsurprisingly, the
main Italian researchers in the field work for foreign insti-
tutions. Forexample, Riccardo Poli (UK) is a world leader
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in the field of Genetic Programming (being second only to
John Koza for number of publications in this area), Marco
Dorigo (Belgium) is the inventor and world leader of Ant
Colony Optimisation, Marco Tomassini (Switzerland) is a
leader on evolutionary algorithms and complex systems,
etc.

However, progressively this situation has being balanced
by an increasingly active national community, in which
more than ten groups are specifically active in the field (at
the Universities or Polytechnic Schools of Milan, Turin,
Parma, Venice, Naples, Salerno, Calabria, Catania, to
name a few), which made it possible to organise successful
first edition of GSICE (Italian Workshop on Evolutionary
Computation) in 2005 in Milan, which will be followed by
the upcoming editions in Siena (2006) and Catania (2007).

The main research topics on which the activity of Italian
researchers in GEC is focused are: genetic programming
theory (R. Poli, Tomassini, Vanneschi), learning classifier
systems (Lanzi), ant algorithms (Dorigo, Gambardella),
particle swarm optimisation (R. Poli), evolutionary mod-
els in artificial life (Nicosia, I. Poli), hybrid systems (Tet-
tamanzi), coevolution (Cagnoni, Vanneschi), evolutionary
robotics (Floreano, Nolfi), evolvable hardware (Squillero).
The main application fields are biology (Marchiori), game
strategy (Squillero), finance (Tettamanzi), computervision
and pattern recognition (Cagnoni, Cordella, De Falco, R.
Poli).

4 Open problems and research directions

Despite its increasing degree of maturity, there are still
many partially unanswered questions which face re-
searchers in GEC. Here we limit ourselves to mention only
a few of the main open challenges:

• How do we classify GEC algorithms? When do we
expect the behaviour and performance of two dif-
ferent evolutionary systems to be qualitatively (and
maybe at some point quantitatively) similarand why?

• How do we classify problems? When do we expect
the performance of a particular algorithm on two dif-
ferent problems to be the substantially the same and
why?

• Although the development of mathematical models of
evolutionary equations has been rapid there remains a
disquieting lack of tools with which we obtain solu-
tions to evolution equations. In addition, these models
have immense numbers of degrees of freedom, which
makes them hard to simulate even for the most pow-
erful computers. So, mathematical models can shed
only some light on EA dynamics.

• How can we develop models of EAs that can provide
theoretically-sound recipes for practitioners, such as
which operators, fitness function, search algorithm,

population size, number of generations, number of
runs, crossover probability, etc. one should use for
a given problem or a given class of problems.

• Can we obtain open-ended evolution in EAs, as in na-
ture?

5 Interactions with AI

GEC is intrinsically a transversal field of research, since,
on the one side, its techniques are based on biological mod-
els, but also, on the other side, since it provides a set of
tools which can be effectively applied to other disciplines.
Quite naturally there are several examples of synergetic ap-
plications [10] of GEC techniques along with other tech-
niques which are comprised in the set of disciplines (Neu-
ral Networks, Fuzzy Sets, Probabilistic Networks) usually
termed as Computational Intelligence (CI).

Although CI is considered by many the most modern
form of AI, we believe that a lot of the work currently
going on in GEC can be seen as good, old-fashioned AI.
In particular, when EAs are successfully used in practi-
cal applications, in many cases some credit for the suc-
cess goes to the specialised representation, operators and
fitness function designed to tackle the problem, rather than
to the fact that this or that EA was used to perform the
search. That is, the search is often successful thanks to
the good knowledge engineering efforts of the users of the
EA. This should not come as a surprise: after all AI peo-
ple has always known that a good representation, good ex-
pansion operators and good heuristics can tame search and
avoid the problems inherent in exponentially large search
spaces. GEC researchers, however, have started accepting
these good-old-fashioned AI guidelines after painfully di-
gesting a now-famous result that goes under the name of
No-free Lunch Theorem for search [11].

6 Applications

Getting machines to produce human-like results is the rea-
son for the existence of AI and machine learning. How-
ever, it has always been very difficult to assess how much
progress these fields have made towards their ultimate
goal. Turing understood the need to evaluate objectively
the behaviour exhibited by machines, to avoid human bi-
ases when assessing their intelligence. This led him to pro-
pose an imitation game, now known as the Turing test for
machine intelligence. Unfortunately, the Turing test is not
usable in practice, and so, it has become clear that there is
a need for more workable objective tests for progress.

John Koza [4] recently proposed to shift the attention
from the notion of intelligence to the notion of human com-
petitiveness. An automatically-created result is considered
“human-competitive” if it satisfies at least one of the eight
criteria below:
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1. The result was patented as an invention in the past, is
an improvement over a patented invention, or would
qualify today as a patentable new invention.

2. The result is equal to or better than a result that was
accepted as a new scientific result at the time when it
was published in a peer-reviewed scientific journal.

3. The result is equal to or better than a result that was
placed into a database orarchive of results maintained
by an internationally recognised panel of scientific ex-
perts.

4. The result is publishable in its own right as a new sci-
entific result, independent of the fact that the result
was mechanically created.

5. The result is equal to or better than the most recent
human-created solution to a long-standing problem
for which there has been a succession of increasingly
better human-created solutions.

6. The result is equal to or better than a result that was
considered an achievement in its field at the time it
was first discovered.

7. The result solves a problem of indisputable difficulty
in its field.

8. The result holds its own or wins a regulated compe-
tition involving human contestants (in the form of ei-
ther live human players or human-written computer
programs).

Over the years, a list of tens of results have passed
the human-competitiveness test (see [5] for a recent
list). Also, since 2004, a competition is held annually
at GECCO (termed the “Human-Competitive awards -
the ’Humies’ ”). The prize ($ 10,000) is awarded to
automatically-created applications which have produced
results which are equivalent to human achievements or,
better, are unpaired by humans. The Gold Prizes in 2004
and 2005 were awarded to applications of GEC to high-
tech fields such as an antenna for deployment on NASA’s
Space Technology 5 Mission (see Figure 3), automatic
quantum computer programming, two-dimensional pho-
tonic crystals design, applications to attosecond dynamics
of high-harmonic generation, shaped-pulse optimisation of
coherent soft-x-rays. The 2006 competition is still to be
held at the time of writing.

Some pre-2004 human-competitive results include:

• Creation of quantum algorithms including: a better-
than-classical algorithm for a database search prob-
lem and a solution to an AND/OR query problem

• Creation of algorithms for the transmembrane seg-
ment identification problem for proteins

Figure 3: Award winning human-competitive antenna de-
sign produced by an evolutionary algorithm.

• Synthesis of analogue circuits (with placement and
routing, in some cases), including: 60 and 96 decibel
amplifiers; circuits for squaring, cubing, square root,
cube root, logarithm, and Gaussian functions; a cir-
cuit for time-optimal control of a robot; an electronic
thermometer; a voltage-current conversion circuit

• Creation of a cellular automata rule for the majority
classification problem that is better than all known
rules written by humans

• Synthesis of topology for controllers, including: a
PID (proportional, integrative, and derivative) and
a PID-D2 (proportional, integrative, derivative, and
second derivative) controllers; PID tuning rules
that outperform the Ziegler-Nichols and Astrom-
Hagglund tuning rules; three non-PID controllers that
outperform a PID controller that uses the Ziegler-
Nichols or Astrom-Hagglund tuning rules

Even from the short list provided, which is far from be-
ing exhaustive, nor sufficient to fully describe their poten-
tial, the use of GEC techniques as invention machines ap-
pears to be effective, and subject to furtherincrease in com-
petitiveness in a future, which the following closing section
tries to forecast.

7 Conclusions

Let try to look a bit ahead into a not too distant future, say
2012, and let us make some predictions.

We start from some simple back-of-an-envelope calcu-
lations. In 2012 CPUs will be 25 times faster than today.
A Beowulf desktop computer (12 CPUs) will be 300 times
faster than current PCs. A Beowulf tower computer (96
CPUs) will be 2400 times faster than current PCs and ap-
prox 10 times faster than the 1000 node supercomputer
Koza used to obtain his human competitive results (new
inventions). These were produced in approx 1 week of
computer time.
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It follows from this that in 2012 it will be possible to
produce patentable new inventions in a day on a 96 node
Beowulf workstation! So, by 2012 it is not unthinkable that
EAs will be used routinely as invention machines, design
machines, optimisers and problem solvers.

So, GEC has effectively started fulfilling the AI dream
by providing us with a systematic method, based on Dar-
winian evolution, for getting computers to automatically
solve difficult problems for us. To do so, EAs simply re-
quire a high-level statement of what needs to be done (and
enough computing power). Today GEC certainly cannot
produce computers that would pass the full Turing test for
machine intelligence, but GEC has been able to solve tens
of difficult problems with human-competitive results, and
we should expect to see this trend accelerate.

These are small steps towards fulfilling the founders of
AI dreams, but they are also early signs of things to come.
By 2012 EAs and AI techniques will be able to routinely
and competently solve important problems forus in a vari-
ety of specific domains of application, becoming essential
collaborators for many of human activities.

This will be a remarkable step forward towards achiev-
ing true, human-competitive machine intelligence.
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APPENDIX A Pointers to Fur ther Reading
in GEC

• D.E. Goldberg. Genetic Algorithms in Search, Op-
timization, and Machine Learning. Addison-Wesley,
Reading, Massachusetts, 1989.
A classic book on genetic algorithms and classifier
systems.

• D.E. Goldberg. The Design of Innovation: Lessons
from and for Competent Genetic Algorithms. Kluwer
Academic Publishers, Boston, 2002.
An excellent, long-awaited follow up of Goldberg’s
first book.

• M. Mitchell, An introduction to genetic algorithms, A
Bradford Book, MIT Press, Cambridge, MA, 1996.
A more modern introduction to genetic algorithms.

• J.H. Holland, Adaptation in Natural and Artificial
Systems, second edition, A Bradford Book, MIT
Press, Cambridge, MA, 1992.
Second edition of a classic from the inventor of ge-
netic algorithms.

• T.Bäck and H.-P. Schwefel. An overview of evolu-
tionary algorithms for parameter optimization. Evo-
lutionary Computation, 1(1):1–23, 1993.
An introduction to parameter optimisation by EAs.

• T. Bäck, D. B. Fogel and T. Michalewicz, Evolution-
ary Computation 1: Basic Algorithms and Operators,
Institute of Physics Publishing, 2000.
A modern introduction to evolutionary algorithms.
Good both for novices and more expert readers.

• J.R. Koza. Genetic Programming: On the Program-
ming of Computers by Means of Natural Selection.
MIT Press, 1992.
The bible of GP by the founder of the field. Followed
by GP II (1994), GP III (1999) and GP IV (2003).
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• W. Banzhaf, P. Nordin, R.E. Keller and Frank D.
Francone, Genetic Programming – An Introduction;
On the Automatic Evolution of Computer Programs
and its Applications, Morgan Kaufmann, 1998.
An excellent textbook on GP.

• W. B. Langdon and R. Poli, Foundations of Genetic
Programming, Springer, Feb 2002.
The only book entirely devoted to the theory of GP
and its relations with the GA theory.

• Proceedings of the Genetic and Evolutionary Compu-
tation Conference (GECCO).
Born in 1999 from the “recombination” of the In-
ternational Conference on Genetic Algorithms and
the Genetic Programming Conference, GECCO is the
largest conference in the field.

• Proceedings of the Foundations of Genetic Algo-
rithms (FOGA) workshop.
FOGA is a biannual, small but very-prestigious and
highly-selective workshop. It is mainly devoted to the
theoretical foundations of EAs.

• Proceedings of the Congress on Evolutionary Com-
putation (CEC).
CEC is large conference underthe patronage of IEEE.

• Proceedings of Parallel Problem Solving from Nature
(PPSN).
This is a large biannual European conference, proba-
bly the oldest of its kind in Europe.

• Proceedings of the European Conference on Genetic
Programming.
EuroGP was the first European event entirely devoted
to Genetic Programming. Run as a workshop in 1998
and 1999, it became a conference in 2000. It has now
reached its tenth edition.

APPENDIX B Some Web Resources

• http://www.genetic-programming.com/
and
http://www.genetic-programming.org/
Genetic Programming Inc.,

• http://www.cs.bham.ac.uk/∼wbl/
biblio/
and
http://liinwww.ira.uka.de/
bibliography/Ai/genetic.
programming.html
GP bibliography maintained by W. B. Langdon

• http://evonet.lri.fr/CIRCUS2/node.
php?node=1
The EvoNet online tutorial
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1. Introduction 

This article deals with the interactions between the two 
scientific communities of AI and Complex Systems 
Sciences (which will be briefly referred to as CSS1). The 
term “complexity” is used since the 80’s to refer to a 
largely interdisciplinary endeavour, aimed at 
understanding common organizational and dynamical 
properties of nonlinear systems.  

The interactions between the two communities of CSS 
and AI have been so far rather limited, although both 
might benefit from closer encounters. Recent 
developments in the context of agent-based modelling and 
simulation, which is receiving a growing interest in 
various fields from biology to social simulation, represent 
a new opportunity for further exploring and strengthening 
these interactions and connections, in particular between 
CSS and Multi-Agent Systems (MAS), a topic that is 
discussed also in another article of this special issue. 

While of course there is no need to define AI here, we 
will present in section 2 a concise outlook of the CSS 
field. In section 3 we will  provide some information 
about  European and Italian activities. Section 4 outlines 
some major open problems in CSS, while the following 
section 5 is devoted to its relationships with AI. The final 
section discusses some applications. 

2. What are complex systems? 

The origins of CSS can be remotely traced back to the 
works of Maxwell, Boltzmann and others, who founded 
the study of statistical mechanics and kinetic theory, 
which bridged the gap between the microscopic 
description of a physical system (e.g., a gas described as a 
set of interacting molecules) and its macroscopic (i.e. 
thermodynamic) description. The other outstanding XIX 
century predecessor of complexity is evolutionary 
biology: Darwin, Wallace and followers were also able to 

1 It is worth stressing that the word complexity is used here in a 
sense which does not refer to computational complexity. 

relate macroscopic phenomena (the change of biological 
species in time) to microscopic mutations, a concept 
which received concrete support in the following century 
by genetics and molecular biology. 

More recent ancestor of CSS (as well as of AI!) can 
be found around the mid of the XX century in   
cybernetics and in the “systems movement”, inspired by 
theoretical achievements as well as by the development of 
sophisticated machines, whose properties resembled those 
of living beings. The search for common organizational 
principles in very different kinds of systems led to the 
major concepts of feedback and of measurable 
information, which raised enormous interests (try to think 
for example of modern biology without these concepts) 
and applications. 

However, while control theory and informatics 
flourished, systems science lost its momentum as a 
general theory of complex systems (perhaps in part 
because of its own success, which promoted the birth of 
entire new fields). 

The new “science of complex systems” later arose 
(starting in the late 70’s and more vigorously in the early 
80’s) thanks to the contribution of different scientific 
disciplines, including physics, chemistry, biology, 
computer science, economics and social science. 

While many leading thinkers of the early days were 
European, like Hermann Haken [1] and Ilya Prigogine, 
[2], in the US a strong impulse was given to CSS by the 
foundation of the Santa Fe Institute in the mid 80’s, 
supported by well-known and respected researchers 
rooted in classical sciences, including Nobel laureates 
Murray Gell-Mann, Phil Anderson and Kenneth Arrow. 
From that time the interest has grown, and many new 
initiatives have been established. 

Several disciplines are involved in complex systems 
research. Note that a common feature of those who take 
part in this effort is a strong tendency to break the 
boundaries of the disciplines and to establish cross-links. 
Nonetheless, let us quote for some major disciplines 
(without even attempting at completeness) some key 
topics which promoted the interest for CSS and benefited 
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from its development.   
physics: collective self-organization phenomena, 
like fluid flows and lasers, disordered materials 
(e.g. spin glasses). The interest of the physics 
community provided great impetus to the 
research on complex systems. Note also that 
there are some close links with topics which are 
familiar in AI, like neural networks 
dynamical systems: chaotic dynamics, fractal 
structures. Their discovery raised great 
enthusiasm, and provided a brand new 
understanding of nonlinear systems. While in the 
past most studies were concentrated on linear 
systems of differential equations, treating at most 
nonlinearity as a perturbation,  it later became 
possible and rewarding to address fully nonlinear 
systems 
computer science: neural networks, genetic 
algorithms and genetic programming, discrete 
dynamical systems, distributed processing. The 
search for new computing paradigms, and the 
perhaps surprising discovery that very effective 
results were obtained by systems which imitated 
natural ones, raised the interest of many 
computer scientists for the science of complexity 
biology: evolution and development processes,  
origin of life, genome analysis, interpretation of 
gene expression data. Complexity research is 
largely inspired by biological systems, although 
the approach of classical biology has paid more 
attention to detailed descriptions rather than to 
the search for general principles. It is worth 
mentioning the birth of an entire new field, that 
of artificial life, concerned wih the abstract 
properties of systems which might be termed 
“alive” even if they differ from life as it is on 
earth 
social science and economics: nonlinear 
dynamical models, agent-based models. In these 
fields, quantitative approaches based on 
differential equations show some limitations 
which can be at least partly overcome by the use 
of agent-based models; the latter have been 
proposed as an alternative foundation of 
economics, with respect to the neoclassical one 
[3]. Of particular interest is the possibility to 
deal with the heterogeneity of the agent, and to 
introduce more realistic features to describe its 
behaviour 
urban planning: modelling and simulation of 
urban dynamics. Cellular automata [4], one of 
the key tools of complexity, and agent-based 
models have proven more effective than 
traditional approaches. 

It is worth emphasizing that there is no generally 
accepted definition of complexity (a situation which 

sounds familiar to those who were active in AI a few 
years ago). The case that a word from everyday language 
takes on a more technical meaning is not uncommon in 
science: in some cases the scientific community agrees on 
its use in a restricted sense (think for example of “work” 
in physics). There is presently no such agreement about 
the meaning of “complexity”.  

Science has largely to do with measure, so several 
different measures of complexity have been proposed, 
each one capturing some aspects of the concept. However 
no such measure has proven to be general enough to be 
accepted by the whole community. It is also likely that 
complexity be a multidimensional concepts, and that 
different kinds of complexity measures are appropriate 
for different dimensions. 

For our purposes, we may define here a complex 
system as one composed by different elements, which 
change in time and interact in a nonlinear way. A general 
feature of these systems is that they can reach different 
states; moreover, the presence of positive feedbacks can 
lead to the amplification of small fluctuations, leading to 
very large effects.  

A particularly effective way of describing these 
phenomena is by resorting to the language of dynamical 
attractors, i.e. states or sets of states which the system 
approaches in the asymptotic time limit. Neglecting 
transients, the different attractors correspond to different 
behaviours of the system. In nonlinear systems many 
different attractors can exist: depending upon the initial 
condition a system may tend to one attractor or another 
(the set of initial states which are mapped by the 
dynamics onto a given attractor is its “basin of 
attraction”). 

Attractors and their basins depend upon the value of  
some parameters which may be affected by the interaction 
of the system with its environment. By changing the value 
of one or a few control parameters the  system  may reach 
an instability point, where one of its  attractors becomes 
unstable: new attractors appear, and the system undergoes 
a large qualitative change. 

Moreover, in many cases, at the onset of instability 
two or more attractors appear, and one may observe 
spontaneous symmetry breaking [5]: while the overall 
equation system is symmetric with respect to some 
operation (e.g. the change of sign of a variable) the actual 
state which is reached by the system doea not have this 
property. In this case a random fluctuation at the time of 
the onset of instability may determine the “choice” of the 
system between different attractors [1, 6] (a property 
often referred to as “path dependency” in the economics 
literature).  

A key notion is that of an emergent property [5], i.e. a 
macroscopic property which springs out of the interaction 
of microscopic elements, but which in turn constrains 
their behaviour: think for example to the relationship 
between a vortex and the water molecules, which is often 
christened as “reciprocal causation” between levels. Note 
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also that the notion of emergent property is more general 
than that of a macroscopic semistable pattern: for 
example, in social systems one observes that recurrent 
interactions may give rise to new organizations which 
then play a key role in the further evolution of the system. 

Another notion which ir receiving much attention is 
that of networks: all the systems may be given a network 
(i.e. graph)  representation2, where the relevant entities 
are associated to the nodes, and the links to the 
relationships. It has been discovered that there are some 
topological features of these networks which are common 
to very different systems, for example a metabolic 
network and the WWW [ 7]. Particular attention has been 
given to the distribution of degrees (i.e. number of 
connections per node). It has also been observed that 
many important properties of these networks, including 
their robustness and the way in which information 
spreads, are highly influenced by the topology. 

3. European and Italian activities 

Research groups and centres working on complex systems 
are growing in several European countries. Let us quote 
here two important Europe-level collaboration initiatives 
which have been launched by the EU Commission within 
the 6th Framework Programme (FP): IST-FET and NEST. 
They both have funded research projects and networking 
initiatives, promoting the creation of a European complex 
systems community, which holds annual meetings since 
2004 (in Torino, Paris and Oxford). FET belongs to the 
ICT sector, and has therefore a strong emphasis on 
computation; since FET is in place, NEST does not 
support projects which are directly addressing IT issues, 
although of course computer science plays a major role 
also in NEST projects. The forthcoming 7th Framework 
Programme will further increase the emphasis on complex 
systems research. 

Let us also mention the European networks of 
excellence: Exystence  and its follower ONCE-CS  (both 
funded by IST-FET, respectively in the 5th and 6th FP) 
which will in turn leave the role of stimulating and 
coordinating research at European level to the European 
Complex Systems Society, headed by Paul Bourgine.  

Another European level initiative in the context of 
CSS that must be noted is the Research Year “The 
Sciences of Complexity”, supported by the Center for 
Interdisciplinary Research (ZiF), of the Bielefeld 
University. This initiative provided a set of symposia and 
workshops on a variety of issues and topics related to 
CSS, ranging from the study of biological systems (and in 
particular the dynamics of the immune system), to the 
evolution of human societies. 

In Italy there are several groups which are active in 
CSS, and it would be inappropriate to try to list them all. 

2 although sometimes this representation may hide some key 
features, like for example non-binary interactions 

For the interested reader we have collected in a dedicated 
section of the reference list the website addresses of some 
italian groups and centres, limited to  some of those which 
are closer to AI, either because they integrate methods 
and competencies from both fields, or because the 
problems they address are closer to those of AI (the 
choice of the groups to be included among those “closer 
to AI” is in part subjective and does not pretend to cover 
all the interesting research activities in complex systems 
in our country). We have not included groups working 
specifically in neural networks, genetic algorithms, 
genetic programming and robotics, which are covered in 
other articles of this special issue (but see section 5 for 
further comments).   

An interesting series of workshops on Artificial Life 
(WIVA, Workshop Italiano sulla Vita Artificiale) is 
becoming an increasingly important meeting point for the 
Italian complex systems community (a special issue of the 
journal Sistemi Intelligenti [8] has been published, based 
on these conferences). Another activity worth mentioning 
is represented by the Agent Based Modelling and 
Simulation (ABModSim) symposium, which has taken 
place in the context of the 18th European Meeting on 
Cybernetic Science Research, with the patronage of the 
AI*IA. 

It is particularly important to quote the series of 
conferences ACRI: they started in the 90’s as Italian 
workshops and since 1998 they evolved to become 
important international conferences, dedicated to Cellular 
Automata. 

Actitivities related to CSS and AI are supported and 
promoted by AI*IA (Associazione Italiana per 
l’Intelligenza Artificiale), Siren (Società Italiana Reti 
neuroniche) and AIRS (Associazione Italiana per la 
Ricerca sui Sistemi). The president of this last association 
has recently claimed that the future of systems science lies 
in a close tight with the “complexity” world [9]. 

The Italian industry has shown a certain (although 
limited) interest for applications of CSS, in particular 
cellular automata have been applied by Illy to study 
percolation of hot water through coffee, by Pirelli to 
describe the behaviour of rubber tyres and by Montedison 
to model the bioremediation of contaminated sites, as 
described in Section 6, where the proper references can 
also be found.  

4. Open issues  

While CSS has achieved many important results in the 
past, there are some major problems which still need to be 
addressed. Since the aim of this section is not that of 
providing a complete list of the most active and 
interesting fields of research in CSS, but rather to 
emphasize those areas which may attract the interests of 
the AI community, we restrict our list of “hot topics in 
CSS” accordingly. 
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Agent-based models of social and economic 
processes (including dynamics of traders, 
foundations of economics, [3], etc.) This is 
particularly interesting as it is at the border with 
AI (the term “agent” is used by both 
communities with different but overlapping 
meanings). In CSS particular attention is paid to 
the emergence of new phenomena by the 
interaction of many microentites, which are often 
modelled in a very simple way. But what 
happens if the agents are sophisticated and rich 
in information processing capabilities as those 
used in AI? Much effort is still necessary to 
investigate this point in depth 

artificial life [8, 10]: this discipline deals with 
generic properties of “living” beings, 
irrespective of their actual physico-chemical 
makeup. The similarities with artificial 
intelligence are obvious. A topic which has 
raised much interest also in the AI community is 
that of the relationship between physical 
organization and information processing (cfr. the 
debate on the embodiment of intelligence [11]). 
Alife activities can broaden the cases and open 
new perspecitves on this problem 

emergence of new levels and interaction between 
levels: most complex systems display a 
hierarchical structure which at some point gets in 
place. While some forms of development of 
hierarchical levels are reasonably well 
understood, there are many unsolved questions 
[12], including the sandwiched emergence of 
levels in-between existing ones, the dynamics of 
tangled hierarchies and the relationship between 
the hierarchical structure and the functionalities 
it supports and permits 

top-down vs. bottom-up design: classical AI is 
inspired by a top-down approach of engineering 
flavour, while CSS is mainly bottom-up oriented. 
In designing complex systems (either physical or 
social ones) the possibility of integrating the 
strengths of the two approaches appears 
particularly interesting and calls for extensive 
“experimental “attempts. A closely related, 
although not identical topic concerns the control 
of distributed systems 

co-evolution and evolvability: some systems are 
able to change adapting to an environment which 
they jointly create, therefore giving rise to 
interesting co-evolution phenomena. In simpler 
cases the environment is prescribed, not 
influenced by the system itself. In both cases it is 
very important to estimate how much the system 
can still evolve. A particularly interesting issue is 
the search for conditions which allow open-
ended evolution 

complex networks [7, 13]: as it has been 
observed in Section 2, some new topologies are 
widespread in existing biological, social and 
technological networks, including the Internet 
and the WWW. Effective tools to locate the 
relevant information should benefit both from AI 
methods and from knowledge of the network 
structure. Moreover, a very intriguing question 
concerns the interactions between topology and 
dynamics. Indeed, a dynamical system can be 
considered as a network, where the nodes are 
associated to the variables, and there is a 
directed link from node A to B if the variable 
associated to A appears in the equation which 
rules the evolution of B. But what happens, in 
large systems of interacting variables, when the 
topology of the interactions change from regular, 
or random, to e.g. scale free? While some 
interesting cases have been investigated [14-16], 
a general theory is still lacking 
genetic networks: the wealth of experimental 
data made available by the various genome 
projects and by extensive use of DNA 
microarrays calls for intelligent data mining and 
learning tools [17, 18], which may be 
complemented by a study of the complex 
dynamical properties of genetic networks [19, 
20]
synchronization: a very striking phenomenon 
displayed by nonlinear coupled oscillators is 
synchronization [21], which can be observed in 
some physical and biological cases, but also in 
artificial systems. Synchronization may be at the 
core of the way in which biological neurons 
operate, and may provide very interesting ways 
to code and process information 
visualization of complex data sets and networks: 
this is becoming more and more crucial, and AI 
and man-machine interface methods can help in 
overcoming the limitation of existing 
visualization tools  

Other “hot topics” in CSS like self-organization in 
biology (morphogenesis, synchronization, origin of life)
and in artificial systems (e.g., recent efforts in the context 
of Artificial Immune System, but also in autonomic 
systems in general), scaling, universality, and others, 
presently seem less close to the interests of the AI field. 

5. Relationships with other  AI fields and 
with other  disciplines 

Neural networks, genetic algorithms and genetic 
programming are often regarded a part of CSS, or at least 
their origins have a tight relationship with CSS. 

Indeed a possible way to introduce neural networks 
[22] is to consider them as artificial systems which  use 
the self-organizing properties of a nonlinear dynamical 
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system to perform classification and recognition tasks 
(this is a common property of most neural models, which 
is particularly apparent in the Hopfield and ART ones). 
However, neural networks have come to a maturity level 
which allows them to be recognized as a field of their 
own, largely separated by the CSS one. Of course, the 
study of the topological properties of complex networks 
and the study of the dynamics of nonlinear systems with 
many degrees of freedom are important overlap areas. 

Similar remarks apply to the field of genetic 
algorithms [23]. In this case however the two 
communities are somewhat closer: it is worthwhile to 
remember that John Holland, the inventor of genetic 
algorithms, has been one of the most active researchers at 
the Santa Fe Institute. He also introduced classifier 
systems, which were first described in a famous paper 
[24] which appeared in one of the classical books on 
machine learning. Recall that classifier systems (as well 
as the more recent methods of genetic programming) 
make extensive use of self-organization properties. For 
further information, we refer the interested reader to the 
article on neural networks and evolutionary computation 
in this special issue. Similarly, we will not consider here 
robotics, which is however an area where AI and complex 
systems largely interact [10] but which is described in 
another article of this special issue, as well as the MAS 
paradigm, that is a growingly adopted modelling 
approach in the context of CSS. 

6. Applications 

Complex systems are widespread, so applications are in a 
sense ubiquitous. It is however not easy to define the 
borders of this approach, as it largely overlaps with that 
of other disciplines. We will omit here, for reasons 
detailed in section 5, to describe applications of neural 
networks, genetic algorithms and genetic programming, 
and we will also omit to describe applications of 
nonlinear dynamical systems. We will rather concentrate 
on cellular automata and agent-based models, limiting our 
summary to applications developed by Italian groups. 

A class of models which are typical of complex 
systems science are cellular automata (for a review see [4 
Bandini, Mauri and Serra, 2001] and further references 
quoted therein]. Important applications which have been 
developed in Italy concern 

prediction and control of lava flows and 
landslides [25] 
scale-up from the laboratory to the field of 
interventions of bioremediation of contaminated 
soil [26] 
prediction of properties of rubber tyres and 
design optimization [27] 
modelling of percolation in coffee machines and 
optimization of the mixture [28] 
modelling of cell cultures [29] 

modelling the movement of entities in physical 
environment, for instance in order to simulate 
traffic or crowd dynamics [30] 

Agent-based models have been applied to describe 
innovation processes [31], showing interesting emergent 
phenomena, as well as to several social and economic 
processes, including dynamics of partnership among firms 
and generation of networks of firms [32], and in general 
to study how aggregate behaviours of entities acting 
according to a local point of view can generate complex 
macro level dynamics. However, agent-based models 
have also been successfully applied to other domains, 
such as modelling and simulation of logistic networks, 
and are growingly considered as computational modelling 
approach that supports both the representation of spatial 
aspects of a simulated environment and the entities which 
inhabit it. MAS approaches can provide a clear separation 
between the latter and the environment in which they are 
situated, and thus it represents a natural way of modelling 
and representing heterogeneous systems in which agents 
may also have a not necessarily simple behavioural 
specification. In this framework, they are currently being 
applied in scenarios in which CAs were previously 
adopted, such as crowd modelling and simulation  [33], 
but also offer a completely novel instrument for social 
sciences for investigating social cognitive aspects. 
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Websites

Websites of Italian research groups

1. Bologna University:  (a) 
http://www.physycom.unibo.it;  (b) 
http://www.cs.unibo.it/~babaoglu/

2. Bologna Arpa: 
http://www.intermed.it/istbiotech/index_it.htm

3. Calabria University at Rende: (a) 
http://www.mat.unical.it/pers/docenti/digregorio/
digregorio.html; (b) 
http://galileo.cincom.unical.it/pantano/pphome.h
tm,
http://galileo.cincom.unical.it/bilotta/bilotta.htm;

4. Florence University: (a) 
http://www.ino.it/~arecchi/; (b) 
http://www.complex.unifi.it/

5. Milano-Bicocca University: (a) 
http://www.lintar.disco.unimib.it/; (b)  
http://www.fislab.disco.unimib.it/; (c) 
http://bioinformatics.bio.disco.unimib.it/;

6. Modena and Reggio Emilia University: 
http://www.iscom.unimo.it;

7. Pavia University: 
http://www.unipv.it/webpsyco/personale/pagined
ocenti/pessa.htm ; 

8. Pisa University: (a) http://www.cissc.unipi.it; (b) 
http://www.lem.sssup.it;

9. Rome, CNR: (a)http://www.isc.cnr.it; (b) 
http://www.istc.cnr.it;

10. Rome University 
http://chimera.roma1.infn.it/GIORGIO/indexho
me.htm;

11. Salerno University: 
http://www.dise.unisa.it/docenti/salzano.htm;

12. Siena University : http://csc.unisi.it;
13. Torino University : (a) 

http://www.biomolecular_complexsystems.unito.
it/ ; (b) http://web.econ.unito.it/terna/; (c) 
http://www.isi.it/;
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14. Trieste University : http://www.sissa.it,
http://www.ictp.trieste.it;

15. Venice University: (a) 
http://www.protocell.org/PACE; (b) 
http://www.ecltech.org 

Websites of networks and associations 

Santa Fe Institute: http://www.sfi.edu
Exystence: http://www.complexityscience.org
ONCE-CS: http://www.once-cs.net
European Complex Systems Society: 
www.open.ac.uk/ecss
ZiF Centre for Interdisciplinary Research, “The Sciences 
of Complexity”: http://www.physik.uni-
bielefeld.de/complexity/
AIRS: www.airs.it
Workshop Vita Artificiale (II e III): 
http://gral.ip.rm.cnr.it/giva-aisc/ws2va/,
http://laral.istc.cnr.it/wiva3/date.html
International Symposium on Agent Based Modelling and 
Simulation (ABModSim):  
http://www.lintar.disco.unimib.it/ABModSim

Websites of EU initiatives and projects 

There are several ongoing projects: we quote here only a 
few, information about other projects can be found in the 
FET and NEST websites 

IST-FET (Future and Emerging Technologies): 
http://www.cordis.lu/ist/fet/
NEST (New and Emerging Science and Technology): 
http://www.cordis.lu/nest/home.html
Iscom project: http://www.iscom.unimo.it
Delis project: http://delis.upb.de
Bison project: http://www.cs.unibo.it/bison
Pace project: http://www.protocell.org/PACE
Cetra project: http://moodle2.ktk.nyme
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1. Introduction 

As is well known, the 1956 summer Dartmouth 
Conference on AI was preceded by a preparatory 
document dated August 31, 1955, whose authors were 
John McCarthy, Marvin Minsky, Nathaniel Rochester and 
Claude Shannon. The meeting’s aim was to examine “the 
conjecture that every aspect of learning or any other 
feature of intelligence can in principle be so precisely 
described that a machine can be made to simulate it”, as 
one reads in the document [9]. Some of the main pioneers 
in computer programming were present at Dartmouth, 
such as Allen Newell, Arthur Samuel, Oliver Selfridge 
and Herbert Simon. After Dartmouth, the historical 
centres of AI research would be formed: at Carnegie-
Mellon University with Newell and Simon, at the MIT 
with Minsky, and Stanford University with McCarthy. In 
England, Alan Turing’s legacy was taken up by Donald 
Michie at Edinburgh, before AI research spread to other 
European countries and around the world. 

Differently motivated analyses of the origins and 
developments of AI have been suggested (see [4], [6], 
[10], [14]). In the present paper some less well-known 
contributions and events that precede the Dartmouth 
Conference are investigated, with the aim of showing how 
earlier attempts in mechanising intelligence raised several 
questions which were to become controversial and much 
debated issues in AI research over the following years.  

2. Simulating intelligent functions on 
computers 

With the aim of briefly giving the context of my 
investigation into the origins of AI, let me start with The 
Computer Issue, a special issue of the Proceedings of the 
IRE (Institute of Radio Engineers), published with the 
collaboration of the PGEC (the IRE Professional Group 
on Electronic Computers) in October 1953. This special 
issue provides excellent evidence of results in computer 
design and technology achieved in the 1950s. It included, 

among the others, an article by Claude Shannon, 
“Computers and automata” (a review of computer 
performances comparable to those of humans: see [17]), 
and a long series of articles describing digital computers 
in all their aspects, as regards both software and 
hardware. In several of these articles there were glimpses 
of the advantages stemming from the imminent spread of 
transistors, which, by replacing the cumbersome and 
unreliable vacuum tubes, would characterise second-
generation computers. 

The building and dissemination of computers in the 
United States and Europe was strongly sponsored by 
government and industry. In the United States, IBM had 
already supported Howard Aiken’s projects in the 1940s. 
Starting from the 1950s, almost at the same time as 
Ferranti was completing the Mark 1 computer in England, 
IBM began producing the type 701 computer, which was 
carefully described in the Computer Issue. This was the 
first in a series of electronic general-purpose, stored-
program computers which would be used for both 
theoretical research aims and government and industrial 
applications. As a researcher at IBM, Nathaniel 
Rochester, then one of the proponents of the Dartmouth 
Conference, was responsible for the logical organisation 
of the type 701, and wrote the first assembly program for 
it. In 1952, the first checkers program by Arthur Samuel, 
the author of the opening article for the Computer Issue,
was run on this computer. 

This and other programs were illustrated by Shannon 
in his article in the Computer Issue, including the 
checkers program by Christopher Strachey, who had 
published a report in 1952. Other programs were able to 
play games fairly well: the program by D.W. Davies for 
tic-tac-toe, which ran on a DEUCE computer, and that for 
nim, running on the NIMROD electronic computer, built 
by Ferranti. In 1954, Samuel completed the 
implementation of the first learning checkers program on 
an IBM 704 computer, later on acknowledged as a 
milestone in machine learning research. Newell and 
Simon were designing computer chess strategies, then 
turning to logic theorem proving: their hand simulation of 
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LOGIC THEORIST was completed in December 1955 
(its first proof was printed by a JOHNNIAC computer in 
August 1956). Early computer simulations of perceptual 
tasks had been developed by Oliver Selfridge and Alfred 
Uttley. Computer simulation of neural nets, stemming 
from the seminal work by McCulloch and Pitts [11], were 
in progress, in particular by Farley and Clark [7], and by 
Rochester and some co-workers (including John 
Holland), regarding Donald Hebb’s theory of learning 
and concept formation. In turn, both Minsky and 
McCarthy were dealing with several issues concerning 
machine intelligence. 

The latter experiments are alluded to or mentioned in 
the Dartmouth preparatory document of August 1955. But 
another important event took place around that time: the 
Symposium on “The design of machines to simulate the 
behavior of the human brain”, sponsored by the PGEC at 
the IRE National Convention held in March 21-24, 1955. 
The panel members were McCulloch, Anthony Oettinger, 
at the time at Harvard, Rochester, and Otto Schmitt, a 
biologist and an eclectic figure of science. John Mauchly, 
Marvin Minsky, Walter Pitts, Morris Rubinoff were 
among the invited discussants. The transcripts of this less-
known Symposium are enlightening (see [12]). They are a 
unique inventory of the main issues involved in the 
building of intelligent machines, of methodological 
approaches, ambitions and difficulties that would move to 
the forefront during the following decade, and in some 
cases even in more recent times. 

One of the main issues dealt with at the Symposium 
was the possibility of using computers for different aims, 
and what might be the “the neurophysiologists’ 
contribution” to the building of machines reproducing 
brain functions. In his talk “Contrasts and similarities” 
(see [12]: 242-242),  

Oettinger distinguished two approaches in simulating 
human brain functions by computers, which, “although 
related, are far from being identical”. The aim of the first, 
more engineering-based approach is the building of 
efficient machines per se, as aids in human intellectual 
tasks; the aim of the second, a more theoretically oriented 
approach, is the understanding of the human brain and 
behaviour. Here is probably the first clearly formulated 
statement of a distinction between two approaches in 
machine intelligence which was to become canonical in 
the AI community.  

In the former, the more engineering-based case, the 
aim of simulation is to build computers that effectively 
duplicate or amplify human mental abilities. One might 
ask to what degree knowledge of the brain could be useful 
to the machine designer in this case. Oettinger’s claim 
was that this issue is a controversial one. The designer 
might try to solve many computing and control problems 
using abilities in which the computer excels, e.g., speed 
and accuracy of computation, eventually trying to join 
these abilities with those in which human brain excels, 
e.g., degree of freedom, adaptability to new situations, 

and so forth. But in any case, simulation deals with brain 
functions, not with brain structure. 

Oettinger pointed out that most successful simulations 
of living functions had usually been achieved not by 
“following the example of nature”, but by using structures 
and means not used by living organisms, thus attaining 
also superior performances of living functions: “for 
example, while the flight of birds undoubtedly stimulated 
man’s urge to fly, human flight was achieved by 
significantly different means” (this is an example, by the 
way, which would become popular in the AI community 
afterwards). As for digital computers, on the one hand, 
their structural features are different from those of the 
human brain (Oettinger mentioned here John von 
Neumann’s estimates regarding the reliability of the 
components of brain and computer), on the other hand, 
computers successfully perform arithmetic operations 
using processes different from those of humans, and it can 
be expected that “many machines of the future will 
continue to have only a functional resemblance to living 
organisms”.  

In the second case, the more theoretical one, the aim of 
simulation is quite different in Oettinger’s view: 
computers are tools for testing hypotheses regarding brain 
functions, i.e. they can be used as neurological and 
psychological models. For Oettinger, two distinct cases 
are possible here. First, one has a theory of brain 
functions stated in mathematical form, such as Bush and 
Mosteller’s theory of conditioned learning [2]. In this 
case, the computer can be used as in ordinary engineering 
applications, to solve differential equations, to obtain 
numerical values of functions, and so forth. Second, one 
has a theory stated so to speak in verbal form, as Hebb’s 
theory of learning and concept formation. Hebb [8] 
introduced the notion of “cell assemblies”, or nets of 
neurones strongly connected through excitatory synapses. 
As a result of repeated co-activation of constituent 
neurones, cell assemblies develop, as stated by Hebb’s 
well known postulate. In this case, Oettinger concluded, 
“the digital computer may be programmed to simulate the 
neurone network with its environment”, with the aim of 
testing Hebb’s theory, as shown by the simulation 
program illustrated by Rochester at the Symposium, 
which I mentioned above among the early attempts in 
simulating neural nets.  

Rochester presented a set of simulation experiments on 
an IBM 701 in his talk “Simulation of brain action on 
computers” (see 12]: 242-244). To put it briefly, a first 
simulation of cell assembly theory seemed to show that 
Hebb’s postulate was not sufficient: co-activated 
neurones did not spontaneously develop cell assemblies. 
Further simulation experiments were carried out, based on 
a modification of Hebb’s theory proposed by “one of 
Hebb’s students”, as Rochester said at the Symposium 
without mentioning him (it was, in fact, Peter Milner). 
Then a network of 63 simulated neurones, each connected 
to about eight others, was considered, and simulation tests 
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of a revised version of Hebb’s theory were in progress at 
the time with better results. This exemplifies a general 
computer modelling methodology, here explicitly stated 
for the first time in the framework of the nascent AI, 
which would become pervasive in brain and behavioural 
sciences up to our time. It goes from formulating the 
model as a computer simulation of a theory of brain 
functions, to determining the implications of the model, to 
testing them, and finally to using data to prove, disprove, 
or modify the model, or the theory itself. (This machine 
simulation methodology has its own ancestors: see [4]). 

Rochester’s simulation methodology was positively 
evaluated by AI pioneers concerned with the aim of 
realistic simulation of human behaviour by computers, 
such as Newell and Simon. They believed that a brain or 
behavioural theory stated as a computer simulation model 
was, in general, the best alternative both to verbal 
(qualitative) descriptions of the theory, such as that 
originally given by Hebb, and to mathematical 
(quantitative) statements, such as that by Bush and 
Mosteller, mentioned also by Oettinger at the Symposium 
(see [16]: 396-397). According to Newell and Simon, to 
formulate a theory of human behaviour in terms of a 
computer program is to state an “Information Processing 
Theory” (for further details, see [5]).  
.

3. Emboding flexibility in computers 

At the 1955 Symposium, questions raised by Otto Schmitt 
in his talk “The brain as a different computer” (see [12]: 
244-246) were much debated. As a biologist, he stated 
contrasts between the ordinary digital computer and the 
biological brain from a point of view different from 
Oettinger’s. For Schmitt, computers should imitate the 
flexibility of reasoning usually shown by humans in order 
to be good simulators of brain function. Thus, computers 
would have to use a kind of loose or “grey logic”, as he 
put it, not the rigid, bivalent, or “black-and-white logic” 
that presently characterises them. This would allow 
computers to grasp ill-defined and abstract concepts, as 
well as to exploit the incomplete, conflicting or partially 
inappropriate knowledge commonly available to humans 
in real life, e.g., in problem solving or decision making 
situations. 

These rather vague statements took on a slightly more 
specific form in the discussion that followed Schmitt’s 
talk. The issue could be so stated: how can common-sense 
knowledge be embodied into computer programs, as 
regards both complex and real-time human decision 
making? As to complex decision making, Schmitt judged, 
in replying to Oettinger, that programmers should 
seriously consider how to embody in programs those 
flexibility-based features of the brain, not only when the 
aim is “a realistic simulation of brain behavior” (as 
Oettinger put it in the discussion) but also when the aim is 
building efficient machines, as aids in human intellectual 

tasks, i.e. “as tool[s] to do something for [us]” (again 
Oettinger). Even in the latter case, Schmitt concluded, “it 
is necessary to abandon the idea of perfectly correct, 
uniformly logical solutions in any machine which is to 
arrive at generally appropriate quick solutions to complex 
problems when provided only with sketchy, conflicting, 
and partially inappropriate information and instructions” 
(see [12]: 247). This is also true as to situations regarding 
quick, real-time decisions, as in Schmitt’s example of a 
driver who might have to decide on exceeding established 
speed limits, given a particular road situation—this and 
analogous examples are presently proposed as instances 
of situated actions in AI (for a discussion, see [5]: chap 
7). This decision is easy to make for a human, but it 
would be most difficult for a rigidly programmed 
computer. Thus the programmer should give the machine 
“a great deal of tradition and factual information, and 
some personal opinion”, and an ability to revise its 
conclusions, a move not allowed in classic-logic based 
reasoning: 

In this occasion, Oettinger was optimistic: “With 
computers it seems to me that we are able in principle, by 
the use of appropriate programming or designing of 
structure, to build in one swoop the whole background of 
explicit existing knowledge” (see [12]: 249). This seems a 
prelude to the future debate on how to embody abstract 
concepts in computer programs, and on the very 
possibility of grasping the background of explicit 
knowledge by them: an issue regarding what will be 
called the knowledge representation problem in AI. How 
to get a computer with common sense has been at the core 
of McCarthy’s and Minsky’s research, albeit from 
different points of view, since the very beginning of AI.  

Some of the contrasts were stated by Schmitt quite 
vaguely and even improperly. Consider, for example, the 
contrast between a “systematic” (i.e. computer 
programmed) and “non systematic” (i.e. sketchily 
informed) search for complex-problem solution. Non-
systematicity seems to include some kind of random 
elements of a not clearly specified nature—an issue 
touched on in the Dartmouth document [9], which, as 
with the transcript of the Symposium, includes a brief 
discussion of some search procedures including 
randomness, such as the Monte Carlo method.  

One should notice that computer programs began to be 
capable of such non systematic search procedures. 
Schmitt’s vaguely defined non systematic machine, able 
to get answers to problems “with feedback checks of 
results”, is precisely the machine that Newell and Simon, 
with Clifford Shaw, were experimenting as the LOGIC 
THEORIST. This machine was endowed with a particular 
problem solving procedure (actually, a heuristic one) 
capable of “obtaining a feedback of the results [of a 
choice] that can be used to guide the next step” towards 
the solution (see [15]: 121).  

Schmitt seems to share here the idea that computers 
were machines following logically unalterable 
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procedures, and thus not capable of modifying their 
behaviour under differing circumstances. Contrary to 
Schmitt’s conclusions, on the one hand, later self-
organising-system research would try to grasp certain 
nervous-system computational features he pointed out, 
and on the other hand, the “sketchy, conflicting, and 
partially inappropriate information and instructions” he 
alluded to as characterising human problem solving 
would become the core of heuristic computer 
programming in the field of complex decision making. 
Let us see the latter point in further detail. 

Another Symposium is a case in point here, the one 
sponsored by the PGEC at the March 1956 IRE National 
Convention, thus a few months before the Dartmouth 
Conference. It was one of the first meetings devoted to 
“The impact of computers on science and society” [1], 
and most speakers came not only from the academic 
world but primarily from government and industry. The 
impact of computers on science concerned engineering, 
physics, chemistry and biology, as well as human 
sciences. The impact on society concerned different 
computer applications in data processing, mainly in 
industry and government, e.g., in management, defence 
and welfare. It would seem that the above discussions on 
the ability of new machines to simulate human decision 
processes are here converging on an applied research 
field: how “to seek more effective techniques and devices 
to assist us in managing and arriving at best solutions to 
our complicated and varied problems” (see [1]: 143). 

At the Symposium, speakers agreed on the current 
limits of computers as to this goal, but also on the fact 
that computer capabilities were either underestimated or 
not fully appreciated, so that the computer was “a new 
tool with great and still unrealised potential” (the 
computers referred to were above all the ILLIAC and the 
SEAC computers). A common claim was that, up to the 
time, computers had been firstly considered as large 
calculating machines, useful in business applications (i.e. 
in “computations concerning money”), but less in those 
areas, regarding government and industry, in which 
complex data processing and optimisation procedures are 
involved. The tasks at the centre of the various talks were 
mainly information classification and retrieval, 
optimisation in complex decision making and planning. 
At the time, the prevalent techniques in assisting humans 
in such tasks were borrowed from Operation Research 
(OR, in the sequel). Computers played an important role 
in this field starting from World War II at least, and OR 
was explicitly mentioned at the Symposium, as well as its 
difficulty in dealing with data processing and complex 
activities involving information processing and planning. 

In the Symposium the interaction between OR and AI 
can be vividly seen at its germinal stage. It is not by 
chance that the new-born expression “artificial 
intelligence” is used here perhaps for the first time 
publicly before the Dartmouth Conference. It was used by 
John Mauchly—one of the builders of ENIAC along with 

Prosper Eckert—in his talk at the Symposium, in dealing 
with the issue raised by David Sayre, at the time at IBM 
and one of the authors of FORTRAN with John Backus. 
The issue concerned decision making procedures in 
complex problem solving and planning (scheduling of 
production, control of traffic in airline systems, and so 
forth). 

As is well known, the expression “artificial 
intelligence” was introduced by John McCarthy in the 
1955 document proposing the Dartmouth Conference. 
Sayre’s name was present on the list, attached to the 
document, of the people whom the organisers of the 
Conference believed might be potential participants, as 
interested in the AI research project. At the Symposium, 
Sayre touched on the issue of machine intelligence, 
speculating about a way to endow a machine with what he 
called “something that approaches intelligence”. This 
kind of machine might have satisfied certain of the above 
criteria questioning the flexibility requirements of 
computers, and appears to be endowed with that “self-
improvement” ability which characterises the “truly 
intelligent” machine alluded to in the Dartmouth 
document [9]. Sayre, however, explicitly related such an 
intelligent machine to decision making in OR, when he 
suggested that complex activities or tasks, such as the 
aforementioned problem solving and planning, required 
“a rather different technique of machine use than we have 
yet developed”. Given that no “exact procedure” had been 
evolved for solving these problems, the issue at point was 
“how to cause a machine, which has been given a fairly 
exact procedure, itself to amplify and correct it, 
constantly producing better and better procedures” (see 
[1]: 149). These “fairly exact” or “inexact” procedures 
were underlined by Mauchly as a mark of machine 
intelligence: “It is certainly true that many of us are 
interested in what has been given the name ‘artificial 
intelligence’. This is indeed a field in which a great deal 
is going to be done, and there will be much influence on 
the future applications if we are successful in some of the 
endeavors which [Sayre] described as coming under 
‘inexact’ rules, procedures, and applications” (p. 155). 

The point at issue here is the ability of computers to 
make decisions, simulating human problem solving 
procedures, in order to assist humans in complex 
information processing, planning and decision making. At 
the time, it was Simon who would have pointed out the 
limits of OR techniques in dealing with such complex 
situations, where information is sketchy, and procedures 
do not guarantee optimisation in decision making. 
Developments of new, AI-based programming techniques 
were promptly applied in the field of management and 
decision making, where economics and psychology 
seemed to converge. As Simon viewed it, “AI was born in 
the basement of the Graduate School of Industrial 
Administration at Carnegie Mellon University, and for the 
first five years after his birth, applications to business 
decision making (that is OR applications) alternated with 
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applications to cognitive psychology” (see [18]: 5). This 
is a personal view of the origins of AI, but it effectively 
points out the role of early AI in evolving new techniques 
in data processing.  

Briefly, for Simon, the model of the decision maker is 
not the omniscient economic man, the Homo 
oeconomicus of classic economics, who maximises his 
choice as predicted by the game theory. Endowed as he is 
with an ideal rationality, economic man is assumed to be 
fully informed on the problem domain or environment, as 
complex as this may be. In fact, this model is an extreme 
idealisation, too far removed from the actual decision 
maker, who is commonly dealing with complex, usually 
ill-structured problem domains, about which he is poorly 
informed. Another, more realistic model was proposed by 
Simon, that of the “administrative man”. This deals with 
both computationally complex and real-life problems, 
and, endowed as he is with a kind of “bounded 
rationality”, as Simon put it, is usually unable to 
maximise his choice, so using “satisficing” decision 
procedures, finally called heuristics [3]. To put it a bit 
crudely: disciplines initially involved in using these two 
different models of decision maker were, on the one hand, 
OR, based on common linear programming and 
probability theory techniques, and, on the other hand, AI, 
based on the new-born heuristic programming. Briefly, in 
Simon’s view it was OR’s failure in dealing with more 
human-like problem solving procedures that was the 
major cause of its early divorce from early AI (for details, 
see [5]). 

To conclude, both Schmitt’s “sketchy, conflicting, and 
partially inappropriate information and instructions” and 
Mauchly’s “‘inexact’ rules, procedures, and applications” 
seem to state requirements then met by early-AI heuristic, 
often human-like, rules or procedures. As regards the 
above mentioned areas, concerned with management and 
complex decision making and planning, the background 
in which those requirements were initially met is the 
theory of the administrative man, developed by Simon 
starting from the 1940s.  

4. Conclusion 

On the thresholds of the Dartmouth Conference, and 
against the backdrop of the spread of early large digital 
computers, several issues were raised that would 
influence both future research areas and future 
controversies in AI. To sum up, I would mention the 
following: 

how to use non numerical, i.e. symbolic, 
programming in the simulation of human 
abilities by machines; 
how to state different uses of computers: on the 
one hand, in realistic simulations of organism 
behaviour and, on the other, in efficient 
engineering and management applications; 

how to state the theory-model relationship within 
non-numerical computer simulation, given 
empirical facts and theoretical hypotheses 
regarding the brain or behaviour; 
how to justify the role of neurophysiology, 
having identified different levels of 
investigations—behaviour processes and brain 
processes—both considered, however, as 
functional levels;  
how to embody knowledge in computers, and 
what kind of logic would be useful, firstly as 
regards real-life situations; 
how to relate decision making and OR with new-
born AI techniques—apparently more capable of 
dealing with complex and ill-structured problem 
domains. 

Heuristic programming has been the case in point here. 
LOGIC THEORIST has been considered the first 
heuristic program. Although it played an important role at 
the Dartmouth Conference, programs different in 
complexity, such as Samuel’s above all, included 
procedures that could be called heuristics. Advances in 
earlier heuristic programming, also seen as a promising 
approach in data management and complex decision 
making, are among the most relevant causes that made 
program simulation of human behaviour prevail over 
distributed, self-organising and neural net approaches. 
These began to be rapidly and diffusely seen as a more 
brain-like style of computation, in particular when AI—as 
a new science of the mind—was suggested to be a level of 
behaviour explanation autonomous from the nervous 
system level (or levels). 

Two years after Dartmouth, at the 1958 Teddington 
Symposium, the opposition between “imitators of the 
mind” and “imitators of the brain”, as Pitts put it, was 
definitively stated by Minsky, in his review of earlier 
advances in heuristic programming (see [4]: 187-189). 
Minsky [13] opposed hierarchic systems, “dealing with 
rather clear-cut syntactic processes involving the 
manipulation of symbolic expressions” to “‘network’ 
machines”, endowed with fairly simple self-organisational 
capabilities. He claimed his disaffection from the latter, if 
“really sophisticated behavior” is to be simulated. 
Moreover, it would not have been surprising if, once 
presently unknown nervous system mechanisms of 
intelligent activities had been identified, “the remaining 
heuristic theory would not be very different from the kind 
concerned with the formal or linguistic models”. At the 
moment, it might be thus worthwhile, Minsky concluded, 
to devote major efforts to heuristic programming, or what 
“some of us call ‘artificial intelligence’”.  
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1 Introduction

Italy has almost 80 Universities and a comparable number
of Schools/Departments of Computer Science and Engi-
neering1. The Italian Association forArtificial Intelligence
(AI*IA) has hundreds of members, many of them work-
ing in academia. It is therefore conceivable that many AI
courses are offered from Italian universities, but how many
of them? How many students attend an AI course each
year? Is AI taught only at the undergraduate level?

The purpose of this paper is to give an answer to such
(and other) questions. We present the results of a survey
about teaching AI in Italian universities. The survey has
been done by sending a questionnaire by email to the mail-
ing list of the AI*IA, and storing responses in a database.
The results are encouraging, and show that teaching AI is
very active, involving dozens of universities, teachers, and
courses. More than three thousand students attend a course
in AI every year.

In what follows we present the methodology that has
been used forcollecting data (the questions, the recipients,
. . . ), and eplain how the answers have been collected and
the results obtained. Some comments conclude the paper.

2 Methodology

The questionnaire, originally written in Italian, contained
seventeen questions, and is shown in Figure 12.

The questionnaire has been sent to the ma iling list of
AI*IA, which reaches all members of the Association. The
accompanying message asked each recipient to pass the
questionnaire to any interested colleague. The recipients
had about one month to fill the form and to send it back.

We received answers from about 45 people, many an-
swers containing more than one form. Some non-members

1Data taken from the sito.cineca.it portal of the Italian Min-
istry of Education, University, and Research – MIUR.

2Undergraduate translates the Italian Laurea, and graduate translates
the Italian Laurea specialistica.

of the mailing list sent forms. Some forms were incom-
plete, missing data about, e.g., number of students.

3 Results

For facilitating data processing, the answers were stored
in a relational database. The conceptual schema of the
database is shown in Figure 2.

We ran a numberof SQL queries, reported in the follow-
ing along with answers.

Number of cities in which AI courses are offered: 17.

Number of universities in which AI courses are offered:
19.

Number of AI courses offered: 73.

“Pure” AI: 42.

“Some” AI contents: 31.

Number of curricula involved: 45.

Undergraduate: 17.

Graduate: 22.

Master: 2.

PhD: 4.

Number of teachers involved: 58.

Most frequent course names, with occurrences:

Artificial Intelligence: 20.

Robotics: 3.

Automated Learning: 2.

Automated Reasoning: 2.

Knowledge Engineering: 2.

Foundations of Artificial Intelligence: 2.

Names of schools in which AI courses are offered:

DIDATTICA

TEACHING ARTIFICIAL INTELLIGENCE 
IN ITALIAN UNIVERSITIES

MARCO CADOLI · DANILO CARIZZI

Dipartimento di Informatica e Sistemistica - Università degli Studi di Roma “La Sapienza”  



* ________________________________________________________________________ *
[AI*IA] Associazione Italiana per l’Intelligenza Artificiale [AI*IA]

"TEACHING AI IN ITALIAN UNIVERSITIES" FORM

* ________________________________________________________________________ *

1. UNIVERSITY:
2. SCHOOL/DEPARTMENT:
3. CURRICULUM (UNDERGRADUATE, GRADUATE, MASTER, PhD):
4. NAME OF THE CURRICULUM:
5. IS THERE AN "AI TRACK" IN THE CURRICULUM (y/n)?:
6. NAME OF THE COURSE (Italian and English):
7. LAST ACADEMIC YEAR IN WHICH THE COURSE HAS BEEN OFFERED:
8. YEARS SINCE THE START OF THE COURSE:
9. HOURS OF TEACHING IN CLASS FOR THE COURSE:
10. CREDITS FOR THE COURSE:
11. TEACHER OF THE COURSE:
12. AVERAGE NUMBER OF STUDENTS ENROLLED IN THE COURSE:
13. "PURE AI" COURSE (y/n)?:
14. "SOME AI CONTENTS" COURSE (y/n)?:
15. (if last answer was "y"):

COURSE KEYWORDS (5/10):
HOURS DEVOTED TO AI TOPICS:

16. BOOKS USED:
17. COMMENTS (optional):

=============================================================================
PLEASE FILL ONE FORM FOR EACH COURSE
SEND THE FILLED FORM TO: rcra@dis.uniroma1.it
NOT LATER THAN FEBRUARY 24, 2006
=============================================================================

Figure 1: The questionnaire distributed by email.

Engineering.

Information Engineering.

Mathematical, Phisical, and Natural Sciences.

Computer Science.

Information Science.

Informatics Science and Technology.

Computational Logic.

Literature and Philosophy.

Philosophy.

Business.

Universities and Schools with “Curriculum with AI track”:

Bolzano/Bozen, Computer Science.

Pavia, Engineering.

Milan “Bicocca”, Mathematical, Phisical, and Natu-
ral Sciences.

Milan Polytechnic, Computer Engineering.

Palermo, Engineering.

Rome “La Sapienza”, Engineering.

Average number of credits for each course: 5.4.

Average number of hours in class for each course:
46.6.

For “some AI contents” courses: 42.3.

“AI hours” for “some AI contents” courses: 25.2.

Average number of years since the course started: 4.0.

Average number of students: 43.7.

Most popular textbooks, with number of courses:

[3]: 25.

[1]: 5.

[2]: 3.
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Figure 2: Entity-Relationship schema for the database.

4 Conclusions

This paper illustrates the results of a survey on teching AI
in Italian universities done among members of the AI*IA.
We solicited (and received) data from non-members as
well.

The results of the survey show that AI is taught in one
Italian university out of four (19 total), that every involved
university has three AI teachers, offers an average of two
“pure AI” courses and 1.5 courses with AI contents. Typi-
cally, AI topics coverhalf of the latterkind of courses. The
courses are typical of the Italian university: about 50 hours
in class and 5 credits. AI courses are given at all educa-
tion levels (undergraduate/graduate/master/PhD), and con-
centrate at the graduate (Laurea Specialistica) level. AI
courses are offered, as expected, from Engineering and
Science schools, but also from Philosophy and Business.
AI teaching is young, the average number of years since
a course is offered being 4. AI courses tend to be popu-
lar, enrolling more than 40 students on average. Summing
up, more than three thousand students attend an AI course
each year.
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ASSOCIAZIONE ITALIANA PER L'INTELLIGENZA ARTIFICIALE (AI*IA)

DOMANDA DI ASSOCIAZIONE 
(Scrivere in stampatello) 

Cognome ………………………………………………………………… 

Nome …………………………..................................................................

Titolo professionale ....................................……………………...............

Luogo di nascita ………………………. ……………………………….. 

Data di nascita …………………………………………………………... 

Residente a…....................................……………………………........…..

Via/P.zza .................................................................................................... 

Città. .................................................. Prov. .............. CAP ....................... 

Stato estero ................................................................................................. 

Tel. ..................................................... Fax ................................................. 

E-mail ......................................................................................................... 

Cod. fiscale ................................................................................................. 

P. IVA ...................................................................................... ................. 

Affiliazione altre associazioni(1) ................................................................. 

.....................................................................................................................

.....................................................................................................................

Azienda/Ente .............................................................................................. 

Via/P.zza ................................................................................................… 

Città. .................................................. Prov. .............. CAP ....................... 

Stato estero ................................................................................................. 

Tel. ..................................................... Fax ................................................. 

E-mail ......................................................................................................... 

Cod. fiscale ................................................................................................. 

P. IVA.......................................................................................................... 

(mettere un segno sulle voci che interessano) 

Desidera che la corrispondenza venga recapitata presso: 

  1. Abitazione            2. Azienda 

Desidera che il suo indirizzo venga concesso a terzi per l'invio di  

corrispondenza tecnico/scientifica: 

si no

Chiede di assere ammesso all'AI*IA in qualità di: 

 Socio ordinario(1)           quota per 1 anno         € 45,0 0 

 Socio ordinario(1)           quota per 3 anni         € 125,0 0 

 Socio studente(2)           quota per 1 anno         € 20,0 0 

 Socio collettivo           quota per 1 anno         € 310,0 0 

 Socio ordinario ridotto

 (AICA, AILA, GIRPR, GULP, e SIREN) quota per 1 anno         € 36,0 0

 Socio ordinario ridotto           quota per 3 anni         € 100,0 

I soci individuali (ordinari e studenti) hanno diritto di ricevere la tessera 

sociale AI*IA, una copia di "Intelligenza Artificiale", l’accesso alla 

versione elettronica di "AI Communication", e di partecipare di persona 

a tutte le manifestazioni organizzate dall'Associazione e dalle altre 

organizzazioni convenzionate usufruendo delle facilitazioni previste per 

i soci (riduzione sulle quote di iscrizione, sconti sui prezzi di acquisto 

delle pubblicazioni, ecc.), iscriversi ai Gruppi di Lavoro. 

1 soci collettivi comprendono le Aziende e gli Enti Pubblici e Privati ed 

hanno diritto ad usufruire di tutti i servizi e le facilitazioni previste per i 

soci individuali in quanto applicabili ed inoltre di: 

- far partecipare i propri dipendenti, fino ad un massimo di dieci, a tutte 

le manifestazioni organizzate dall'AI*IA, usufruendo degli sconti 

previsti per i soci individuali; 

- ricevere gratuitamente, purché ne venga fatta esplicita richiesta scritta, 

altre copie di "Intelligenza Artificiale" (fino a un massimo di 3 copie). 

Il pagamento delle quote può essere effettuato a mezzo: 

 accluso assegno bancario o circolare non trasferibile all'ordine 

AI*IA;

 bonifico bancario intestato alla AI*IA (3)  sul c/c n. 104211  presso   

la Banca Toscana, Filiale di Cesena, Viale Bovio, 375 – 47023  

Cesena,  CAB 23900 ABI 03400 CIN W 

(allego copia del versamento)  

 Carta di Credito 

 Carta Sì             Visa      Eurocard            Mastercard 

Numero ………………………………………………………………….. 

Data di scadenza (Mese/Anno)  …………………………………………. 

Titolare .........…………………………………………………………….

AUTORIZZAZIONE

Autorizzo fin d’ora il trattamento dei miei dati personali ai sensi 

del Dlgs  N°196 del 30/06/2003. 

Data …………………. Firma .........…………………………………….. 

QUESTO MODULO VA USATO ESCLUSIVAMENTE DAI 

NUOVI SOCI. PER IL RINNOVO ANNUALE DELLE 

QUOTE ATTENDERE APPOSITO AVVISO AI*IA. 

INVIARE PER POSTA O PER FAX ALLA 

Segreteria AI*IA 

c/o DEIS, Dip. di Informatica, Elettronica e Sistemistica 

Alma Mater Studiorum, Università di Bologna 

via Venezia 52 – 47023 Cesena (FC) 

Tel.: +39 0547 339 93211 

Fax: +39 0547 339 208 

Email: aixia@deis.unibo.it 

NOTE:

(1) Per i soci AICA, AILA, GIRPR, GULP, e SIREN le quote di 

associazione sono scontate del 20%; simili condizioni vengono 

praticate da dette associazioni ai soci AI*IA.

(2) Riservata agli studenti al di sotto dei 32 anni di età, inclusi i 

dottorandi di ricerca. 

(3)  Indicare con chiarezza il nome ed il motivo del versamento.



1. Apprendimento Automatico e Data Mining
http://www.di.unito.it/~aiia/gaadm/
Obiettivi: promuovere la ricerca su: paradigma simbolico
dell’apprendimento automatico, apprendimento basato su
casi, modelli connessionisti, algoritmi genetici, teoria
computazionale dell’apprendimento, data mining
Coordinatore: Marco Botta
Dipartimento di Informatica, Università di Torino 
Corso Svizzera 185, 10149 Torino 
Tel. 011 6706721 - Fax 011 751603 
botta@di.unito.it

2. Elaborazione del Linguaggio Naturale
http://www.di.unito.it/~nlp_aiia/
Obiettivi: promuovere la ricerca sull’elaborazione del lin-
guaggio naturale e delle sue applicazioni; promuovere lo
sviluppo di risorse linguistiche
Coordinatore: Maria Teresa Pazienza
Dipartimento di Informatica, Sistemi e Produzione
Università di Roma, Tor Vergata
Via di Tor Vergata, 00133 Roma 
Tel. 06 72597378 - Fax 06 72597460  
pazienza@info.uniroma2.it

3. Agenti e Sistemi Multiagente
http://mas-aiia.ingce.unibo.it/
Obiettivi: promuovere la diffusione della conoscenza,
delle soluzioni e delle tecnologie sviluppate dalla ricerca
sugli agenti e i sistemi multiagente, e favorire la loro appli-
cazione a livello industriale
Coordinatore: Andrea Omicini
Dipartimento di Elettronica, Informatica e Sistemistica
Università di Bologna
Via Venezia 52, 47023 Cesena
Tel. 0547 339220 - Fax 0547 339219 
andrea.omicini@unibo.it

4. Intelligenza Artificiale e E-Learning
http://aiia.softwerk.net/
Obiettivi: promuovere la ricerca su IA e apprendimento,
con particolare riferimento a metodologie basate su IA per
E-teaching, modelli e standard di E-learning, ambienti
basati su agenti per E-learning, ontologie per l’E-learning,
sistemi adattivi e dinamici, interfacce intelligenti multimo-
dali per l’E-learning.
Coordinatore: Giovanni Adorni
Dipartimento di Informatica, Sistemistica e Telematica
Università di Genova
Via all’Opera Pia 13, 16145 Genova
Tel. 010 3532219 / 329 2104392 - Fax 010 3532948 
adorni@unige.it

5. Intelligenza Artificiale e Beni Culturali
http://studi131.casaccia.enea.it/enea/aiia/index.html
Obiettivi: diffondere alle istituzioni preposte alla gestione
e conservazione del patrimonio culturale le potenzialità
delle tecniche di intelligenza artificiale allo scopo di pro-
vocare dei mutamenti nella produzione e fruizione della
cultura
Coordinatore: Luciana Bordoni,
ENEA/UDA/Advisor
Via Anguillarese  301, 00060 S. Maria di Galeria (Roma)
Tel. 06 30483503 - Fax 06 30484055
bordoni@casaccia.enea.it

6. Intelligenza Artificiale nelle Aziende
Obiettivi: diffondere in realtà aziendali diverse le poten-
zialità delle tecniche di IA presentando esempi concreti di
applicazioni già esistenti; confrontare esperienze aziendali
diverse sulle varie tematiche di IA nell’ottica di approfon-
dirne le potenzialità applicative
Coordinatore: Stefania Bandini 
Dipartimento di Informatica, Sistemistica e Comunicazio-
ne
Università di Milano – Bicocca
Via Bicocca degli Arcimboldi 8, 20126 Milano
Tel. 02 64487835 – Fax 02 64487839
bandini@disco.unimib.it

7. Percezione
Obiettivi: promuovere la ricerca su: percezione visiva nel-
l’uomo e nelle macchine; percezione auditiva e riconosci-
mento del parlato; sintesi d’immagini; sistemi multi-sen-
sore; comunicazione per immagini
Coordinatore: Guido Tascini
Istituto di Informatica
Università di Ancona
Via Brecce Bianche, 60131 Ancona 
Tel. 071 2204830 - Fax 071 2204474
tascini@inform.unian.it

8. Rappresentazione della Conoscenza e Ragionamento
Automatico
http://www.dis.uniroma1.it/~rcra/
Obiettivi: promuovere la ricerca sui formalismi per la rap-
presentazione della conoscenza, sulle tecniche di ragiona-
mento automatico e su ambienti e metodologie per lo svi-
luppo di sistemi basati sulla conoscenza.
Coordinatore: Marco Cadoli 
Dipartimento di Informatica e Sistemistica
Università di Roma “La Sapienza” 
Via Salaria 113, 00198 Roma 
Tel. 06 49918326 - Fax 06 85300849 
cadoli@dis.uniroma1.it

9. Robotica
Obiettivi: promuovere la ricerca su architetture di control-
lo innovative, linguaggi ed ambienti di programmazione
per robotica, sistemi di modellazione geometrica ed ani-
mazione 3D, pianificazione delle traiettorie, tecniche di
ragionamento spazio-temporale, pianificazione automatica
degli assemblaggi meccanici, sistemi cognitivi, sistemi
ibridi con conoscenza subsimbolica e simbolica, apparati
sensoriali per robot, soft-computing  per la robotica, robot
multipli.
Coordinatore: Andrea Bonarini
Dipartimento di Elettronica e Informazione, Politecnico di
Milano
Piazza Leonardo da Vinci  32, 20133 Milano
Tel. 02 23993525 - Fax 02 23993411
bonarini@elet.polimi.it

I gruppi di lavoro ai quali si intende aderire sono: 

➋    ➧    ➥    ➌           ③      ➩

(questa pagina va allegata alla domanda di associazione)

GRUPPI DI LAVORO
L’attività dell’Associazione si svolge anche attraverso Gruppi di Lavoro che hanno il compito di promuovere la colla-
borazione fra i soci interessati a sviluppare la conoscenza e la ricerca in aree specifiche dell’Intelligenza Artificiale. Di
seguito si riportano i Gruppi di Lavoro attivi. 




